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WE WOUld lIkE TO WElCOmE you to a very different seventh edition of Quantitative 
Methods for Business Decisions.  David Eadson has joined Jon Curwin and Roger Slater 
in the author team, and together they have sought to offer a more compact book with 
all the qualities of the previous six editions and strengthened the links to online support 

materials.  This new edition, like the previous editions, is intended for students from a variety of 
backgrounds who find that their courses require a good understanding of mathematics and statistics 
in a business context.  Few assumptions are made about what a student can remember from pre
vious studies and the focus is on developing the important skills of being effective with numbers.  
Each chapter offers an introduction and explanation of some aspect of the quantitative approach to 
problem solving.   Together these chapters are designed to build a confidence with business problem 
analysis but are sufficiently selfcontained to be used as a source of reference or for revision purposes.
 A review of basic mathematics is now included as the first chapter and allows for an easier revision 
of key mathematical topics and for easier crossreferencing if only as a reminder of a mathematical 
technique that is required. The book itself is still divided into five parts: Understanding quantitative 
information; Describing data; Measuring uncertainty; Using statistical inference; and Relating 
variables and predicting outcomes, with a further three parts offered online, adressing Modelling, 
Mathematical topics and student guides, respectively. The online support has been considerably 
strengthened to include chapters on Game theory and Factor analysis, and student guides on creative 
problem solving, ExCEl, SPSS, Project management software, and writing and reporting statistics.
 The rationale for the book remains broadly the same, but the following improvements have been 
made:

 l A review and revision of basic mathematics takes place at the beginning of the book.
 l All chapters have been revised to reflect subject and course developments with additional 

chapters and student guides being offered online.
 l The questions at the end of each chapter have been revised. In addition to the multiple 

choice and numeric based exercise questions, a set of discussion questions have been added. 
These have been designed to encourage you to explore the application of concepts raised in 
each chapter.

 l A complete set of fully annotated answers for all end of chapter questions are offered online, 
and some can still be found at the end of the book.

PREFACE

ix

60193_FM_rev01.indd   9 05/11/12   11:33 AM



x PREFACE

 l The Mini Case studies introduced in edition six, that illustrate the practicality of 
quantitative methods, have all been reviewed, revised and updated.

 l Exercise boxes and Illustrative Examples boxes throughout the text help reinforce your 
learning and encourage you to reflect upon and explore further the issues raised in each 
chapter.

 l We stress the importance of an effective approach to problem solving and the importance of 
methodology.

 l The use of ExCEl and SPSS has been revised and updated, and accompanying data sets are 
provided online.

You are encouraged to visit the accompanying premium digital platform, where you will find the sets 
of data, spreadsheets modelling, PowerPoint presentations and much more. You will also find that 
the text has been annotated to guide you to this online material. look out for this symbol throughout 
the book.
 We hope that you like the improvement we have made and that this book will help you make a 
success of your studies.

Jon Curwin
Roger Slater
David Eadson
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59

PART ONE

Understanding Quantitative 
Information

IN THIS FIRST PART OF the book, we are concerned with the ways of approaching prob-
lems and managing data. Working with numbers will be an important part of specify-
ing and solving a wide range of problems. We are increasingly able to get data quickly 
and manipulate that data into forms that are useful to us. However, we need to be sure 

that we are working on the right problem and that the data is valid for our purposes. Managers o� en 
complain that:

 ➔ too much time is lost trying to solve the wrong problem, or
 ➔ the solution was made to � t the data available, or
 ➔ the solution found lacked imagination and creativity.

As we will see, it is important to clarify, and if necessary rede� ne, the problem we are working on. 
� e approach to problem solving needs to make good use of the information available and where 
possible, give new insights into the problem situation. One only needs to look at the history of busi-
ness decline to see that using the same old answers to the same old problems is a recipe for failure. 
We will encourage you to search for new sources of data and explore that data in a variety of ways.

‘Data’ is a very general term and can be taken to mean a few recordings or the outcome of an 
extensive national or international survey. Whether the data is useful or not is another matter! An 
item of data becomes information when it is organized to inform the user. We will look at ways to 
clarify the purpose of data and the ways in which data can be managed. In all aspects of business or 
organizational life we are likely to encounter increasing quantities of data. New technologies  literally 
put data at our � ngertips – for example, share prices in New York, or stock levels in a warehouse 

Introduction

2

Objectives

65

 By the end of this chapter you should be able to:

 ➔ contrast quantitative and qualitative approaches

 ➔ identify some of the key elements of problem solving

 ➔ understand the importance of methodology

 ➔ appreciate the use of models

 ➔ distinguish between data and information

 ➔ identify different types of data

 ➔ understand the importance of the level of measurement achieved

 ➔ appreciate the importance of quantitative methods in business decision-
making

NUMBERS PROVIDE A UNIVERSAL LANGUAGE that can be easily understood and a 
description of some aspect of most problems. In fact, some problems can be described 
almost entirely in numerical terms. 	 e development of a departmental budget will 
mostly involve the modelling of cash inputs and outputs (typically on a spreadsheet), 

and the manipulation of numbers. In contrast, the recruitment of sta�  or the management of redun-
dancy may require only a limited use of numbers and a great deal of sensitivity to the people involved.

In making business decisions, we need to recognize the importance of the range of information 
available and to what extent the problem is numerical by nature or non-numerical. It is useful to dis-
tinguish between the quantitative and qualitative approaches to problem solving. Essentially, the 
quantitative approach will describe and resolve problems using numbers. Emphasis will be given to 
the collection of numerical data, the summary of that data and the drawing of conclusions from the 
data. Measurement is seen as important and factors that cannot be easily measured, such as attitudes 
and perception, are generally di�  cult to include in the analysis. Qualitative approaches describe the 
behaviour of people individually, in groups or in organizations. Description is di�  cult in numeri-
cal terms and is likely to use illustrative examples, generalization and case histories. 	 e qualitative 
approach can use a variety of methods such as observation and the written response to unstructured 

The Quantitative 
Approach

18 CHAPTER 1 MATHEMATICAL BACKGROUND

Given the sequence:
9, 36, 144, 576, 2304, 9216. 

(The common ratio, r =
36

 = 
144

 = . . . = 
9216

 = 4
9 36 2304

fi nd the value of the 12th term.
Solution: Since a = 9 and r = 4,

t12 = 9 × (4)11 = 9 × 4 194 304 = 37 748 736

Example

Given the same sequence:

9, 36, 144, 576, 2304, 9216

what is the sum of this sequence: (i) with the six terms shown; and (ii) continued to 12 terms? 
Solution: By substitution,

S6 = 9(46 – 1)/(4 – 1) = 9 × 4095/3 = 12 285

S12 = 9(412 – 1)/(4 – 1) = 9 × 16 777 215/3 = 50 331 645

Example

You have just been offered a different contract. The starting salary is still £12 000 per annum 
but the increase will be 6 per cent of the previous year’s salary rather than a fi xed rate. What 
will your salary be at the end of year six and what will your total earnings be over this period?

Answer: By the substitution of values, using r = 1.06 (to give a 6 per cent increase per 
annum)

t6 = 12 000(1.06)6 = 16 058.71 and

S6 = 12 000 (1.066 – 1)/(1.06 – 1) = 83 703.82

EXERCISE

We could again develop a spreadsheet solution as shown in Table 1.4.

61PART I

Shopping Developments 
Limited Part I

SHOPPING DEVELOPMENTS LIMITED HAS A number of business interests in general purpose, smaller 
retailing units. They have observed the growth of the nearby New Havens Shopping Precinct, and 
the Hamblug Peoples’ Store in particular. They would like to know more about the usage of the 
shopping precinct and plan to review the information they already have.

The company has the outcome of a market research survey conducted by a student who had 
recently completed a placement year in the marketing department. The questionnaire was written 
with the requirement of the placement project in mind and only part of the questionnaire and 
coding sheet still remain available to the company. It is known that a quota sampling method was 
used but that few other details remain. The relevant parts of the questionnaire and coding sheet 
are as follows. ● ● ●

THE QUESTIONNAIRE

SHOPPING SURVEY: New Havens Shopping Precinct Questionnaire number: ————

1 Is this your fi rst visit to the New Havens Shopping Precinct? YES/NO
If YES, go to Q.3

2 How often do you visit the New Havens Shopping Precinct? (TICK ONE)

Less than once a week

Once a week

Twice a week

Three times a week

More often than this

3 How long did it take you to travel here? (in minutes) ————

4 How did you travel here? (TICK ONLY MAIN MODE OF TRANSPORT)

Bus

Car

Walk

Other, please specify ————

5 Have you ever visited the Hamblug’s shop? YES/NO If NO, go to Q.10

6 Have you been there today? YES/NO If NO, go to Q.10

ILLUSTRATIVE
EXAMPLE

(Continued )
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Feature  mini Cases throughout the book 
depict real-world examples demonstrating 
how different mathematical concepts play 
important roles in everyday life

Feature  The digital resources icon 
throughout indicates additional materials and 
datasets found online, for a smoother integra-
tion of resources and a holistic approach to 
learning

Feature  Questions at the end of each 
chapter, including multiple-choice and longer 
mathematical problems, test your under-
standing of every topic

Feature  Answers to some of the end-of-
chapter questions can be found at the end 
of the book with fully annotated answers 
explaining the solutions to longer problems 
(the rest can be found on the online platform)

84 PART I UNDERSTANDING QUANTITATIVE INFORMATION

However, we can use scoring models to make the more general point that analysis is no substitute 
for the human element in decision-making which also includes e� ective problem formulation, valid 
and reliable data, appropriate analysis, the generation of creative ideas, e� ective communication and 
managerial judgement.

Meaningful 
measurement MINI CASE 2.1

GETTING DATA AND MAKING CALCULATIONS can be the easy part. Understanding the real issues and 
asking the right questions can be more diffi cult. Reporting average travel time or the variability in 
competitors’ price can be a computational exercise. But how can you assess how customers will 
respond to a change in product packaging or employees to changes in working practices?

Even if measurement is diffi cult, it can be important if you want to understand the issues facing 
the world and you want to monitor change over time. If you visit the website of the New Economics 
Foundation (NEF) (see www.neweconomics.org/publications/well-being) you will fi nd details of a 
report, ‘The Happy Planet Index 2.0’. The 2009 report is based on the analysis of the well-being of 143 
countries of the world. Rather than using Gross Domestic Product (GDP) to measure the economic 
growth, it uses a Happy Planet Index (HPI). The HPI is based on life expectancy, life satisfaction and 
ecological footprint derived from the 143 countries data bases. 

Consider an extract from the report given below:

‘In an age of uncertainty, society globally needs a new compass to set it on a path of real 
progress. The Happy Planet Index (HPI) provides that compass by measuring what truly matters 
to us – our well-being in terms of long, happy and meaningful lives – and what matters to the 
planet – our rate of resource consumption.’ – Executive Summary

HPI Goal
The goal of the HPI is to question what is valuable in life. It is based on two axioms: happy and healthy 
lives are sought-after around the world; this is not a privilege of the current generation but also future 
generations. The HPI combines progress towards these two goals in a single fi gure.

HPI by sub-region Central America, Mexico & Carribean
South America

South East Asia
North Africa

China
South Asia

Western Europe
Central Asia & Caususes

Middle East / South West Asia
Wealthy East Asia

Nordic Europe
Central & Eastern Europe

Southern Europe
Australia & NZ

Russia, Ukraine & Belarus
North America
Western Africa

Southern & Central Africa
East Africa

0 10 20 30 40 50 60 70
HPI

© June 2009 NEF (The New Economics Foundation)

63PART I

Shopping Developments Limited are expected to be planning more extensive market research 
but believe the existing information will be useful. It is thought that a better understanding of the 
shopping precinct and the Hamblug Peoples’ Store within it will help develop market research and 
market development strategies.

It is known that Shopping Developments Limited wish to develop the concept of the general 
purpose outlet within the shopping precinct environment. It is also known that the closeness of a 
ferry port to the New Havens Shopping Precinct could be an important factor.

Quantitative Information
Managing numbers is an important part of 
understanding and solving problems. The 
collecting together of numbers and other facts 
and opinions provides data. This data only 
becomes information when it informs the user.

The quantitative approach is more than just 
‘doing sums’. It is about making sense of numbers 
within a context. To understand problems within 
a context, it can be useful to work through a 
number of stages: defi ning (and redefi ning) the 
problem, searching for information, problem 
description (and again redefi nition if necessary), 
idea generation, solution fi nding and fi nally, 
acceptance and implementation. The use of new 
ideas can be important at any of the stages. 
Should we only be looking at methods to increase 
sales, for example, or should we include other 
factors like channels of distribution, packaging 

and product design? Should we continue to use 
street interviews or should we consider other 
ways of getting feedback? One of the aims of 
the book is to make you a better problem solver 
by introducing a wide range of techniques and 
show their application in a variety of business 
problem situations.

The development of mathematical models 
can provide a better understanding of the way 
things work. Relationships are established using 
variables (a quantity or characteristic of interest 
that can vary within the problem context), 
parameters (values fi xed for a given problem) and 
by making assumptions (things accepted as true). 
Just the clarifi cation of assumptions, like ‘the 
product is competitively priced’ (where it may or 
may not be) can be helpful when problem solving.

Data can come from existing sources 
(secondary data) or may need to be collected 
for the purposes of our research (primary data). 

QUICK                             START

The data from the questionnaire, on the online platform, is in the EXCEL fi le CSE2.xlsx and SPSS fi le CSE3.
sav. You should try to fi nd this data and print out a copy. It will be useful to check the number of entries 
and the correctness of the coding. ● ● ●

Visit the online platform

(Continued )

(Continued )
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1B.7.1 Online resources
In both Parts A and B of this chapter reference has been made to additional resources that can be 
found on the book’s online platform. Speci� c to this chapter these resources include:

 ➔ Proof of the sum of an arithmetic progression
 ➔ Proof of the sum of a geometric progression
 ➔ Proof of the formula for � nding the roots of an equation
 ➔ Figure 1.20 spreadsheet � le CSE1.xlsx
 ➔ Reference to advanced topics in matrix algebra and calculus in Part 7 of the online platform, 

including solving simultaneous equations by matrices.

1.8 Questions for Parts A and B

Part A questions
� ere are no discussion questions for Part A

Multiple choice questions
1 � e value of 4(17 – 8 ÷ 2) is:

a. 20
b. 18
c. 30
d. 52

2 What amount of tax (levied at 20 per cent) 
must be paid on a car whose list price, 
excluding tax, is £8000?
a. £160
b. £1600
c. £280
d. £590

3 In a sale, a dress shop reduces all of its 
prices by 30 per cent. For one particular 
dress the sale price was £140. What was 
the original price of the dress?
a. £200
b. £170
c. £182
d. £186.67

4 What is the value of 62 + 9½?
a. 16.5
b. 39
c. 40.5
d. 117

5 For the following geometric progression 
� nd the common ratio:

 3, 15, 75, 375, 1875, . . . .
a. 3
b. 11
c. 5
d. 15

6 Convert 5(x + 4) – 3(x + 2) to a simpler form:
a. 8x – 26
b. 8x + 14
c. 2x + 26
d. 2x + 14

7 Find the value of x and y that satisfy these 
two equations simultaneously:

 3x + 2y = 28; x – 3y = 2
a. x = 7, y = 3
b. x = 2, y = 8
c. x = 12, y = 2 
d. x = 8, y = 2

8 If a straight line goes through the points 
(–1, 6) and (6, 0), what is the gradient of 
the line?
a. 7/6
b. –6/7
c. 6/7
d. –1 

1B FINANCIAL MATHEMATICS

THIS SECTION PROVIDES, FOR EACH chapter, answers to all the MCQs and annotated 
answers to the exercise questions 1, 2 and 4 (where applicable). A full set of annotated 
answers to exercise questions can be found on the online platform. Answers to the 
 discussion questions are included in the book’s online resource for lecturers.

Chapter 1

Answers to MCQs

Part A Annotated exercise answers

1. Here we apply the BEDMAS rule. 
(a) − × + ÷16 12 4 8 2 = 16 – 48 + 4 = −28
(b) − × + ÷(16 12) (4 8) 2 = (4) × (12) ÷ 2 = 24
(c) − + −9 3(17 5(5 7)) = 9 − 3(17 + 5(−2)) = 9 − 3(17 − 10) = 9 − 21 = −12
(d) + − +8(3(2 4) 2(5 7)) = 8(3(6) − 2(12)) = 8(18 − 24) = −48

Answers to Part B

1. d

2. c

3. d

4. b

5. b

6. c

7. b

8. d

9. c

10. d

Answers to Part A

1. d

2. b

3. a

4. b

5. c

6. d

7. d

8. a

552
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1

1

Maths forMs the basis of business analysis and many courses assume that you can 
deal with what they call ‘the basics’. The point from which you are starting will depend 
upon what you have done, your school, how long it is since you did any maths and 
whether or not you enjoyed it. You might want to use this chapter for general reference 

or you may wish to work through systematically.
This chapter is divided into two parts:

➔➔ Part A looks at some of the basics of mathematics and will include arithmetic, algebra and 
graphs which are essential for dealing with statistics. It is unlikely that your course will 
include specific questions asking you to do this type of maths, but you will be expected to 
do it within statistics questions, and elsewhere. More advanced topics in matrix algebra and 
calculus can be found in Part 7 on the book’s on-line platform. 

➔➔ Part B applies basic mathematics to look at the basics of financial mathematics, especially 
how we value money now and how we value both income and expenditure in the future. The 
application of maths to finance illustrates the importance of maths in everyday life and in 
business. In this part we will look at the calculation of interest and money concepts such as 
depreciation, internal rates of return, annuities and mortgages. These ideas are fundamental 
to accounting, marketing and strategic management.

Mathematical 
Background
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Objectives After working through this part of the chapter, you should 
be able to:

➔➔ deal with the basics of arithmetic

➔➔ understand percentages

➔➔ use powers of numbers as a shorthand for multiplication

➔➔ write down simple algebraic expressions

➔➔ understand logarithms

➔➔ rearrange algebraic expressions

➔➔ understand equations using two variables

➔➔ sketch simple graphs

➔➔ use linear functions for breakeven analysis

➔➔ state the format of mathematical progressions

➔➔ solve quadratic functions for roots

➔➔ find equilibria points for simple economic situations

the use of MatheMatics provides a precise way of describing a range of situa-
tions. Whether we are looking at production possibilities or constructing an economic 
model of some kind, mathematics will effectively communicate our ideas and solu-
tions. Reference to x or y should not take us back to the mysteries of school algebra but 

should give us a systematic way of setting out and solving some problems. Most things we measure 
will take a range of values, for example, people’s height, and mathematically they are described by 
variables. A variable z, for example, could measure temperature throughout the day, the working 
speed of a drilling machine or a share price. The important point here is that the variable z is what 
we want it to be. 

Hopefully you can remember a little about using numbers because you use them every day, 
for instance in checking your change when you buy a cup of coffee, or get on a bus. Suppose you 

1a
Basic  
Mathematics
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wish to calculate your weekly pay. If you work 40 hours each week and you are paid £10 per hour, 
then your weekly pay will be 40 × £10 = £400, which is a specific result. However, if the number of 
hours you work each week and the hourly rate of pay can both vary, you will need to go through 
the same calculation each week to determine your weekly pay. To describe this process, you can use 
mathematical notation. If the letter h represents the number of hours worked and another letter 
p represents the hourly rate of pay in pounds per hour, then the general expression hp (or h × p) 
describes the calculation of weekly pay. If h = 33 and p = 11 then weekly pay will equal £363. It 
should be noted at this point that the symbol for multiplication is used only when necessary; hp is 
used in preference to h × p (which avoids confusion with x which is often used as a variable name), 
although they mean exactly the same. To show the calculation of the £363 we would need to write 
‘33 hours × £11 per hour’.

We are not concerned with you being able to do complicated sums using large numbers in your 
head! What we want you to be able to do is understand the calculations required and have an aware-
ness of whether your answers make sense or not. If you need to use large numbers, then you can 
always use a calculator or a computer to take the hard work out of the ‘number crunching’.

1a.1 Basic arithmetic
Many of the basics of arithmetic you will have covered at primary and secondary school. 

The point to remember is that you can only do four things with numbers: divide, multiply, add 
and subtract.

1a.1.1 Addition and subtraction
It is useful to think of numbers placed on a straight line like a ruler with negative numbers to the left 
of zero and positive numbers to the right as shown in Figure 1.1

 0 1 2 3 4 5 6–1–2–3–4–5–6 7 8

Addition: Starting at zero on the number line, basic sums should be straight forward, for example:

4 + 3 = 7

Here you are simply moving to the right along the number line, from zero, in two segments, as shown 
in Figure 1.2

 

+4 +3 

0 1 2 3 4 5 6–1–2–3–4–5–6 7 8

Subtraction: Again, you are combining two line sections, but the minus sign means that you are 
going backwards for one part. This is illustrated in Figure 1.3 

figure 1.1

The number line

figure 1.2

4 + 3 = 7
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-4

0 1 2 3 4 5 6–1–2–3–4–5–6 7 8

+6

If the number that we are subtracting is larger than the other number, then the outcome will move to 
the left of zero on the number line. This is illustrated in Figure 1.4

 

-7 

0 1 2 3 4 5 6–1–2–3–4–5–6 7 8

+4

1a.1.2 Multiplication and division
Multiplication: Multiplication can be thought of as a quick form of addition, if you are take 3 times 2, 
you are taking three line segments of length 2 and adding them together.

3 × 2 = 6

Division: Division is really the opposite of multiplication. We are trying to find how many times one 
number will go into another. Sometimes the answer will be a whole number, and sometimes there 
will be something left over. For example:

8 ÷ 2 (or 8/2) = 4

11 ÷ 3 (or 11/3) = 3 and 2 left over.

The remainder is usually expressed as a fraction of the devisor or as a decimal: 

So, 11 ÷ 3 = 3⅔ or 3.667

With multiplication and division you need to remember the following rules:

➔➔ Multiplying or dividing two positive numbers gives a positive number
➔➔ Multiplying or dividing two negative numbers gives a positive number
➔➔ Multiplying or dividing a negative and a positive number gives a negative number
➔➔ Multiplying several numbers, some positive and some negative, then  an even number of 

negative numbers gives a positive number; an odd number of negative numbers gives a 
negative number

figure 1.3

6 – 4 = 2

figure 1.4

4 – 7 = –3
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B Brackets
E Exponentiation
D Divide
M Multiply
A Add
S Subtract

1a.1.3 Brackets and precedence rules
Brackets and precedence rules are used to remove ambiguity in a calculation. For example:

14 – 3 × 4 could be either 11 × 4 = 44 or 14 – 12 = 2, 

depending on which operation is performed first. To remove ambiguity we could use brackets. 
Brackets: When the expression that we are trying to evaluate contains brackets, then we need to 
work out the bit in the brackets first. For example:

(14 – 3) × 4 = 11 × 4 = 44

Another example: 

(3 + 2) × 6 = 5 × 6 = 30

Again, note that this is different from 3 + 2 × 6, where the answer would be:

3 + 2 × 6 = 3 + 12 = 15

A Rule: There is a rule (BEDMAS) which we can use when we are faced by complicated looking 
expressions. You may have come across it before, although it does get presented in slightly different 
forms from time to time.

The rule is often called the Order of Operations rule, and can be summarized as:

i) Evaluate –12 × 4 = –48 [(–) × (+) = (–)]

ii) Evaluate –4 × (–3) = 12 [(–) × (–) = (+)]

iii) Evaluate –2 × (–6) × (–4) = 12 × (–4) = –48 [(–) × (–) × (–) = (+) × (–) = (–)]

iv) Evaluate –12 ÷ 4 = –3 [(–) ÷ (+) = (–)]

v) Evaluate –10 ÷ (–2) = 5 [(–) ÷ (–) = (+)]

vi) Evaluate –16 × (–2) ÷ (–4) = 32 ÷ (–4) = –8 [(–) × (–) ÷ (–) = (+) ÷ (–) = (–)]

examples

Following this rule, we can now evaluate 14 – 3 × 4

Multiply first and then Subtract 14 – 12 = 2

The rule applied to more complicated expressions involving brackets becomes fairly straight forward. 
For example:

(4 + 3) × 5 – 3 × (–2 + 7 + 3) ÷ 4
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6 chapter 1 MatheMatical Background

First of all we work out the two brackets:

7 × 5 – 3 × 8 ÷ 4

Then we divide:

7 × 5 – 3 × 2

Then we do the multiplications:

35 – 6

and finally, we do the subtraction:

answer = 29

With practice, you may be able to do several steps of such a calculation at once, without having to 
write down each of the intermediate steps, but, if in doubt, write down each stage. 

Important note: non-scientific calculators and those found on mobile phones do not use 
 precedence rules when evaluating expression. They will give incorrect results for many calculations 
giving you the wrong answers.

1a.1.4 Percentages
Percentages are special forms of fractions and mean ‘some-thing out of 100’ and is abbreviated with 
the per cent symbol ‘%’. Whereas a fraction, for example ¾, comprises a numerator (the top  number) 
and a denominator (the bottom number), a percentage has a denominator of 100. For example  
40 per cent as a fraction would be 40/100.

Fractions and decimals can be easily changed into percentages.  The method is simply to multiply 
by 100.

For example, to change the fraction ¼ to a percentage:

1
 × 100 = 

100
 %

4 4
 = 25%

The same procedure is used to change decimals to percentages. For example, to change the decimal 
0.825 to a percentage:

0.825 = 0.825 × 100% – decimal point is moved two places to the right
= 82.5%

To change a percentage into a fraction or a decimal we divide by 100.
For example, to change 75 per cent into a fraction:

75% = 75 × 100

 = 75 × 1
100

 = 75
100

 = 3
4

60193_01_Ch01_p001-058.indd   6 13/10/12   1:34 PM



71A BAsic MAtheMAtics

The same procedure is used to change a percentage into a decimal.  For example, to change  
25.7 per cent to a decimal:

25.7% = 25.7 × 100 – decimal point is moved two places to the left
= 0.275

To compare one quantity as a percentage of another can often be useful, such as understanding 
sale price reductions. To do this comparison, we write the first quantity as a fraction of the second 
quantity and then convert this fraction into a percentage.  Note that it is important to ensure that 
both quantities are expressed in the same units before carrying out this operation.

For example, in a sale the cost of an article has been reduced from £3.00 to £2.25 i.e. a reduction 
of 75p. To find the percentage reduction we need to express 75p as a percentage of £3.00

First we change both quantities to the same units, so £3.00 is equivalent to 300p, then expressing 
75p as a fraction of 300p gives:

75  × 100 = 75
 %

300 3
 = 25%

Percentage change: Changes in original values, expressed as percentages, give us a standardized 
method for comparing increases and decreases.  In particular, in financial calculations we often refer 
to such changes as gains and losses.  Sometimes the percentage gain or percentage loss is more sig-
nificant than the actual value of the gain or loss.

For example, suppose two people place bets on a horse race. The first person has £1000 and places 
a bet of £50 on a horse. The second person has £100 and also places a bet of £50 on the same horse.  
The horse loses!  

For the first person: the percentage loss is:

50
 × 100 = 

50
 %

1000 10
 = 5%

For the second person, the percentage loss is:

50  × 100 = 50%
100

For the second person, the impact of a 50 per cent loss is probably far more significant than the 
impact of a 5 per cent loss incurred by the first person, even though the actual amount lost was the 
same for both people.

The use of percentage change can also be useful for international comparisons where different 
currencies exist. For example, comparing the change in the exchange rates of pound sterling with the 
Euro and the US dollar.

When calculating percentage change two important points must be remembered:

➔➔ the numerator and denominator must be in the same units
➔➔ the fraction is expressed as actual change over original value.

Thus:

Percentage increase = 
actual increase

 × 100%
original value
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8 chapter 1 MatheMatical Background

Percentage decrease = 
actual decrease

 × 100%
original value

As we will find later when dealing with index numbers (Chapter 8) the use of percentages and 
percentage change is particularly important.

1a.1.5 Use of powers
Powers (or exponentiation) are a shorthand way of writing down a multiplication when we are 
multiplying a number by itself.

If we are multiplying 5 × 5 we could write this as 52.
The system will also work if we multiply the same number more than two times.

46 = 4 × 4 × 4 × 4 × 4 × 4

If you have a mixture of operations such as:

3 + 42

You need to remember the BEDMAS rule and work out the power (or exponent) first, and then do 
the addition:

3 + 42 = 3 + 16 = 19

Combining powers: Where we have a number raised to a power and that result is multiplied by 
the same number raised to some power, then you can simplify the expression by adding the powers 
together. For example:

34 × 32 = 34+2 = 36 = 729

The same basic idea works when the two results are to be divided rather than multiplied, but in this 
case you need to subtract the powers. For example:

34 ÷ 32 = 34–2 = 32 = 9

We also need to note the following result:

34 ÷ 33 = 34–3 = 31 = 3

and this can be generalized to say that any number raised to the power 1 is the number itself. Another 
important result is shown below:

34 ÷ 34 = 34–4 = 30 = 1

which means that a number raised to the power zero is equal to 1. This is true for all numbers. If we 
take these ideas a little further, we can find another useful result:

43 ÷ 45 = 43–5 = 4–2

but the question remains ‘What on earth does this mean?’ The meaning of positive powers is fairly 
obvious if you have read the paragraphs above, but now we need to interpret negative powers.
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A negative power means that we divide 1 by the expression (this is known as the reciprocal), so 
the result of the previous answer is:

4 1
4

1
16

2
2

− = =

(Note: 53 + 52 cannot be simplified by expressing it as 5 to a single power i.e. 53 + 52 ≠ 55)

Square roots: The square root of a number is a number that, when multiplied by itself, gives the 
required answer.

For example, the square root of 4 is 2, because 2 × 2 = 4.
For small numbers, you can often do such calculations in your head, when the result will turn 

out to be a whole number. For any other situation you are likely to use the button on your calculator 
which is marked: √ 

There is an alternative way of writing down a square root by using a power. A square root is 
equivalent to the power of one half (½).

We can see that this must be the case since:

× = = =+2 2 2 2 21/2 1/2 1/2 1/2 1

By a similar logic, the cube root (i.e. a number which when multiplied by itself three times gives the 
result) of some number, must be equivalent to a power of ⅓.

1a.2 Basic algebra
We all do some basic algebra almost every day, it’s just that we don’t always classify it as 

such! If you see six apples for 60 pence, then you know that they cost 10 pence each; you have effec-
tively just used algebra, it’s just that you didn’t write it down in any formal sense. If you had written 
the problem down, you might have said:

Let a stand for cost of an apple, then: 6a = 60

Divide both sides by 6, and you get: a = 10

therefore the cost of one apple is ten pence.
Algebra is often seen as a way of simplifying a problem by using a letter (in this case the letter a) 

to represent something. Applying some basic rules, then allows us to rearrange an expression or 
equation to obtain a different view of the relationship. We did this in the example above, by going 
from a position where we knew the price of six apples, to a position where we know the cost of a 
single apple.

This example illustrates the first basic rule that we need:

Whatever you do to one side of an equation, you must do to the other side.

This rule applies no matter what it is we need to do, for example:

If 0.5x = 7
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then multiply both sides by 2, and you get:

x = 14

Similarly:

If 4s2 – 30 = 6

then, if we add 30 to both sides, we get:

4s2 = 36

divide both sides by 4, to get:

s2 = 9

and finally, take the square root of both sides, to get:

s = ±3 (the answer is +3 or –3)

As a final example, when we have brackets in the equation, we need to remember the BEDMAS 
rule from Section 1A.1.3, and work out the brackets first. For example:

If 2a(4a – 7) – 8a2 + 70 = 0

working out the bracket by multiplying (4a – 7) by 2a gives:

8a2 – 14a – 8a2 + 70 = 0

simplifying gives:

–14a + 70 = 0

adding 14a to both sides gives:

+14a – 14a + 70 = 14a
or 70 = 14a

and dividing by 14, gives:

5 = a

so we have the answer that a is equal to 5.
As you can see, there is no real limit to the number of times you can manipulate the relationship, 

as long as you do the same thing to both sides.
In many cases, when you are asked to rearrange an equation, you will end up with a numerical 

value for the letter, but sometimes, all you need to find out is the value of one of the letters expressed 
as a function of the other one. This is the way in which people have developed formulae, some of 
which you are going to use during this course.

If we start off with an expression like this:

4x – 12y = 60
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and we want to express x as a function of y, the first step is to get just the bit with x in it on one side, 
and all of the rest on the other side. We can do this by adding 12y to both sides:

4x – 12y + 12y = 60 + 12y

this now simplifies to:

4x = 60 + 12y

and, if we divide by 4, we get:

x = 15 + 3y

This answer does not give us a specific numerical value for x, but it does tell us how x is related to y. It 
also allows us to find the specific value for x, if we are given a specific value for y; for example if we are 
told that y = 2, then we can substitute this specific value into the relationship which we have found:

x = 15 + 3(2)
therefore x = 15 + 6 = 21

What we have just done is the basis for using various formulae that you might need when you try 
to apply numeracy to various situations. It is also the way in which we can use algebra to represent 
relationships, and these can also be used to show the same situations graphically.

The use of algebra provides one powerful way of dealing with a range of business problems. 
As we shall see, a single answer is rarely the result of one correct method, or likely to provide a 
complete solution to a business-related problem. Consider breakeven analysis as an example. 
Problems are often specified in such a way that a single value of output can be found where the 
total cost of production is equal to total revenue, i.e. no profit is being made. This single figure 
may well be useful. A manager could be told, for example, that the division will need to breakeven 
within the next six months. This single figure will not, however, tell the manager the level of output 
necessary to achieve an acceptable level of profits by the end of the year. Even where a single figure 
is sufficient, it will still be the result of a number of simplifying assumptions. If, for example, we 
relax the assumption that price remains the same regardless of output the business problem will 
become more complex.

Suppose a company is making a single product and selling it for £390. Whether the company is 
successful or not will depend on both the control of production costs and the ability to sell. If we 
recognize only two types of cost, fixed cost and variable cost, we are already making a simplifying 
assumption. Suppose also that fixed costs, those that do not vary directly with the level of output (e.g. 
rent, lighting, administration), equal £6500 and variable costs, those costs that do vary directly with 
the level of output (e.g. direct labour, materials), equal £340 per unit.

The cost and revenue position of this company could be described or modelled using a spread-
sheet format. Output levels could be shown in the first column (A) of the spreadsheet. The corre-
sponding levels of revenue and costs could then be calculated in further columns (assuming that all 
output is sold). Finally a profit or loss figure could be determined as shown in Table 1.1.

Algebra provides an ideal method to describe the steps taken to construct this spreadsheet. If we 
use x to represent output and p to represent price then revenue r is equal to px. Finally, total cost c is 
made up of two components: a fixed cost, say a, and a variable cost which is the product of variable 
cost per unit, say b, and the level of output. Then:

r = px and c = a + bx
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Profit, usually written as p (it would be confusing to use p for price and profit), is the difference 
between revenue and total cost:

p  = r – c

p  = px – (a + bx)

It should be noted here that the brackets signify that all the enclosed terms should be taken together. 
The minus sign before the bracket is an instruction to subtract each of the terms included within the 
bracket. The expression for profit can be simplified by collecting the x terms together:

p  = px – bx – a

As x is now common to the first two terms we can take x outside new brackets to obtain:

p  = (p – b)x – a

or using the numbers from the example above:

p  = (390 – 340)x – 6500

p  = 50x – 6500

These few steps of algebra have two important consequences in this example. First, we can see that 
profit has a fairly simple relationship to output, x. If we would like to know the profit corresponding 
to an output level of 200 units, we merely let x = 200 to find that profit is equal to 50 × 200 – 6500 or 
£3500. Second, algebra allows us to develop new ideas or concepts. The difference shown between 
price and variable cost per unit (p – b), or £50 in this example, is known as contribution to profit. 
Each unit sold represents a gain of £50 for the company; whether a loss or a profit is being made 
depends on whether the fixed costs have been covered or not.

Consider now the breakeven position. If profit is equal to 0, then:

0 = 50x – 6500

To obtain an expression with x on one side and numbers on the other, we can subtract 50x from  
both sides:

–50x = –6500

table 1.1 Format of spreadsheet to determine breakeven point for single-product company

A 
Output

B 
Revenue1

C 
Fixed cost

D 
Variable cost2

E 
Total cost

F 
Profit/loss

1 100 39 000 6500 34 000 40 500 –1500
2 110 42 900 6500 37 400 43 900 –1000
3 120 46 800 6500 40 800 47 300 –500
4 130 50 700 6500 44 200 50 700    0
5 140 54 600 6500 47 600 54 100  500
6 150 58 500 6500 51 000 57 500 1000

1. Assumes sale price per unit = £390
2. Assumes product cost per unit = £340
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To determine the value of x, divide both sides by -50:

x = –6500/–50 = 130

You need to remember here that if you divide a minus by a minus the answer is a plus.
The purpose of the above example is not to show the detail of breakeven analysis but rather the 

power of algebra. If we consider the above division, the following interpretation is possible: the 
breakeven level is the number of £50 gains needed to cover the fixed cost of £6500. You are likely to 
meet the concept of contribution to profit in studies of both accountancy and marketing.

In reality, few companies deal with a single product. Suppose a company produces two products, 
x and y, selling for £390 and £365 and with variable cost per unit of £340 and £305 respectively. Fixed 
costs are £13 700. A spreadsheet model could be developed as shown in Table 1.2 (again assuming 
all output is sold).

table 1.2 Format of spreadsheet to determine breakeven points for a two-product company

A 
Output x

B
Output y

C
Revenue

D 
Fixed cost

E 
Variable cost

F 
Total cost

G 
Profit/loss

120 110 86 950 13 700 74 350 88 050 –1100
130 110 90 850 13 700 77 750 91 450 –600
140 110 94 750 13 700 81 150 94 850 –100
142 110 95 530 13 700 81 830 95 530 0
120 120 90 600 13 700 77 400 91 100 –500
130 120 94 500 13 700 80 800 94 500 0
140 120 98 400 13 700 84 200 97 900 500

The spreadsheet reveals that a two-product company can breakeven in more than one way. The 
notation used so far can be extended to cover companies producing two or more products. Using x 
and y subscripts on price and variable costs, for a two-product company we could write:

Revenue and Total Costs:

R = px x + py y;  C = a + bx x + by y

Profit is the difference between revenue and total costs:

p = R – C

p = (px x + py y) – (a + bx x + by y)

p = (px  – bx )x + (py  – by )y – a

It can be seen in this case that profit is made up of the contribution to profit from two products 
less fixed cost. Substituting the numbers from the example we have:

p = (390 – 340)x + (365 – 305)y – 13 700

p = 50x + 60y – 13 700

You may recall that one equation with one variable or indeed two independent equations with two 
variables can be uniquely solved. As we have shown, one equation with two variables does not have 
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a unique solution but rather a range of possible solutions. In a business context, a range of solutions 
may be preferable as these offer management a choice.

1a.3 Logarithms 
As you will see in some later chapters, we sometimes use logarithms in statistics.  Logarithms 

are the opposites or the inverse to exponentials, just as division is the inverse to multiplication. For 
example:

y = bx  is equivalent to  logb(y) = x

where b is the ‘base of the logarithm’ just as b is the base of the exponential in y = bx 

For example:

64 = 82,  so log8 (64) = 2

Another way of looking at a logarithm is to ask the question:

What value (x) must I raise the base (b) to, to get the answer y?

➔➔ Convert Log6(216) = 3 to the equivalent exponential expression
b = 6; x = 3 and y = 216
So, y = bx i.e. 216 = 63

➔➔ Simplify Log4(64)
Let x be the unknown value, so Log8(64) = x
In exponential form, this becomes 64 = 8x

So, x = 2

➔➔ Simplify Log6(6)
Let x be the unknown value, so Log6(6) = x
In exponential form, this becomes 6 = 6x

So, x = 1
This example provides us with a generalization: 

for any base ‘b’  Logb(b) = 1

➔➔ Simplify Log10(1)
Let x be the unknown value, so Log10(1) = x
In exponential form, this becomes 1 = 10x

So, x = 0
This example provides us with a generalization:

for any base ‘b’  Logb(1) = 0

examples

A logarithm can have any positive base but the two bases that are commonly used, especially in 
statistics are:
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➔➔ base 10 or common logs, and usually written as log(x) or log(y) with the base ‘10’ assumed
➔➔ base e or natural logs where e is the natural exponential constant (approximately  2 .71828). 

This is usually written as lg(x) or lg(y) with the base ‘e’ assumed

Because these two types of logarithms are the most commonly used they can be found on most 
calculators.

In Section 1A.1.5 above we saw that we can simplify exponential expressions such as 102 × 107 
to give 109 or 106 ÷ 102 to give 104, because we can add or subtract exponentials with the same base. 
There are similar rules for logarithms:

➔➔ Logb(m × n) = Logb(m) + Logb(n)
➔➔ Logb(m ÷ n) = Logb(m) – Logb(n)
➔➔ Logb(mn) = nLogb(m)

Like exponentials these rules only work for logarithms with the same base. For example Logd(m) + 
Logb(n) cannot be simplified.

➔➔ Simplify Log(10x) , assuming base 10
Log(10) + Log(x) = 1 + Log(x)

➔➔ Simplify Lg(12x/4y), assuming base ‘e’
Lg(12x) – Lg(4y) = Lg(12) + Lg(x) – Lg(4) – Lg(y)

= 2.4849 – 1.3863 + Lg(x) – Lg(y) = 1.0984 + Lg(x) – Lg(y)

examples

1a.4 Arithmetic and geometric progressions
In much of our work we are not just looking at a single number but rather a range of num-

bers. In developing a solution to a business problem, perhaps using a spreadsheet model, we are 
likely to generate a list of figures rather than a single figure. A sequence of numbers is just an 
ordered list, for example:

18, 23, 28, 33, 38, 43

and

9, 36, 144, 576, 2304, 9216

If the sequence can be produced using a particular rule or law, it is referred to as a series or a pro-
gression. It is particularly useful if we can recognize a pattern in a list. In the first example, five is 
being added each time and in the second example, the previous term is being multiplied by four. As 
we shall see, the first sequence is an arithmetic progression and the second sequence is a geometric 
progression.
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1a.4.1 Arithmetic progression
A sequence is said to be an arithmetic progression if the difference between the terms remains the 
same, e.g. five. This difference is called the common difference and is usually denoted by d. If a is the 
first term, then the successive terms of an arithmetic progression are given by:

a, a + d, a + 2d, a + 3d,

The nth term is given by:

t = a + (n – 1)d

The sum of an arithmetic progression with n terms is given by:

Sn = 
n

 [2a + (n – 1)d]
2

A proof of this formula is given on the online platform for the interested reader.

Given the sequence

18, 23, 28, 33, 38, 43

find the value of the 12th term.
Solution: Since a = 18 and d = 5

t12 = 18 + 11 × 5 = 73

example

Given the same sequence

18, 23, 28, 33, 38, 43

what is the sum of this sequence:
(i) with the six terms shown; and
(ii) continued to 12 terms?

Solution: By substitution:

(i) S6 = 
6

 (2 × 18 + (5)5) = 3(36 + 25) = 183
2

(ii) S12 = 
12

 (2 × 18 + (11)5) = 6(36 + 55) = 546
2

example
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As an alternative, we could, of course, develop a spreadsheet solution to this problem as shown 
in Table 1.3.

You have been offered a new contract. The starting salary is £12 000 per annum and there is an 
incremental increase of £800 at the end of each year. What will your salary be at the end of year 
six and what will your total earnings be over this period?

Answer: We substitute values as necessary:

t6 = 12 000 + 5 × 800 = £16 000

S6 = 
6

 (2 × 12 000 + 5 × 800) = £84 000
2

eXercise

table 1.3 Format of spreadsheet to show incremental salary increases

A 
Year

B
Salary

1 12 000
2 12 800
3 13 600
4 14 400
5 15 200
6 16 000

Total 84 000

1a.4.2 Geometric progression
A sequence is said to be a geometric progression if the ratio between the terms remains the same, 
e.g. four. This constant ratio, r, is called the common ratio. The successive terms of a geometric pro-
gression are given by:

a, ar, ar 2, ar 3, ar 4,

The nth term is given by:

tn = arn –1

It should be noted at this point that geometric progressions have a tendency to grow very quickly 
when the value of r is greater than 1. This observation has major implications if human populations 
or the debtors of a company can be represented using such a progression.

The sum of a geometric progression with n terms is given by:

Sn = 
a(rn – 1)

r – 1

A proof of this formula is given on the online platform for the interested reader.
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Given the sequence:
9, 36, 144, 576, 2304, 9216. 

(The common ratio, r =
36

 = 
144

 = . . . = 
9216

 = 4
9 36 2304

find the value of the 12th term.
Solution: Since a = 9 and r = 4,

t12 = 9 × (4)11 = 9 × 4 194 304 = 37 748 736

example

Given the same sequence:

9, 36, 144, 576, 2304, 9216

what is the sum of this sequence: (i) with the six terms shown; and (ii) continued to 12 terms? 
Solution: By substitution,

S6 = 9(46 – 1)/(4 – 1) = 9 × 4095/3 = 12 285

S12 = 9(412 – 1)/(4 – 1) = 9 × 16 777 215/3 = 50 331 645

example

You have just been offered a different contract. The starting salary is still £12 000 per annum 
but the increase will be 6 per cent of the previous year’s salary rather than a fixed rate. What 
will your salary be at the end of year six and what will your total earnings be over this period?

Answer: By the substitution of values, using r = 1.06 (to give a 6 per cent increase per 
annum)

t6 = 12 000(1.06)6 = 16 058.71 and

S6 = 12 000 (1.066 – 1)/(1.06 – 1) = 83 703.82

eXercise

We could again develop a spreadsheet solution as shown in Table 1.4.
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1a.5 Functions
Being able to draw graphs can be very useful in trying to see what is happening in a par-

ticular situation. In this section we will remind you about some of the basic techniques for drawing 
graphs, and show how you can take an algebraic expression and create a picture of it. You will find 
that if you have access to a computer spreadsheet package that it will be able to draw the pictures for 
you, but remember that we need to understand the basics to avoid making silly mistakes.

The Axes: To draw a graph, we need a pair of axes; these are two lines drawn at right-angles to each 
other, and usually with a scale attached to them. An example is shown in Figure 1.5:

Graph Axes
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–1

1

2

3

4

5

0 1 2 3 4 5
x

y

0
–5 –4 –3 –2 –1

figure 1.5

Graph axes

table 1.4 Format of spreadsheet to show percentage salary increases

A 
Year

B
Salary

1 12 000.00
2 12 720.00
3 13 483.20
4 14 292.19
5 15 149.72
6 16 058.71

Total 83 703.82

You also need to label the axes; the convention is to label the horizontal axis as x and the vertical axis 
as y. Once we have these axes, we can identify any point by quoting the horizontal position (x-value) and 
the vertical position (y-value), always in that order. So if we want to show the point x = 3 and y = 5, we 
can go along the x-axis to the point marked 3, and then up until we are level with y = 5. It is a conven-
tion that such a point is referred to as the coordinates (3,5) and it is shown in Figure 1.6 as the Point A.

AGraph Axes
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figure 1.6

Graph axes and 
point (3,5)
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1a.5.1 Constant functions
Here, no matter what value x takes, the value of y remains the same. The line representing y = k passes 
through the y-axis at a value k and remains constant going off, at least in theory, to infinity in both 
directions. 

If the values of x for which the constant function y = k are limited to a particular group (known 
as the domain of the function) then we may use the following symbols:

<x means less than x;
>x means greater than x;
≤x means less than or equal to x; and
≥x means greater than or equal to x

Now if the constant function only applies between x = 0 and x = 10, is written as:

y = k for 0 ≤ x ≤ 10
= 0 elsewhere

We could use this idea of the domain of a function to represent graphically a book price with dis-
counts for quantity purchase, as in Figure 1.7.

100

£5

£10

£15

200 300 400 500 600 700 80050 150 250 350 450 550 650 750
Quantity purchased

Price/bookfigure 1.7

Linear function 
and domains

1a.5.2 Linear functions
A linear function is one that will give a straight line when we draw the graph. 

This function occurs frequently when we try to apply quantitative techniques to business-related 
problems, and even where it does not apply exactly, it may well form a close enough approximation 
for the use to which we are putting it.

If the value of y is always equal to the value of x then we shall obtain a graph as shown in   
Figure 1.8(a). This line will pass through the origin (coordinates (0,0)) and will be at an angle of 45° 
to the x-axis, provided that both axes use the same scale. We may change the angle or slope of the 
line by multiplying the value of x by some constant, called a coefficient. Two examples are given in 
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Figure 1.8(b). These functions still go through the origin; to make a function go through some other 
point on the y-axis, we add or subtract a constant. The point where the function crosses the y-axis is 
called the intercept. Two examples are given in Figure 1.9.

–5

10

2y = 10 + 1 x

y = x – 5

x

yfigure 1.9

The general format of a linear function is y = a + bx, where a and b are constants and represent, 
respectively, the intercept value on the y-axis when x = 0 and the gradient (or slope) of the line. To 
draw the graph of a linear function we need to know at least two points which satisfy the function. 
If we take the function:

y = 100 – 2x

then we know that the intercept on the y-axis is 100. If we substitute some other, convenient, value for 
x, we can find another point through which the graph of the function passes. Taking x = 10, we have:

y = 100 – 2 × 10 = 100 – 20 = 80

so the two points have the coordinates (0,100) and (10,80). Marking these points on a pair of axes, we 
may join them up with a ruler to obtain a graph of the function (see Figure 1.10).

Fixed costs, such as £6500 and £13 700 in our breakeven examples, do not change with output 
level and would be represented by a horizontal straight line.

We may use two linear functions to illustrate the market situation in economics, allowing one 
to represent the various quantities demanded over a range of prices, and the other to represent 
supply conditions. Where these two functions cross is known as the equilibrium point (point E in 

figure 1.8

45°

(a)

y =  x

y

x

y = 2x

y

x

y =   x
2
1

(b)
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Figure 1.11), since at this price level the quantity demanded by the consumers is exactly equal to the 
amount that the suppliers are willing to produce, and thus the market is cleared. Note that we follow 
the tradition of the economics texts and place quantity on the x-axis and price on the y-axis.

100

80

60

40

20

0

5 10 15

x

y

y = 100 – 2x 

figure 1.10

Given the following revenue and total cost functions, show graphically where they cross, and 
thus where breakeven occurs. Develop the spreadsheet model of these functions to confirm 
your answer.

r = 390x
c = 6500 + 340x

where x is equal to production and sales.

eXercise

100

80

60PE

Pr
ic

e

40

20

0

5 10 15

Quantity

QE

E

D

S
figure 1.11

Figure 1.11 illustrates a situation in which the demand function is:

P = 100 – 4Q

and the supply function is:

P = 6Q
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Since we know that the price (PE) will be the same on both functions at the equilibrium point we 
can manipulate the functions to find the numerical values of PE and QE:

(Demand) P = P (Supply)

 100 – 4Q = 6Q

 100 = 10Q

 10 = Q

If Q = 10, then:

 P = 100 – 4Q = 100 – 40 = 60

thus P = 60 and Q = 10.

This system could also be used to solve pairs of linear functions which are both true at some point; 
these are known as simultaneous equations (a more general version of the demand and supply 
relationship above). Taking each equation in turn we may construct a graph of that function; where 
the two lines cross is the solution to the pair of simultaneous equations, i.e. the values of x and y for 
which they are both true. If then reading from the graph in Figure 1.12, we find that x = 4 and y = 7 
is the point of intersection of the two linear functions.

5x + 2y = 34 and x + 3y = 25

5

2

4

6

8

10

12

14

16

5x + 2y = 34

x + 3y = 25

18

20

y

10 15 20 25

x

figure 1.12

This system will work well with simple equations, but even then is somewhat time-consuming: 
there is a simpler method for solving simultaneous equations, which does not involve the use of 
graphs. This involves finding an expression that eliminates one of the variables and allows us to 
find the value of the remaining variable.  Having found that value, we then substitute it into one of 
the original equations (evaluate the equation) to find the value of the other (previously eliminated) 
variable.

Looking at two examples will illustrate this point.
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There is yet another way of solving simultaneous equations using matrices which we give on the 
online platform. 

Returning now to graphs of linear functions, we may use the method developed above to find the 
equation of a linear function that passes through two particular points.

1
5x + 2y = 34

x + 3y = 25

If we multiply each item in the second equation by 5 we have:

5x + 15y = 125

and since both equations are true at the same time we may subtract one equation from the other 
(here, the first from the new second):

5x + 15y = 125

5x + 2y = 34

13y = 91

Therefore, y = 7

Having found the value of y, we can now substitute this into either of the original equations to find 
the value of x :

5x + 2(7) = 34

5x + 14 = 34

5x = 20

x = 4

2
6x + 5y = 27

7x – 4y = 2

Multiply the first equation by 4 and the second by 5

24x + 20y = 108

35x – 20y = 10

Add together 59x = 118

Therefore, x = 2

substitute 6 × 2 + 5y = 27

12 + 5y = 27

5y = 15
y = 3

and thus the solution is x = 2, y = 3

examples
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1  If a linear function goes through the points x = 2, y = 5 and x = 3, y = 7 we may substitute these 
values into the general formula for a linear function, y = a + bx, to form a pair of simultaneous 
equations:

for (2,5) 5 = a + 2b

for (3,7) 7 = a + 3b

Subtracting the first equation from the second gives:

2 = b

and substituting back into the first equation gives:

5 = a + 2 × 2

5 = a + 4

Therefore, a = 1

Now substituting the values of a and b back into the general formula, gives:

y = 1 + 2x

2 A linear function goes through (5,40) and (25,20), thus:

40 = a + 5b

20 = a + 25b

Subtracting the second equation from the first gives:
20 = –20b

Therefore b = –1

40 = a – 5

Therefore a = 45 and thus y = 45 – x

An alternative method for finding the equation is to label the points as (x1,y1) and (x2,y2) and then 
substitute into:

(y1 – y)
 = 

(x1 – x)

(y2 – y1) (x2 – x1)

Taking the last example, we have:

(40 – y)
 = 

(5 – x)

(20 – 40) (25 – 5)

(40 – y)
 = 

(5 – x)

5 20

Multiplying both sides by 20 gives:

–(40 – y) = (5 – x)
–40 + y = (5 – x)

45 – x = y

examples
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1a.5.3 Quadratic functions
A quadratic function, otherwise known as a 2nd degree polynomial, has the general equation

y = ax2 + bx + c

and once the values of a, b and c are given we have a specific function. This function will produce a 
curve with one bend, or change of direction. (It is usually said to have one turning point.) If the value 
assigned to the coefficient of x2, a, is negative, then the shape in Figure 1.13(a) will be produced, 
while if a is positive, the shape in Figure 1.13(b) will result.

0

y

x
0

y

x

figure 1.13

(A) (B)

We can’t use straight lines and a ruler to join up the points, and we need to work out a lot more 
points before we can draw the graph. We can do this by hand for fairly easy functions, or, if you have 
access to one, you could do it on a spreadsheet.

Taking a function with an x2 in it (known as a quadratic function), we will try to evaluate it at vari-
ous points and then draw its graph.

Starting with y = x2 – 8x + 12 we can draw up a table to work out the values of each part of the 
function, and then add the various bits together.

Taking values of x from 0 to 10, we can work out the value of x2 as follows:

x 0 1 2 3  4  5  6  7  8  9  10

x2 0 1 4 9 16 25 36 49 64 81 100

In a similar way, we can work out –8x for the same range of x values:

  x 0  1   2   3   4   5   6   7   8   9  10

–8x 0 –8 –16 –24 –32 –40 –48 –56 –64 –72 –80

and, of course, we know that the last bit of the function is always equal to +12. If we now put all of 
these bits together, we can find the value of y: 

x 0 1 2 3 4 5 6 7 8 9 10

x2 0 1 4 9 16 25 36 49 64 81 100

8x 0 8 16 24 32 40 48 56 64 72 80

+12 +12 +12 +12 +12 +12 +12 +12 +12 +12 +12 +12

y +12 +5 0 3 4 3 0 +5 +12 +21 +32
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and we can now graph these values, but remember that you need to join up the points by using a 
smooth curve and not a series of straight lines. This is shown in Figure 1.14. 
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figure 1.14

Graph of y = x 2 – 8x + 12

Construct a table and graph of the function y = 2x2 – x – 1.eXercise

Roots: The roots of an equation are the points where the graph of the function crosses the x-axis, i.e. 
where y = 0. You can just read them from the graph. Looking at Figure 1.14, you can see that y = 0  
when x = 2 and when x = 6, so we can say that the roots of the function y = x2 - 8x + 12 are equal 
to 2 and 6. In other cases the graph may not touch the x-axis at all, which means that there are no 
real roots (illustrated in Figure 1.13(b)).

There are alternative ways of finding the roots of an equation, and we will briefly look at two of them.

Roots by Factorizing: To do this, the first step is to put y = 0, so for our example above, we have:

x2 – 8x + 12 = 0

We want to split the function up into two brackets multiplied together, so that:

(x + a)(x + b) = x2 – 8x + 12

The question is ‘How do we find the values of a and b?’ First of all, let’s multiply out the brackets. To do 
this we multiply each bit of the second bracket by the x in the first bracket and then add on the second bit 
of the first bracket multiplied by each bit of the second bracket – sounds complicated, but is quite easy!

Doing it in stages, we have:
multiply each bit of the second bracket by the x in the first bracket gives:

x2 + bx

the second bit of the first bracket multiplied by each bit of the second bracket gives:

ax + ab
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and putting them together gives:

x2 + bx + ax + ab = x2 – 8x + 12

x2 + (a + b)x + ab = x2 – 8x + 12

Looking at the result we have obtained, we can see that ab must be equal to 12 and that (a + b) must 
be equal to –8. So we need to find two numbers which when we multiply them together give an 
answer of 12 and when we add them together, give an answer of –8. If you think for a moment, you 
should get these two numbers to be –2 and –6. So we can rewrite the function as:

x2 – 8x + 12 = (x – 2)(x – 6) = 0

Now, for the answer to be equal to 0, either the first bracket is equal to 0:

(x – 2) = 0

and x = 2

or the second bracket is equal to 0:

(x – 6) = 0

and x = 6

So the roots of the quadratic function are x = 2 and x = 6

If x2 – 5x + 4 = 0

Then (x – 4)(x – 1) = 0

and roots are 1 and 4.

example

Roots by Formula: The alternative to using the factorizing method is to use a formula, and many 
people prefer this because it gives the answer without having to puzzle out the values that fit into the 
brackets.

The formula works with a standard equation:

ax2 + bx + c = 0

and the roots are found by using:

Roots = –b ± ∙b2 – 4ac
2a

A proof of this formula is given on the online platform. 
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x 2 – 5x  + 4 = 0
then a = 1, b = –5, c = +4 so the roots are at:

x = − − ± − −

= ± −

= ±

= +

( ) ( ) ( )( )
( )

[ ]

5 5 4 1 4
21

5 25 16
2

5 9
2

5 3
2

2

oor

or

or

5 3
2

8
2

2
2

4 1

−

=

=

example

Find the roots of:

2x 2 – 4x  – 10 = 0

Answer: a = 2, b = –4, c = –10 so the roots are at:

x = ± +

= ±

= ±

= −

=

4 16 80
4

4 96
4

4 9 8
4

13 8
4

5 8
4

3 45

.

. .

.

or

or −−1 45.

eXercise

If profit = –x 2 + 8x + 1 where x represents output, then if the specified profit level is 8, we have:

− + + =
− + − =

− − =
=

x x

x x
x x

x

2

2

8 1 8

8 7 0
7 1 0

7 1
( )( )

or

This is illustrated in Figure 1.15.

example
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This method will always give the roots, but beware of negative values for the expression under the 
square root sign (b2 - 4ac). If this is negative then the function is said to have imaginary roots, since 
in normal circumstances we cannot take the square root of a negative number. At this level, these 
imaginary roots need not concern us.

Quadratic functions are often used to represent cost equations, such as marginal cost or average 
cost, and sometimes profit functions. When profit is represented by a quadratic function, then we 
can use the idea of roots either to find the range of output for which any profit is made, or we can 
specify a profit level and find the range of output for which at least this profit is made.

We have seen how two pairs of points are required to determine the equation of a straight line. To 
find a quadratic function, three pairs of points are required. One method of doing this is shown below.

0
1

8

Pr
o

fi
t

7

Output

figure 1.15

If a quadratic function goes through the points:

x = 1, y = 7
x = 4, y = 4
x = 5, y = 7

then we may take the general equation y = ax2 + bx + c and substitute:

(1,7) 7 = a(1)2 + b(1) + c = a + b + c
(4,4) 4 = a(4)2 + b(4) + c = 16a + 4b + c
(5,7) 7 = a(5)2 + b(5) + c = 25a + 5b + c

Rearranging the first equation gives:

c = 7 – a – b

and substituting for c into the second equation gives:

4 = 16a + 4b + (7 – a – b)
4 = 15a + 3b + 7

–3 = 15a + 3b

Substituting again for c but into the third equation gives:

7 = 25a + 5b + (7 – a – b)
7 = 24a + 4b + 7
0 = 24a + 4b

We now have two simultaneous equations in two unknowns (a and b).

example
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Multiplying the first of these by 4 and the second by 3 to create equal coefficients of b, gives:

–12 = 60a + 12b 
 0 = 72a + 12b

which, if one is subtracted from the other, gives:

12 = 12a

Therefore, a = 1.
From the equation 0 = 24a + 4b, we have:

0 = 24 + 4b

Therefore,

b = –6

and from the equation c = 7 – a – b

c = 7 – a – b = 7 – 1 + 6 = 12

and thus the quadratic function is:

y = x2 – 6x + 12

1a.5.4 Cubic and other polynomial functions
A cubic function, or 3rd degree polynomial, has the general equation:

y = ax3 + bx2 + cx + d

and will have two turning points when b2 > 4ac. These functions are often used to represent total 
cost functions in economics (Figures 1.16(a) and 1.16(b)). We could go on extending the range of 
functions by adding a term in x4, and then one in x5 and so on. The general name for functions of 
this type is polynomials. For most business and economic purposes we do not need to go beyond 
cubic functions, but for some areas, the idea that a sufficiently complex polynomial will model any 
situation will appear.

1a.5.5 Exponential functions
Within mathematics, those values that arise in a wide variety of situations and a broad spec-
trum of applications (and often run to a vast number of decimal places) tend to be given a 
special letter. One example most people will have met is p (pi). Exponential functions make 
use of another such number, e (Euler’s constant) which is a little over 2.718. Raising this 
number to a power gives the graph in Figure 1.17(a), or, if the power is negative, the result is 
as Figure 1.17(b).

The former often appears in growth situations, and will be of use in considering money and 
 interest. The latter may be incorporated into models of failure rates, market sizes and many  probability 
 situations (see Chapter 10 and the Poisson distribution).
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32 chapter 1 MatheMatical Background

1a.6 Conclusions to Part A
This part of Chapter 1 has been written to remind you of some things you will have done 

before, but may need on your course. Some of these methods might be a fairly faint memory, so 
read through this part of the chapter several times and make sure you can do the questions – it will 
pay dividends in several parts of your degree or course. Mathematical relationships have proved 
useful in describing, analyzing and solving business-type problems. They have been particularly 
used in the development of economic theory, where their exactness and certainty have sometimes 
led to extra insights into relationships. Even if reality is not as exact as a mathematical relationship 
implies, the shapes of graphs and functions provide a clear way of thinking about certain problems. 
We will now move on to Part B and apply some of these basics of mathematics to the world of 
finance and money.

x

Fixed cost

(a) (b)

Total
cost

y

x

y

0

figure 1.16

1
0

y

y = ex

x
(a) (b)

0

1

y

y = e–x

figure 1.17

60193_01_Ch01_p001-058.indd   32 13/10/12   1:34 PM



Objectives

33

 After working through this part of Chapter 1, you should be 
able to:

➔➔ calculate simple and compound interest

➔➔ understand and apply the concept of depreciation

➔➔ understand and apply the concept of present value

➔➔ understand and apply the ‘internal rate of return’

➔➔ apply the ‘incremental payments’ formula to solve problems involving 
sinking funds, annuities and mortgages

1b
Financial 
Mathematics

We all use (and like) money, and it forms the basis of transactions large and small 
in our lives. Once we have money we can use it straight away, or save it and use in 
the future. As individuals we continue to make decisions on whether to purchase 
now, perhaps with the help of a loan, or to save. You are probably familiar with the 
concept of interest rates. They could be seen as the ‘price of money’ since they show 

how much it ‘earns’ if saved or how much you have to pay to borrow to finance purchases. Inter-
est rates have a direct impact on your everyday life. Organizations do exactly the same things and 
need to decide how to reward stakeholders now and in the future, whether to invest or whether 
to hold cash surpluses in other forms. In fact, we will see that interest rates are used by business 
for many other purposes too, but may also be totally ignored where rational decision-making is 
abandoned.

1b.1 Interest: simple and compound
An interest rate, usually quoted as a percentage, gives the gain we can expect from each £1 

saved. If, for example, we were offered 10 per cent per annum we would expect a gain of ten pence 
for each £1 saved. The interest received each year will depend on whether the interest is calculated 
on the basis of simple interest or compound interest.
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1b.1.1 Simple interest
If money is invested in a saving scheme where the interest earned each year is paid out and not 
reinvested, then the saving scheme offers simple interest. The simple interest, I, offered at the end of 
each year is:

It = A0 × r
100

where A0 is the initial sum invested and r is the rate of interest as a percentage.
As simple interest remains the same over the life of the investment, the interest gained over t years 

is given by I × It and the value of the investment (including the initial sum A0) by A0 + It.

What interest could be expected from an investment of £250 for one year at 10 per cent per annum 
simple interest?

I = £250 × 10/100 = £250 × 0.1 = £25

example

A sum of £250 is invested at a rate of 12 per cent simple interest per annum for five years. How much 
interest would this yield?

I = £250 × 0.12 × 5 = £150

example

1b.1.2 Compound interest
If the interest gained each year is added to the sum saved, we are looking at compound interest. The 
sum carried forward grows larger and larger and the interest gained each year grows larger and 
larger; the interest is compounded on the initial sum plus interest to date. Given an interest rate of 
10 per cent, after one year our £1 would be worth £1.10 and after two years our £1 would be worth 
£1.21. Most actual contracts use a form of compound interest. 

The sum at the end of the year can be calculated using the following formula:

A A r
t

t

= +




0 1

100

where A0 is the initial sum invested, At is the sum after t years and r is the rate of interest as a 
percentage.
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The example has assumed that the interest is paid at the end of the year, so that the £1 invested at 
10 per cent gains 10p each year. Some investments are of this type, but many others give or charge 
interest every six months (e.g. building societies) or more frequently (e.g. interbank loan interest is 
charged per day). The concept of compound interest can deal with these situations provided that 
we can identify how many times per year interest is paid. If, for example, 5 per cent interest is paid 
every six months, during the second six months we will be earning interest on more than the initial 
amount invested. Given an initial sum of £100, after six months we have £100 + £5 (interest) = £105 
and after one year we would have £105 + £5.25 (interest) = £110.25.

Calculation takes place as follows:

A1

2 1

100 1 0 1
2

= +






=
×

£ £110.25.

i.e. divide the annual rate of interest (10 per cent in this case) by the number of payments each year, 
and multiply the power of the bracket by the same number of periods. More generally:

A A r
mt

nt

= +
×







1

1000

where m is the number of payments per year.

What sum would be accumulated if £250 were invested at 9 per cent compound interest for a period 
of five years?

A 250 1
9

100
250 1.53862 384.665

5

− +






 = × =£ £ £

After five years we would have £384.66.

example

If you save £1000 for four years and get 10 per cent interest, how much do you earn with (a) 
simple and (b) compound interest?

Answer:  (a) 4 × £1000 × 0.1 = £400 
(b) £1000 (1.1)4 – £1000 = £464.10

eXercise

1b.1.3 The use of present value tables
The growth of an investment is determined by the interest rate and the time scale of the investment 
as we can see from the multiplicative factor:

1
100

+






r
t
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Any mathematical term of this kind can be tabulated to save repeated calculations. In this par-
ticular case, the tabulation takes the form of present value factors (see Appendix F), which can 
be used indirectly to find a compound interest factor. These factors are the reciprocal of what is 
required:

present factor value =

+






1

1
100
r

t

Hence:

1
100

1+






=r
t

present factor value

If we were interested in the growth over eight years of an investment made at 10 per cent per annum 
we could first find the present value factor of 0.4665 from tables and then use the reciprocal value of 
2.1436 to calculate a corresponding accumulated sum. It should be noted that the use of tables with 
four significant digits sometimes results in rounding errors. While such tables are very useful, we 
would often perform these calculations on a spreadsheet.

What amount would an initial sum of £150 accumulate to in eight years if it were invested at a 
compound interest rate of 10 per cent per annum? Using tables:

A 150
1

0.4665
150 2.1436 321.548 = × = × = £

example

1b.2 Depreciation
In the same way that an investment can increase by a constant percentage each year as given 

by the interest rate, the book value of an asset can decline by a constant percentage. If we use r as the 
preciation rate we can adapt the formula for compound interest to give:

= −






A A r

t

t

1
1000

where A becomes the bookvalue after t years. This is called the declining balance method of 
 depreciation. A definition from the government is given below.

60193_01_Ch01_p001-058.indd   36 13/10/12   1:34 PM



37

Use the ‘declining balance method’ of depreciation to find the value after three years of an asset 
initially worth £20 000 and whose value declines at 15 per cent per annum. By substitution we obtain:

A £20000 1
15
100

£20000(0.85) £12282.503

3
3= −







 = =

example

definition percentage change

A definition is given on the government site called Business Link: Decide whether to 
lease or buy assets

Understanding depreciation of assets
The value of your tangible or physical assets – such as vehicles, machinery and equipment – 
will fall as they are used and eventually wear out. This is depreciation and is used in your 
business accounts to write off the value of the assets you have bought over time.

Depreciation means the cost of the asset is spread, so it is written off against the profits 
of several years rather than just the year of purchase. Depreciation is not allowable for tax. 
Instead you may be able to claim the cost of some assets against taxable income as capital 
allowances. For more information, see our guide on capital allowances: the basics.

To work out depreciation you need to know:

➔➔ the date you started using the asset
➔➔ the asset’s estimated useful life
➔➔ the asset’s initial cost
➔➔ any possible value it may have at the end of its use – e.g. to be reused or 

reconditioned, or as scrap
➔➔ any costs that may be related to disposal

Source: www.businesslink.gov.uk (accessed 19 December 2011)
© Crown copyright 2012  l➔l➔l

1B FInAnCIAL MAThEMATICS

The cost of a particular asset is £20 000 and its salvage value is £8000 after five years. Determine 
annual depreciation using the linear method.

The loss of value over five years is £20 000 – £8000 = £12 000.

Annual depreciation (using the linear method) = £12 000/5 = £2400

example
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A manipulation of this formula gives the following expression for the rate of depreciation:

= −








 ×r t A

A
t1 100
0

where A0 is the original cost and At is the salvage (or scrap) value after t years (see Figure 1.18).

Cost

=b9*($d$6/100)

=b9 - b10

Scrap

figure 1.18  Declining balance method

An alternative to the percentage method of depreciation is to use linear depreciation, where a 
constant level of value is lost each year. To calculate linear depreciation each year, we divide the total 
loss of value by the number of years.
A comparison of the two methods shows the extent to which the loss of value is spread across the 
time period. If a percentage method is used, the loss of value will be mostly accounted for in the early 
years. It is important to note that there is not a unique correct annual value, but that the calculated 
value does depend on the model being used.

1b.3 Present value
The formula for compound interest can be rearranged to allow the calculation of the amount 

of money required now to achieve a specific sum at some future point in time given a rate of interest:

= ×
+








A A
rt t
1

1
100

0
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The amount required now to produce a future sum can be taken as a measure of the worth or the 
present value of the future sum. A choice between £200 now and £200 in two years’ time would be an 
easy one for most people. Most would prefer the money in their pockets now. Even if the £200 were 
intended for a holiday in two years’ time, it presents the owner with opportunities, one of which is 
to invest the sum for two years and gain £42. The choice between £200 now and £242 in two years’ 
time, however, would be rather more difficult. If the interest rate were 10 per cent, the present value 
of £242 in two years’ time would be £200. Indeed, if one were concerned only with interest rates there 
would be an indifference between the two choices.

Present value provides a method of comparing monies available at different points in time. If dif-
ferent projects or opportunities need to be compared, then looking at the total present value for each, 
provides a rigorous basis for making rational choices between them. The calculation of the present 
value of future sums of money is referred to as discounting (using discount factors).

A definition is given here.

What amount would need to be invested now to provide a sum of £242 in two years’ time given that 
the market rate of interest is 10 per cent?

By substitution we obtain:

£242
1

1
10
100

£242 0.826446 £200

0 2A = ×
+








= × =

example

1B FInAnCIAL MAThEMATICS

definition net present value (npv)

Definition from Global Investor: Net Present Value (NPV)
The present value of an investment’s future net cash flows minus the initial investment. If 
positive, the investment should be considered (unless an even better investment exists), 
otherwise it should not. It is a calculation based on the idea that £1 received in ten years 
time is not worth as much as £1 received now because the £1 received now could be 
invested for those ten years and compound into a higher value. The NPV calculation 
establishes what the value of future earnings is in today’s  money. To do the calculation 
you apply a discount percentage rate to the future earnings. The further out the earnings 
are (in years) the more reduced their present value is. NPV is at the heart of securities 
analysis. Analysts use predictions of a company’s future earnings and dividend payments, 
appropriately discounted back to current value, to establish a fundamental value for the 
shares. Simplistically, if the current share price is below that value, then the shares are, on 
the face of it, attractive. If above it, they are overvalued.

Source: Finance-Glossary.com (accessed 19 December 2011)
Reproduced by permission of Global Investor, http://www.global-investor.com/ l➔l➔l
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A business needs to choose between two investment options. It has been decided to discount future 
returns at 12 per cent. The expected revenues and initial costs are given as follows:

Estimated end of year revenue

Year option 1 option 2

1 300 350
2 350 350
3 410 350

Cost in year 0 300 250

example

You need to decide between two business opportunities. The first opportunity will pay £700 in four 
years’ time and the second opportunity will pay £850 in six years’ time. You have been advised to 
discount these future sums by using the interest rate of 8 per cent.

By substitution we are able to calculate a present value for each of the future sums.
First opportunity:

= ×
+








= × =£700
1

1
8

100

£700 0.7350 £514.500 4A

Second opportunity:

= ×
+








= × =£850
1

1
8

100

£850 0.6302 £535.670 6A

On the basis of present value (or discounting) we would choose the second opportunity as the better 
business proposition. In practice, we would need to consider a range of other factors.

example

The present value factors of 0.7350 and 0.6302 calculated in this example could have been 
obtained directly from tables (see Section 1B.1.3); as you can see from the present value factors given 
in Appendix F. We can explain the meaning of these factors in two ways. First, if we invest 73½ pence 
at 8 per cent per annum it will grow to £1 in four years and 63 pence (0.6302) will grow to £1 in six 
years. Secondly, if the rate of interest is 8 per cent per annum, £1 in four years’ time is worth 73½ 
pence now and £1 in six years’ time is worth 63 pence now. All this sounds rather cumbersome, but 
the concept of the present value of a future sum of money is fundamental to investment appraisal 
decisions made by companies. This is illustrated in the following example.
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In calculating the present value from different options we generally refer to a discount rate or the rate 
of return on capital rather than the interest rate. These rates tend to be higher than the market interest 
rate and reflect the cost of capital to a particular business. Net present value (NPV) for each option is 
the sum of the constituent present values.

The present value factors can be obtained directly from tables or calculated using (1+ 0.12)t for the 
years t = 1 to 3. In this example, the costs are immediate and therefore are not discounted.

Although the total revenue over three years is slightly higher with option 1, the value now to a 
business is higher with option 2 (see Figure 1.19). A more immediate revenue presents a business 
with more immediate opportunities. It can be seen in this example that option 2 offers the business 
an extra £50 in the first year which can itself be used for additional gain, and is especially useful in 
maintaining cash flow.

The comparison of these two options depends crucially on the ‘time value of money’, that is the 
discount rate, the estimates given for revenue and the completeness of information.

1B FInAnCIAL MAThEMATICS

figure 1.19  Present values

Construct the spreadsheet model for the above example. Use your model to evaluate the two 
options using a discount rate of (a) 8 per cent and (b) 14 per cent.

eXercise
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1b.3.1 Practical problems
This type of exercise looks straightforward in a textbook, but presents a series of problems when it is 
to be used in business. Initial costs of each project to be considered will be known, but there may be 
extra costs involved in the future which cannot even be estimated at the start, e.g. a change in tariffs 
in a country to which the company exports, or increases in fuel costs. All further cash flow informa-
tion must be estimated, since it is to come in the future, and is thus open to some doubt: if we are 
dealing with a new product these cash flows are likely to be based on market research (see Chapter 4 
on survey methods).

A further practical difficulty is to decide upon which discount rate to use in the calculations. This 
could be:

➔➔ the market rate of interest
➔➔ the rate of return gained by the company on other projects
➔➔ the average rate of return in the industry
➔➔ a target rate of return set by the board of directors, or
➔➔ one of these plus a factor to allow for the ‘riskiness’ of the project – high-risk projects being 

discounted at a higher rate of interest.

High-risk projects are likely to be discriminated against in two ways: by the discount rate 
used, which is likely to be high, and in the estimated cash flows that are often conservatively 
estimated.

All attempts to use this type of present value calculation to decide between projects make an 
implicit assumption that the project adopted will succeed.

Net present value is only an aid to management in deciding between projects, as it only consid-
ers the monetary factors, and those only as far as they are known, or can be estimated: there are many 
personal, social and political factors which may be highly relevant to the decision. If a company is 
considering moving its factory to a new site, several sites may be considered, and the net present 
value of each assessed for the next five years. However, if one site is in an area that the managing 
director (or spouse) dislikes intensely, then it is not likely to be chosen. The workforce may be unwill-
ing to move far, so a site 500 miles away could present difficulties. There may be further environmen-
tal problems, which are not costed by the company, but are a cost to the community, e.g. smoke, river 
pollution, extra traffic on country roads.

definition discounted cashflow

Definition from Global Investor: Discounted Cash Flow
A method of evaluating an investment by estimating future cash flows and taking into 
consideration the time value of money. It is a formula closely related to Net Present Value 
which springs from the idea that £1 received in ten years’ time is not worth as much as 
£1 received now because the £1 received now could be invested for those ten years and 
compound into a higher value. Discounted cash flow applies a discount rate to future cash 
flows to establish their present worth. Added to the company’s terminal value (i.e. what 
you’d get if you sold its assets), this gives you a total value for the whole asset.

Source: Finance-Glossary.com (accessed 19 December 2011)
Reproduced by permission of Global Investor, http://www.global-investor.com/ l➔l➔l
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1b.4 The internal rate of return
The method of calculating the internal rate of return is included in this chapter because 

it provides a useful alternative to the net present value method of investment appraisal. The inter-
nal rate of return (IRR), sometimes referred to as the yield, is the discount rate that produces a net 
present value of 0. This is the value for r, which makes the net present value of cost equal to the net 
present value of benefits.

definition internal rate of return (irr)

Definition from Global Investor: Internal Rate of Return (IRR)
A measure of the return on investment taking into account both the size and timing of cash 
flows; alternatively, the interest rate which, when used as the discount rate for a series of 
cash flows, gives a net present value of zero. To understand this, remember that £1 received 
in ten years time is not worth as much as £1 received now because £1 received now can be 
invested for ten years and compound into a higher amount.

Source: Finance-Glossary.com Accessed 19/12/2011
Reproduced by permission of Global Investor, http://www.global-investor.com/ l➔l➔l

Suppose £1000 is invested now and gives a return of £1360 in one year. The internal rate of return can 
be calculated as follows:

net present value of cost = net present value of benefits

=
r

£1000
£1360
(1+ )

since cost is incurred now and benefits are received in one year. So,

+ =
+ =

=
=

r
r

r
r

1000(1 ) 1360
1000 1000 1360

360/1000
0.36 or 36%

example

1B FInAnCIAL MAThEMATICS

The internal rate of return cannot be calculated so easily for longer periods of time and is esti-
mated using a spreadsheet, a graphical method or by linear interpolation.

Choosing the value of r to use is a matter of guesswork initially, but by using a spreadsheet you 
can quickly find the NPV for a range of values of r. By changing the value of r used we can adjust it 

60193_01_Ch01_p001-058.indd   43 13/10/12   1:34 PM



44 chapter 1 MatheMatical Background

until we get an NPV of zero. A screen shot from such a spreadsheet is given in Figure 1.20 and can 
be downloaded from the digital platform. (file CSE1.xlsx)

Suppose £1000 is invested now and gives a return of £800 in one year and a further £560 after two 
years. We can proceed in the same way:

=
+

+
+r r

£1000
£800
(1 )

£560
(1 )2

Multiplying by (1 + r)2 gives:

+ = + +

+ − − − =

+ + − − =

+ − =

r r

r r

r r r

r r

£1000(1 ) £800(1 ) £560

£1000(1 ) £800 £800 £560 0

£1000 £2000 £1000 £800 £1360 0

£1000 £1200 £360 0

2

2

2

2

The solution to this quadratic equation (see section 1A.5.3) is given by r = –1.4485 or 0.2485. Only the 
latter, positive value has a business interpretation, and the internal rate of return in this case is 0.2485 
or more simply expressed as 25 per cent.

example

Build a spreadsheet in such a way that it can accommodate a wide range of values for r.eXercise

1b.4.1 The internal rate of return by graphical method
To estimate the internal rate of return graphically we need to determine the net present value of 
an investment corresponding to two values of the discount rate r. The accuracy of this method is 
improved if one value of r gives a small positive net present value and the other value of r a small 
negative value.

We are now able to plot net present value against r, as shown in Figure 1.20. By joining the plotted 
points we can obtain a line showing how net present value decreases as the discount rate increases. 
When net present value is 0, the corresponding r value is the estimated internal rate of return,  
9.3 per cent in this case. You may wish to draw this graph. 
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1b.5 Incremental payments
In Section 1B.1.2 we considered the growth of an initial investment when subject to com-

pound interest. Many saving schemes will involve the same sort of initial investment but will then 
add or subtract given amounts at regular intervals, or incremental payments. If x is an amount 
added at the end of each year, then the sum receivable, S, at the end of t years is given by:

= +






 +

+





 −

S A r x
r

x

r

t

t

1
100

1
100
/1000

Data used to
construct the
graph

Internal rate of
return = 9.3%

figure 1.20  here PVF is the present value factor and PV is the present value

Suppose an investment of £460 gives a return of £180, £150, £130 and £100 at the end of Years 1, 2, 
3 and 4.

Using a table format we can determine the net present values of this cash flow for two values of r. 
In this example, r = 8% and r = 10% provide reasonable answers.

example

1B FInAnCIAL MAThEMATICS
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46 chapter 1 MatheMatical Background

An outline proof of this particular formula is given on the online platform. 

EXAMPLE 1
A savings scheme involves an initial investment of £100 and an additional £50 at the end of each year 
for the next three years. Calculate the receivable sum at the end of three years assuming that the 
annual rate of interest paid is 10 per cent. By substitution we obtain:

S 100 1
10
100

50 1
10
100

50

10/100

133.10 165.50 298.60

3

3

= +






 +

+





 −

= + =

£
£ £

£ £ £

The sum is in two parts, the first being the value of the initial investment (£133.10) and the second 
being the value of the end of year increments (£165.50). An alternative is to calculate the growing sum 
year by year.

Initial sum £100
Value at the end of year 1 £110
+ increment of £50 £160
Value at the end of year 2 £176
+ increment of £50 £226
Value at the end of year 3 £248.60
+ increment of £50 £298.60

If the rate of interest or the amount added at the end of the year changed from year to year it would 
no longer be valid to substitute into the formula given.

In the case of regular withdrawals, we use a negative increment.

EXAMPLE 2
It has been decided to withdraw £600 at the end of each year for five years from an investment of  
£30 000 made at 8 per cent per annum compound.

In this example, we have a negative increment of £600. By substitution we obtain:

S 30000(1 0.08)
( 600)(1 0.08) ( 600)

0.08

44079.84 3519.96 40559.88

5
5

= + + − + − −

= − =

£ £ £

£ £ £

examples

60193_01_Ch01_p001-058.indd   46 13/10/12   1:34 PM



47

1b.5.1 Sinking funds
A business may wish to set aside a fixed sum of money at regular intervals to achieve a specific sum at 
some future point in time. This sum, known as a sinking fund, may be in anticipation of some future 
investment need such as the replacement of vehicles or machines.

annuity quotes
Mini case 1.1

Many people find the calculations tedious or complex and most companies offering annuities also 
offer calculators to see the effects of your proposed investment. An example is given here.

(Continued )

1B FInAnCIAL MAThEMATICS

How much would we need to set aside at the end of each of the following five years to accumulate 
£20 000, given an interest rate of 12 per cent per annum compound? We can substitute the following 
values:

 S = £20 000
A0 = 0 (no saving is being made immediately)

 r = 12%
 t = 5 years

to obtain:

= + + −

× =
=

£

£
£

x x

x

20000 0
(1 0.12)

0.12
20000 0.12 0.7632x

3148.37

5

where x is the amount we would need to set aside at the end of each year.

example

1b.5.2 Annuities
An annuity is an arrangement whereby a fixed sum is paid in exchange for regular amounts to be 
received at fixed intervals for a specified time. Such schemes are usually offered by insurance com-
panies and may be particularly attractive to people preparing for retirement. See, for example, the 
quotes in the following Mini Case.
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48 chapter 1 MatheMatical Background

Annuity Rates Table–Standard 
Last reviewed:16 December 2011

The table below shows standard annuity rates are for a pension of £100 000 after the tax free lump 
sum of £33 333 has been taken. Rates for males and females are shown. These rates are based on 
a central London postcode and other areas in the UK, such as Peterborough or Liverpool could be up 
to 4 per cent higher or Dundee and Newcastle could be 5 per cent higher.

Income is gross per year (before deduction of tax) and payable monthly in advance for the whole of 
the annuitant’s life. No medical enhancements are included in these rates.

Male Standard Annuity Rates

Age
Level rate no 

guarantee
Level rate + 10-
year guarantee

3% escalation no 
guarantee

Male 55 £4,998 £4,966 £3,176
Male 60 £5,388 £5,340 £3,606
Male 65 £5,972 £5,863 £4,227
Male 70 £6,854 £6,567 £5,089
Male 75 £8,150 £7,576 £6,209

Female Standard Annuity Rates

Age
Level rate no 

guarantee
Level rate + 10-
year guarantee

3% escalation no 
guarantee

Female 55 £4,783 £4,766 £2,979
Female 60 £5,180 £5,150 £3,361
Female 65 £5,735 £5,668 £3,915
Female 70 £6,470 £6,314 £4,675
Female 75 £7,520 £7,224 £5,742

Source: Reproduced from http://sharingpensions.co.uk/annuity_rates.htm by permission of SharingPensions.
co.uk (accessed 19 December 2011)

How much is it worth paying for an annuity of £1000 receivable for the next five years and payable at 
the end of each year, given interest rates of 11 per cent per annum? We can substitute the following 
values:

 S = 0 (final value of investment)
A0 = –£1000 (a negative increment)

 r = 11%
t = 5 years

example
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1b.5.3 Mortgages
A common form of mortgage is an agreement to make regular repayments in return for the initial 
sum borrowed, mostly in buying a house. At the end of the repayment period the outstanding debt 
is zero.

What annual repayment at the end of each year will be required to repay a mortgage of £25 000 over 
25 years if the annual rate of interest is 14 per cent? We can substitute the following values:

S = 0 (final value of mortgage)
A0 = –£25 000 (a negative saving)

r = 14%
t = 25 years

to obtain:

= − + + + −

= + ×
+ −

= × =

x x

x

0 £25000(1 0.14)
(1 0.14)

0.14

£25000
(1 0.14) 0.14

(1 0.14) 1
£25000 0.1455 £3637.50

25
25

25

25

where x is the annual repayment.
The multiplicative factor of 0.1455 is referred to as the capital recovery factor and can be found 

from tabulations.

example

to obtain:

A

A

0 (1 0.11)
( 1000)(1 0.11) ( 1000)

0.11
1000(1 0.11) 1000

0.11 (1 0.11)
1000
0.11

1
1

(1 0.11)
£1000 3.69545 £369.45

0
5

5

0

5

5

5

= + + − + − −

= + −
× +

= × −
+









= × =

where A0 is the value of the annuity. (Note that 1/(1 + 0.11)5 = 0.5935 from Appendix F.)
The present value of the annuity is £3695. We could have calculated the value of the annuity by 

discounting each of £1000 receivable for the next five years by present value factors.

1B FInAnCIAL MAThEMATICS
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50 chapter 1 MatheMatical Background

Using a Mortgage Calculator:

example

figure 1.21  An example of an online mortgage quote

Source: www.cml.org.uk/cm/consumers (accessed 19 December 2011)
Reproduced by permission of the Council of Mortgage Lenders.

1b.6 Annual percentage rate (APR)
For an interest rate to be meaningful, it must refer to a period of time, e.g. per annum 

or per month. Legally, the annual percentage rate (APR), also known as the actual percentage 
rate, must be quoted in many financial transactions. The APR represents the true cost of borrow-
ing over the period of a year when the compounding of interest, typically per month, is taken 
into account.

We can develop a formula for the calculation of the APR. The balance outstanding at the end of 
one year is given by:

= +






A r m

1
1000
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where m is the number of payment periods, usually 12 months, and r has become the monthly rate 
of interest. The total interest paid is given by:

= +






 −1

1000 0S A r A
m

To calculate the annual increase we compare the two:

= =
+






 −

× = +






 −









 ×

1
100 100 1

100
1 100%

0

0 0

0

APR S
A

A r A

A
r

m

m

Suppose a credit card system charges 3 per cent per month compound on the balance outstanding. 
What is the amount outstanding at the end of one year if £1000 has been borrowed and no payments 
have been made?

To just multiply the monthly rate of 3 per cent by 12 would give the nominal rate of interest of 
36 per cent which would underestimate the true cost of borrowing. Using the method outlined in 
Section 1B.1.2:

balance outstanding = £1000(1 + 0.03)12 = £1425.76

interest paid = £1425.76 – £1000 = £425.76

From this we can calculate the APR:

= ×

= =

APR
total interest paid in one year

initial balance
100

£425.76
£1000

42.58%

example

EXAMPLE 1
If the monthly rate of interest is 1.5 per cent, what is (a) the nominal rate per year and (b) what is the 
APR?

(a) The nominal rate = 1.5% × 12 = 18%

(b) APR = [(1 + 1.5/100)12 – 1] × 100% = 19.56%

If the nominal rate of interest is 30 per cent per annum but interest is compounded monthly what is 
the APR?

The monthly nominal rate = 30%/12 = 2.5%

APR = (1 + 2.5/100)12 – 1] × 100% = 34.49%.

example

1B FInAnCIAL MAThEMATICS
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1b.7 Conclusions to Part B
Throughout this part of the chapter we have made assumptions about payments and inter-

est, but how realistic have these been? An early assumption was that interest was paid or money 
received at the end of a year – this is clearly not always the case, but the assumption was made to 
simplify the calculations (and the algebra!). For compound interest we have shown how to incorpo-
rate more frequent payments, and the same principle could be applied to all of the other calculations 
in this chapter.

The calculations shown have also assumed that the interest rate remains constant for the period of 
time given, usually several years. As we have seen in the UK and elsewhere, interest rates do fluctuate 
and, at times, change rapidly. Businesses know and expect interest rates to fluctuate within certain 
limits and allow for this. When evaluating a project, managers may consider a number of scenarios 
perhaps using a spreadsheet model. A few contracts do involve fixed interest rates, e.g. hire-purchase 
agreements, but the vast majority of business contracts have variable interest rates. If we try to incor-
porate these variable rates into our calculations of, say, net present value, then we will need to esti-
mate or predict future interest rates. These predictions will increase the uncertainty in the figures we 
calculate. As we have already noted, the higher the interest or discount rate, the less likely we are to 
invest in projects with a long-term payoff. However, since the interest rates charged to borrowers and 
lenders tend to change together over time, the opportunity cost of using or borrowing money should 
not be much affected.

The calculations can be seen as providing a basis for making business decisions but they do 
assume that projects can be evaluated completely in these financial terms. Management may need to 
take account of increased concerns about the environment and future legislation. Decisions may be 
seen as part of a long-term strategy and not taken in isolation. The ‘big unknown’ remains the future. 
It is not possible to predict all the changes in markets, competition and technology. Indeed the major 
challenge is responding to the changes and being flexible to future requirements. The Mini Case 
studies and the definitions show how these ideas are used in practice.

EXAMPLE 2
What monthly repayment will be required to repay a mortgage of £30 000 over 25 years given an APR 
of 13 per cent?

To obtain a monthly rate, r per cent, let:

[(1 + r/100)12 – 1] × 100% = 13%

(1 + r/100)12 – 1 = 0.13

r/100 = (1 + 0.13)1/12 – 1

r = 1.024

To calculate the monthly repayment, x (see section 1B.5.3), let A0 = –£30 000, r = 1.024 and  
t = 25 × 12 = 300. Then:

= ×
− 








=x £30000
0.01024

1 1
(1.01024)

£30000

300
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1b.7.1 Online resources
In both Parts A and B of this chapter reference has been made to additional resources that can be 
found on the book’s online platform. Specific to this chapter these resources include:

➔➔ Proof of the sum of an arithmetic progression
➔➔ Proof of the sum of a geometric progression
➔➔ Proof of the formula for finding the roots of an equation
➔➔ Figure 1.20 spreadsheet file CSE1.xlsx
➔➔ Reference to advanced topics in matrix algebra and calculus in Part 7 of the online platform, 

including solving simultaneous equations by matrices.

1.8 Questions for Parts A and B

Part A questions
There are no discussion questions for Part A

Multiple choice questions
1 The value of 4(17 – 8 ÷ 2) is:

a. 20
b. 18
c. 30
d. 52

2 What amount of tax (levied at 20 per cent) 
must be paid on a car whose list price, 
excluding tax, is £8000?
a. £160
b. £1600
c. £280
d. £590

3 In a sale, a dress shop reduces all of its 
prices by 30 per cent. For one particular 
dress the sale price was £140. What was 
the original price of the dress?
a. £200
b. £170
c. £182
d. £186.67

4 What is the value of 62 + 9½?
a. 16.5
b. 39
c. 40.5
d. 117

5 For the following geometric progression 
find the common ratio:

 3, 15, 75, 375, 1875, . . . .
a. 3
b. 11
c. 5
d. 15

6 Convert 5(x + 4) – 3(x + 2) to a simpler form:
a. 8x – 26
b. 8x + 14
c. 2x + 26
d. 2x + 14

7 Find the value of x and y that satisfy these 
two equations simultaneously:

 3x + 2y = 28; x – 3y = 2
a. x = 7, y = 3
b. x = 2, y = 8
c. x = 12, y = 2 
d. x = 8, y = 2

8 If a straight line goes through the points 
(–1, 6) and (6, 0), what is the gradient of 
the line?
a. 7/6
b. –6/7
c. 6/7
d. –1 

1B FInAnCIAL MAThEMATICS
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Exercise questions
1 Find the value of each of the following:

(a) 16 - 12 × 4 + 8 ÷ 2
(b) (16 - 12) × (4 + 8) ÷ 2
(c) 9 - 3 (17 + 5 (5 - 7))
(d) 8(3(2 + 4) - 2(5 + 7))

2 A man buys a car for £4500 and pays a deposit of 20 per cent.  Interest is charged 2.5 per cent 
on the outstanding balance. He repays this balance over 24 months.  How much is the monthly 
instalment (to the nearest penny)?

3 A shopkeeper buys 40 articles costing 2p each and sells them at 3p each.  What is the 
percentage profit?

4 Using the logarithm rules expand/simplify the following:
(i) Log (16/x)
(ii) Lg (x3/4)
(iii) Lg (8x4/5)

(iv) −
−











4( 5)
( 1)

2

4 3log x
x x

 Hint, don’t try too much in one step

For each of the following, find x in terms of y:

5 4x + 3y = 2x + 21y

6 x + y + 3x = 4y + 2x + 7y - 2x

7 x2(x2 + 4x + 3) - 3y(4y + 10) - x 4 - 4(x3 - 10) = 3x2 - 2y(6y - 10)

Simplify each of the following expressions:

8 a2 × a3 

9 (a - b)a2/b

10 a2(a5 + a8 - a10)/a4

11 6x(2 + 3x) - 2(9x2 - 5x) - 484 = 0

Expand the brackets and simplify the following expressions:

12 a(2a + b)

13 (a + 2b)2

14 (a + b)(a - b)

15 (3x + 6y)(4x - 2y)

For each of the following arithmetic progressions, find (a) the tenth term and (b) the sum given that 
each progression has 12 terms:

16 5, 8, 11, 14, 17, . . .
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17 57, 49, 41, 33, 25, . . .

18 If the third term and the sixth term of an arithmetic progression are 11 and 23 respectively, 
determine the ninth term.

For each of the following geometric progressions, find (a) the seventh term and (b) the sum given 
that the progression has ten terms:

19 4, 12, 36, 108, . . .

20 4, 3.2, 2.56, 2.048, . . .

21 If the third term and the fifth term of a geometric progression are 225 and 5625 respectively, 
determine the sixth term.

22 Construct graphs of the following functions:
(a) y = 0.5x 0 < x < 20
(b) y = 2 + x 0 < x < 15
(c) y = 25 - 2x 0 < x < 15
(d) y = 2x + 4 3 < x < 6
(e) y = 3
(f) x = 4 - 0.5y 0 < x < 5
(g) y = x2 - 5x + 6 - 2 < x < 6
(h) y = x3 - 2x2 + x - 2 - 2 < x < 6

23 Solve the following simultaneous equations:
(a) 4x + 2y = 11; 3x + 4y = 9
(b) 2x - 3y = 20; x + 5y = 23

24 Find the roots of the following functions:
(a) x2 - 3x + 2 = 0
(b) x2 - 2x - 8 = 0
(c) x2 + 13x + 12 = 0
(d) 2x2 - 6x - 40 = 0
(e) x3 - 6x2 - x + 6 = 0 (Hint, use a graph)

25 A demand function is known to be linear [P = f(Q)], and to pass through the following points:

Q = 10, P = 50 and Q = 20, P = 30

Find the equation of the demand function.

26 A supply function is known to be linear [P = f(Q)], and to pass through the following points:

Q = 15, P = 10 and Q = 40, P = 35

Find the equation of the supply function.

27 Use your answers to questions 25 and 26 to find the point of equilibrium for a market having 
the respective demand and supply functions.

1B FInAnCIAL MAThEMATICS
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28 A market has been analyzed and the following points estimated on the demand and supply 
curves:

(a) Determine the equations of the demand and supply functions, assuming that in both cases 
price = f(output), and that the function is quadratic. (NB. Neither function applies above 
an output of 20.)

(b) Determine the equilibrium price and quantity in this market.

Part B questions

Discussion questions
1 How would you explain the terms nominal and real to a manager who was unfamiliar with them?

2 Should a company try to include environmental (or social) cost in its calculation of net present 
value? How could these be incorporated into the calculations?

Multiple choice questions
1 Interest is:

a. The payment for a loan 
b. The cost of capital
c. The price of money
d. All of these

2 If £200 is invested at 5 per cent simple 
interest, after three years the total sum will be:
a. £210.00 
b. £215.00 
c. £230.00 
d. £231.53

3 If £200 is invested at 5 per cent compound 
for three years, the total amount will be:
a. £210.00 
b. £215.00 
c. £230.00 
d. £231.53

4 £1000 to be received in four years time 
when interest rates are 10 per cent is 
currently worth:
a. £600 
b. £683 
c. £909 
d. £1000

5 A project gives net income of £500 in year 
one and £300 in year two for a cost now of 
£400. If interest rates are 5 per cent what is 
the net present value?
a. £200 
b. £348 
c. £385 
d. £400

Output demand Price

1 1902
5 1550

10 1200

Output supplied Price

1 9
5 145

10 540
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6 A project has an NPV of £20 000 at an 
interest rate of 10 per cent and an NPV 
of £5000 at an interest rate of 15 per cent. 
Estimate the internal rate of return:
a. 11% 
b. 13.3% 
c. 14% 
d. 14.6%

7 You need £50 000 in three years time and 
can get an 8 per cent interest rate. How 
much should you save each year?
a. £3175 
b. £15 401 
c. £16 667 
d. £24 038

8 A store card charges 1.75 per cent per 
month on purchases, what is the APR?
a. 12.21% 
b. 14.1% 
c. 20.2% 
d. 23.15%

9 A building society pays half of a percent 
per month on savings, what is the APR?
a. 0.5% 
b. 6% 
c. 6.17% 
d. 79.59%

10 In making investment decisions you 
should bear in mind:
a. The time value of money 
b. The payback period 
c. The internal rate of return 
d. At least one of these

Year

Project 1 2 3 4

I £10 000 £5000 £6000 £4000
II £12 000 £4000 £4000 £4000

Exercise questions
1 A sum of £1000 has been invested at an interest rate of 3.2 per cent per annum for six 

years, What is the value of this investment, if interest is paid (a) as simple interest and  
(b) compounded each year?

2 An investment of £50 000 has been made on your behalf for the next five years. How much will 
this investment be worth if:
(a) the rate of interest is 10 per cent per annum?
(b) interest is paid at 2 per cent per annum for the first £10 000, 3 per cent per annum for the 

next £15 000 and 5 per cent per annum for the remainder?
(c) the rate of interest is 3 per cent per annum but paid on a six-monthly basis?

3 A company supplies its marketing manager with a new car every three years. They can either 
buy the car out-right or lease it for the three year period. The new car will cost you £30 000 but 
it will lose 20 per cent of its value immediately and 10 per cent per annum thereafter. Leasing 
the car will cost the company £300 per month. Based on costs alone, should the company buy 
or lease the car? 

4 A company buys a machine for £7000. If depreciation is allowed for at a rate of 16 per cent per 
annum, what will be the value of the machine in four years’ time?

5 A firm is trying to decide between two projects which have the following cash flows:

1B FInAnCIAL MAThEMATICS
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If Project I is discounted at 15 per cent and Project II at 20 per cent, which project should be 
chosen?

6 A company has to replace a current production process. The current process is rapidly 
becoming unreliable whereas demand for the product is growing. The company must choose 
between alternatives to replace the process. It can buy:
(a) either a large capacity process now at a cost of £4 million, or
(b) a medium capacity process at a cost of £2.2 million and an additional medium capacity 

process, also at a cost of £2.2 million, to be installed after three years.
The contribution to profit per year from operating the two alternatives are:

Contribution (£m) at year end

1 2 3 4 5 6

1. Large process 2.0 2.3 2.8 2.8 2.8 2.8
2. Medium processes 2.0 2.0 2.0 2.4 2.8 2.8

Assume a discount rate of 20 per cent. Present a discounted cash flow analysis of this 
problem and decide between the alternatives.

Comment on other factors, not taken into account in your discounted cash flow analysis, 
which you think may be relevant to management’s decision.

7 You have decided to save £1000 at the end of each year for the next five years. How much will 
you have at the end of the five years if you are paid interest of 2.4 per cent per annum?

8 You have decided to save £1000 at the beginning of each year for the next five years. How much 
will you have at the end of the five years if you are paid interest of 2.4 per cent per annum?

9 A sum of £5000 was invested four years ago. At the end of each year a further £1000 was added. 
If the rate of return on the investment was 12 per cent per annum, how much is the investment 
worth now?

10 You require £4000 in five years’ time. How much will you have to invest at the end of each year 
if interest charged is 4.6 per cent per annum?

11 A customer credit scheme charges interest at 2 per cent per month compounded. Calculate the 
true annual interest rate of interest, i.e. the rate which would produce an equivalent result if 
interest were compounded annually.

12 Calculate the annual percentage rate (APR) of (a) 1.75 per cent per month compound,  
(b) 5 per cent per quarter compound and (c) 8 per cent per half year compound.

13 Determine the monthly rate of interest compound given an APR of 26 per cent.
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PART ONE

Understanding Quantitative 
Information

IN ThIs fIRsT PART Of the book, we are concerned with the ways of approaching prob-
lems and managing data. Working with numbers will be an important part of specify-
ing and solving a wide range of problems. We are increasingly able to get data quickly 
and manipulate that data into forms that are useful to us. However, we need to be sure 

that we are working on the right problem and that the data is valid for our purposes. Managers often 
complain that:

➔➔ too much time is lost trying to solve the wrong problem, or
➔➔ the solution was made to fit the data available, or
➔➔ the solution found lacked imagination and creativity.

As we will see, it is important to clarify, and if necessary redefine, the problem we are working on. 
The approach to problem solving needs to make good use of the information available and where 
possible, give new insights into the problem situation. One only needs to look at the history of busi-
ness decline to see that using the same old answers to the same old problems is a recipe for failure. 
We will encourage you to search for new sources of data and explore that data in a variety of ways.

‘Data’ is a very general term and can be taken to mean a few recordings or the outcome of an 
extensive national or international survey. Whether the data is useful or not is another matter! An 
item of data becomes information when it is organized to inform the user. We will look at ways to 
clarify the purpose of data and the ways in which data can be managed. In all aspects of business or 
organizational life we are likely to encounter increasing quantities of data. New technologies  literally 
put data at our fingertips – for example, share prices in New York, or stock levels in a warehouse 

Introduction
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60 Understanding QUantitative information

some distance away, can be known in minutes. The Internet and mobile data devices have trans-
formed the flow and the availability of data. The ability to manage data, produce information and 
work with problems are all important business skills.

When managing business problems, and indeed problems in general, we need to consider whether 
to use only the information already available or whether to collect our own additional information. 
One of the frustrating aspects of research is that time can be spent producing data only to find, at some 
later date, that such information did exist and often in a more useful way. It is worth checking what 
work has already been done. This type of desk research will provide figures of a general kind, for exam-
ple, the numbers of people by sex, region and income, but is unlikely to provide very detailed informa-
tion required for some specific tasks. Desk research may also inform our approach to data collection 
and techniques of analysis. It is always helpful, for example, to find a questionnaire that has been used 
in a previous study, looks good and may only require some modification. We are less likely to find 
pertinent data on attitudes or opinions. The  collection and presentation of data will require a balance 
between that which we can obtain from other sources and data that will be original to our research.

Quantitative methods involve more than obtaining a few numbers and working out a few  statistics. 
A statistic is merely a descriptive number. To be of any value, statistics need to ‘paint a picture’ in 
an acceptable and valid way. Quantitative methods provide a framework for working with statistics. 
In addition to providing description, quantitative methods also include a number of ways of testing 
ideas and modelling problems. It can be argued that to better understand what you see, you need 
to compare your observations with models and representations. It is this ability to compare and 
 contrast, and to break down a problem, that is known as analysis.

Chapter 2 considers a more creative approach to problem solving that involves understanding a 
problem and allowing time to think about the problem solution. As an effective problem solver, you 
will need to be able to justify the methods (methodology) used, apply models when appropriate and 
be aware of the measurement being achieved. Chapter 3 is about managing data from a variety of 
sources, including the Internet. The use of survey methods is considered in Chapter 4. As you will 
see, there is no one best approach. The approach used will depend on the user requirements, time 
and cost. It is often said that the answers can only be as good as the questions. Questionnaire design 
will be examined, and we consider the importance of a high response rate.
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61Part I

shopping Developments  
Limited Part I

shOPPINg DEvELOPmENTs LImITED hAs A number of business interests in general purpose, smaller 
retailing units. They have observed the growth of the nearby New Havens Shopping Precinct, and 
the Hamblug Peoples’ Store in particular. They would like to know more about the usage of the 
shopping precinct and plan to review the information they already have.

The company has the outcome of a market research survey conducted by a student who had 
recently completed a placement year in the marketing department. The questionnaire was written 
with the requirement of the placement project in mind and only part of the questionnaire and 
coding sheet still remain available to the company. It is known that a quota sampling method was 
used but that few other details remain. The relevant parts of the questionnaire and coding sheet 
are as follows. l➔l➔l

ThE QUEsTIONNAIRE

Shopping Survey: New Havens Shopping Precinct Questionnaire number: ————

1 Is this your first visit to the New Havens Shopping Precinct? YES/NO 
If YES, go to Q.3

2 How often do you visit the New Havens Shopping Precinct? (TICK ONE)

Less than once a week

Once a week

Twice a week

Three times a week

More often than this

3 How long did it take you to travel here? (in minutes) ————

4 How did you travel here? (TICK ONLY MAIN MODE OF TRANSPORT)

Bus

Car

Walk

Other, please specify ————

5 Have you ever visited the Hamblug’s shop? YES/NO If NO, go to Q.10

6 Have you been there today? YES/NO If NO, go to Q.10

ILLUsTRATIvE
EXAmPLE

(Continued )
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62 Understanding QUantitative information

7 Did you buy any of the following items?

Fresh vegetables? YES/NO

Fresh fruit? YES/NO

Fresh meat? YES/NO

Pre-prepared meals? YES/NO

Frozen food? YES/NO

If NO to all items, go to Q.10

 8 Approximately, how much did you spend on food at Hamblug’s today?  
(WRITE IN TO THE NEAREST £) ………………

 9 How many people do you buy food for? (WRITE IN NUMBER) ————

10 Which area do you live in? (TICK ONE)

Astrag Baldon

Cleardon Other

ThE CODINg shEET

Column number Description Coding used

 1 Respondent number as questionnaire

 2 Q.1 1 = yes, 2 = no, 9 = not asked

 3 Q.2 1 = less than once a week
  2 = once a week
  3 = twice a week
  4 = three times a week
  5 = more often than this 
  9 = no usable answer

 4 Q.3 as given in minutes

 5 Q.4 1 = bus, 2 = car, 3 = walk, 4 = other

 6 Q.5 1 = yes, 2 = no, 9 = not asked

 7 Q.6 1 = yes, 2 = no, 9 = not asked

 8 Q.7 (fresh vegetables) 1 = yes, 2 = no, 9 = not asked

 9 Q.7 (fresh fruit) 1 = yes, 2 = no, 9 = not asked

10 Q.7 (fresh meat) 1 = yes, 2 = no, 9 = not asked

11 Q.7 (prepared food) 1 = yes, 2 = no, 9 = not asked

12 Q.7 (frozen food) 1 = yes, 2 = no, 9 = not asked

13 Q.8 value given 

14 Q.9 number given

15 Q.10 1 = Astrag 2 = Baldon
  3 = Cleardon 4 = Other

(Continued )

(Continued )
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Shopping Developments Limited are expected to be planning more extensive market research 
but believe the existing information will be useful. It is thought that a better understanding of the 
shopping precinct and the Hamblug Peoples’ Store within it will help develop market research and 
market development strategies.

It is known that Shopping Developments Limited wish to develop the concept of the general 
purpose outlet within the shopping precinct environment. It is also known that the closeness of a 
ferry port to the New Havens Shopping Precinct could be an important factor.

Quantitative Information
Managing numbers is an important part of 
understanding and solving problems. The 
collecting together of numbers and other facts 
and opinions provides data. This data only 
becomes information when it informs the user.

The quantitative approach is more than just 
‘doing sums’. It is about making sense of numbers 
within a context. To understand problems within 
a context, it can be useful to work through a 
number of stages: defining (and redefining) the 
problem, searching for information, problem 
description (and again redefinition if necessary), 
idea generation, solution finding and finally, 
acceptance and implementation. The use of new 
ideas can be important at any of the stages. 
Should we only be looking at methods to increase 
sales, for example, or should we include other 
factors like channels of distribution, packaging 

and product design? Should we continue to use 
street interviews or should we consider other 
ways of getting feedback? One of the aims of 
the book is to make you a better problem solver 
by introducing a wide range of techniques and 
show their application in a variety of business 
problem situations.

The development of mathematical models 
can provide a better understanding of the way 
things work. Relationships are established using 
variables (a quantity or characteristic of interest 
that can vary within the problem context), 
parameters (values fixed for a given problem) and 
by making assumptions (things accepted as true). 
Just the clarification of assumptions, like ‘the 
product is competitively priced’ (where it may or 
may not be) can be helpful when problem solving.

Data can come from existing sources 
(secondary data) or may need to be collected 
for the purposes of our research (primary data). 

QUICK                             sTART

The data from the questionnaire, on the online platform, is in the EXCEL file CSE2.xlsx and SPSS file CSE3.
sav. You should try to find this data and print out a copy. It will be useful to check the number of entries 
and the correctness of the coding. l➔l➔l

visit the online platform

(Continued )

(Continued )
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64 Understanding QUantitative information

Government publications like The Annual Abstract 
of Statistics, The Employment Gazette and Social 
Trends are all good sources of information. Of 
increasing importance is the Internet which 
can provide a fast link to traditional sources of 
information but also access to a wide range of 
data world-wide. We need to ask whether the 
data found is appropriate, adequate and without 
bias. Data can come from a census (a complete 
enumeration of all those people or items of 
interest) or from a survey (a selection from the 
population of interest).

A survey can be based on methods that 
give every person a known chance of inclusion 
(probability sampling) or methods that rely 
on the judgement of the interviewer (non-
probability sampling). A survey should be 
designed and administered in such a way as to 
minimize the chance of bias (an outcome which 
does not represent the population of interest). If 
the survey is likely to miss certain people out or 
there is a relatively high level of non-response, 
we would be concerned that the results were 
not representative. l➔l➔l

(Continued )
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Objectives
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 By the end of this chapter you should be able to:

➔➔ contrast quantitative and qualitative approaches

➔➔ identify some of the key elements of problem solving

➔➔ understand the importance of methodology

➔➔ appreciate the use of models

➔➔ distinguish between data and information

➔➔ identify different types of data

➔➔ understand the importance of the level of measurement achieved

➔➔ appreciate the importance of quantitative methods in business decision-
making

NUmbERs PROvIDE A UNIvERsAL LANgUAgE that can be easily understood and a 
description of some aspect of most problems. In fact, some problems can be described 
almost entirely in numerical terms. The development of a departmental budget will 
mostly involve the modelling of cash inputs and outputs (typically on a spreadsheet), 

and the manipulation of numbers. In contrast, the recruitment of staff or the management of redun-
dancy may require only a limited use of numbers and a great deal of sensitivity to the people involved.

In making business decisions, we need to recognize the importance of the range of information 
available and to what extent the problem is numerical by nature or non-numerical. It is useful to dis-
tinguish between the quantitative and qualitative approaches to problem solving. Essentially, the 
quantitative approach will describe and resolve problems using numbers. Emphasis will be given to 
the collection of numerical data, the summary of that data and the drawing of conclusions from the 
data. Measurement is seen as important and factors that cannot be easily measured, such as attitudes 
and perception, are generally difficult to include in the analysis. Qualitative approaches describe the 
behaviour of people individually, in groups or in organizations. Description is difficult in numeri-
cal terms and is likely to use illustrative examples, generalization and case histories. The qualitative 
approach can use a variety of methods such as observation and the written response to unstructured 

The Quantitative 
Approach
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66 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

questions. Data may come in the form of script, for example, transcripts of interviews or observa-
tions such as video recordings.

The quantitative approach is about using numbers to help define, describe and resolve a wide 
range of problems. However, it is about more than just ‘doing sums’. Numbers will need to make sense 
within a context. It is the context that will give meaning to those numbers and the relative impor-
tance of numerical and non-numerical information.

The number five for example, can mean the age of a child, the number of days in a typical work-
ing week or the number of seconds of air left in a diving cylinder (again the significance of the five 
seconds will depend on the context – whether you are under water or not). However, the choice is 
rarely a simple one between a quantitative and qualitative approach, and your research is likely to 
have some element of both.

2.1 Problem solving
Quantitative methods can be applied in a wide range of problems. The results of a lengthy 

and complex survey may be summarized by a variety of tables, charts and calculated numbers. These 
summary numbers are called statistics. Trends in the economy, industry sector or market can be 
identified and compared numerically. The calculation of a summary number or summary num-
bers should provide a description for the user. We only need to listen to political debate to become 
aware of the importance of measures, such as the Consumer Price Index (CPI) or the seasonally 
adjusted level of unemployment. The use of summary numbers will allow us to develop concepts 
like  probability (Chapter 9) and statistical inference (Part 4). The use of quantitative methods will 
also allow us to build a model or models that capture our thinking about a particular problem. A 
model describes how something works. A model aircraft can demonstrate the characteristics of the 
real thing. A single equation or a set of equations can describe a business situation, like stock levels. A 
breakeven model, for example, will describe the costs and revenue of a business (two relationships). 
When costs exceed revenue the business will make a loss, when revenue exceeds costs the business 
will make a profit and when these are equal, the business will breakeven.

Numbers can be used at four levels to help us solve problems:

➔➔ To describe a wide variety of situations, particularly when large quantities of data are 
involved. At this level, we would be thinking about visual displays to explore the distribution 
of the data and possible relationships. We would also be thinking about statistics such as the 
mean and standard deviation which would allow us to identify typical values and the spread 
of values.

➔➔ To evaluate previous decisions. Comparing what was happening before with what is 
happening after a decision was taken helps us evaluate the efficacy of the decision.

➔➔ To allow the use of theory. Theory is there to help us. It is useful to be able to assert  
that measurements follow a normal distribution or that a trend is significant in  
statistical terms.

➔➔ To develop models (representations) of real problems and use these models to look for 
improved solutions. A model will illustrate how we think things work, for example, 
an engineered product such as a car, or a system such as the recording of accounting 
information.

The use of quantitative methods is a skill that you can develop. It can make you more effective in 
managing and solving a range of business and non-business problems. In the business world these 
methods are used extensively in resolving:
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➔➔ organization problems such as location analysis, or how to improve employee retention and 
motivation; 

➔➔ accounting and financial problems such as the credit worthiness of customers, or the future 
of capital markets and budgets;

➔➔ marketing problems such as the promotional mix in advertising, or market segmentation 
and customer relationship management;

➔➔ operation management problems such as inventory and production planning, assembly line 
balancing and quality control. 

We now work in an age of mass information. It is not unusual for a simple web search to offer 10 000 
or more sites. Many of the sites will offer only partial information but perhaps a number of other 
leads. If we are not careful we could drown in a sea of data. We need to be able to focus on the infor-
mation required (rather than all search and no solution!) and focus on the problem itself.

 We see value in the old adage that knowing the problem is part of the solution. Business litera-
ture is scattered with examples of how individuals and organizations have failed to solve problems, 
often with very serious consequences. Problems present themselves in very different ways and can 
often be misleading. It is tempting just to collect some data, undertake some analysis, draw some 
conclusions and then take action. We advocate such a structured approach to problem solving but 
we also see problem solving as a process that needs to be managed, that is reflective and is based on 
an understood methodology.

You will only get the right answer when you are working on the right problem!

You will find many examples of how to approach problem solving. The structured approach given in 
Figure 2.1 is typical.

figure 2.1

The structural approach to 
problem-solving

Make a start

Idea generation

Solution finding

Problem
description and
redefinition if

necessary

Define the
problem

Search for
information

Acceptance and
implementation
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68 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

2.1.1 Making a start
To illustrate this structured approach to problem solving let’s consider a problem that you have (or 
we think you have). For you to have read this far would suggest to us that you have just started a 
new quantitative methods course and want to make a success of it. ‘Making a start’ is about problem 
sensitivity and being prepared to do something about it. Sensing that there is a problem does not 
necessarily mean that we know exactly what it is or even how to go about solving it. It does mean 
that we think a problem exists and we think we need to take some action. What we may observe at 
this stage are symptoms of the problem. As an analogy, a patient may report to a doctor a tingling 
feeling in his or her legs which would suggest the source of the problem is also in the legs but these 
could be the symptoms of a more distant cause, perhaps a back problem. You may at this stage be 
concerned about the quantitative methods course because it has a reputation for being difficult or 
you have found mathematics difficult in the past. You may have bought this book because this was 
the advice given by your lecturer and now feel that you should use it. Think about ‘where you are 
now’ and ‘where you want to be’. Asking challenging questions can be a powerful part of this process. 
What are your strengths and weaknesses? What would be a successful outcome?

2.1.2 Define the problem
Many regard problem definition as the most important stage of problem solving. Problem definition 
should clarify the problem you are working on for all those involved (often referred to as stakeholders 
or actors) and be worded in such a way as to give insight into the problem. Two important concepts 
used in problem definition are gap and problem owner. A problem can be seen as a gap between what 
we have and what we want or where we are and where we want to be. This also involves the ideas of 
perception and expectation. It you want a mountain bike and you have a mountain bike, in terms 
of this definition you don’t have a problem. If Roger has a mountain bike but wants a Porsche, then 
Roger has a problem!

In terms of the new quantitative methods course, the gap could be expressed in terms of the 
knowledge required to pass the assessment:

In what ways might I acquire the knowledge required to successfully complete this quantitative 
methods course?

The format ‘In what ways might . . . ?’ (IWWM . . . ?) is seen as a useful way to start problem formulation. 
It is important to recognize that a number of useful problem definitions are likely to exist. A good 
problem definition is likely to be thought provoking and likely to have a specific focus (‘what should 
I do to pass exams?’ would be seen as rather vague and lacking problem awareness). In this case, the 
owner is clear (you) and the gap given in terms of knowledge. If you have a good subject knowledge 
but have difficulties with examinations, you might express the problem in the following form:

In what ways might I use my subject knowledge to improve my examinations performance?

This stage can be very creative and offer new ways of looking at old problems. Try it!

2.1.3 Search for information
A major theme of this book will be turning data into information. In this case, the problem defini-
tion could be used to produce a checklist of the information required. The technique known as the 
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‘Five Ws and H’, raises the questions of who, what, where, when, why and how. You should be able to 
develop a range of questions, such as:

Who else shares this problem? Who can help solve the problem?
What information have I been given on this quantitative methods course? What subject knowledge 

do I need?
Where can I find this information?
Where can I find examples of past examinations papers?
When do the revision classes take place? When will we be given the assessment dates?
Why do I need to attend lectures? Why do I need to buy the text book?
How can I acquire this knowledge?
How can I improve my revision techniques?

The answers to the questions become information when they become useful and inform your thinking.

2.1.4 Problem description (and redefinition if necessary)
Having considered the problem in more detail and, being more fully informed as a result of fact find-
ing, you can often describe the problem or indeed redefine the problem in terms that clarify the pos-
sibilities of solution. If, for example, you now feel better informed about course content and course 
support, you may wish to change the problem statement:

In what ways could I organize my time and other resources to successfully complete this 
quantitative methods course?

2.1.5 Idea generation
It is often suggested that one of the major skills that managers of the future will need is the ability 
to generate new answers rather than rely on a limited range of current solutions. If mathematics has 
been a problem to you in the past, perhaps the answer is not to approach your study in the same way. 
You may find that by taking time to ‘brainstorm’ your problem, a number of interesting ideas will 
emerge:

➔➔ attending a study group with other interested students;
➔➔ using computer-based teaching material;
➔➔ focusing on what you know rather than what you don’t know;
➔➔ thinking about problems outside of your course mathematically;
➔➔ plotting progress on a wall chart.

At this stage, it is seen as important to defer judgement on the ideas produced even if they seem silly 
or unrealistic. The concepts of walking around listening to music (the iPod), a boat that could fly 
(the Hovercraft) or sending text by phone (text messaging) have all been seen as absurd in the past. 
New products and services are based on the ideas and adapted ideas that we are currently prepared 
to work with. At a later stage we can decide which ideas are worth keeping and working with, but at 
this stage the flow of ideas and the quantity of ideas are of more importance. Ideas are the basis of 
creativity and it could be the case that an unlikely thought or insight could offer the best future solu-
tion. Ideas then are a raw material to work with. To reject ideas at this stage is to limit the number of 
ways you could consider solving the problem.
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2.1.6 Solution finding
Ideas generated are likely to range from rather simple incremental changes to the bizarre. This is 
the data we now work with. This is also the time to make judgements and develop options that are 
realistic. Ideas can be clustered together and combined. As a result of fact finding and idea review, a 
solution or set of solutions may emerge. In many cases the option of ‘doing nothing’ may also exist. 
Solutions can often be usefully expressed in terms of what the problem owner can do to close the 
problem gap. It could be that no single solution will solve the problem and that what is needed is 
a management of the problem-solving process. As an example, consider a company that is seen as 
having a quality problem. A number of ideas might emerge that could improve quality, but a gap 
between what the company produces and what the customer expects could always open at some 
future point in time. What is important to develop is a problem-solving capability. This capability 
is enhanced by a fluency in both quantitative and qualitative approaches, a flexibility to manage a 
diversity of ideas and an ability to challenge barriers to change in an acceptable way.

2.1.7 Acceptance and implementation
Having developed one or more ideas in such a way that they could address aspects of the problem, the 
next important step is acceptance finding. The ideas may be good, but they also need to be acceptable 
to the problem owner. We could suggest that you allocate one hour every evening to the study of quan-
titative methods. You might see the benefits of doing this but prefer to spend your evenings in other 
ways. A good solution is one that is acceptable, can be implemented and produce the desired outcomes.

ILLUsTRATIvE
EXAmPLE

shopping Developments  
Limited Part I

shOPPINg DEvELOPmENTs LImITED hAs AN interest in the New Havens Shopping Precinct and 
have been considering market research and market development strategies. Suggest ways in 
which the generation and the management of data could help the company. l➔l➔l

What if you don’t know what to do?

There can be times when you know there is a problem but find it hard to say what the problem 
is and know what to do next. A particularly useful site to help you in your troubles is:

www.mycoted.com

Browse this site and have a look at creativity quotes, creativity techniques and puzzles. 
Using quotes can be an effective way of winning an argument. If you are short of ideas then 
the available creativity techniques might help. Puzzles can be fun and can get you to think about 
problems in different ways.

EXERCIsE
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2.2 Methodology
To use ‘any old method’ to generate a bit of data is not going to help you become an 

effective problem solver, or indeed a trusted problem solver within an organizational context. 
You may well be asked to justify your findings and conclusions against criteria such as reliability 
and  validity. Methodology is about devising an approach to your research that will work. If the 
research is repeated then you should expect results to be consistent unless other factors are mak-
ing a difference. It is often a matter of debate as to whether the differences in new findings are 
due to the methodology or due to the relationship being observed. If the latest political opinion 
poll shows a change in voting intentions, we do need to consider whether this is due to a shift in 
political view or whether it could be an outcome of the sampling process. We know that results 
are likely to vary a little from sample to sample, but this variation should not overwhelm what 
you are trying to measure. Your research should also measure what you say it’s going to measure. 
It has been reported, for example, that residents have approved of traffic-calming measures, not 
because of the impact on traffic flow, but because they are pleased that money is being spent on 
their locality.

In any problem situation there is unlikely to be one obvious best method for getting research 
results. You will have a choice of approaches. In addition to giving reliable and valid results, your 
research will also need to be feasible. Research is generally carried out within agreed time and cost 
constraints. You would not want your in-depth, scientifically predictive study of voting to report the 
day after the election of interest over budget and late!

In the longer-term, it is the ability to manage the problem solving process in a range of situ-
ations that will be of most importance. The skill is in knowing what methodology to use. Typ-
ically, our approach will be structured and sequential. As a consequence of careful problem 
definition, a population of interest could be identified. Given the purpose of the research, the 
type of information required could be clarified and the means of collection devised. Checks 
could be made on the quality of information and the findings could be reported using various 
forms of summary.

Suppose, for example, we were asked to assess the views of young people regarding the change in 
level of university fees. It would be tempting to list a few questions, ask a few students on the local 
campus whether they would answer ‘yes’ or ‘no’ and then work out the corresponding percentages. 
But what does it mean? We would suggest that mostly such exercises are worthless. They are neither 
reliable (could be repeated with an assurance that the findings would remain the same), valid (telling 
us what it should be telling us) or develop your skills in research. It is important to assess research 
findings and the approach to research critically before deciding whether the outcomes are useful or 
not. A few questions regarding our example will make the point.

➔➔ Was the purpose of the research clear? So was the purpose of the research on student fees 
clear? The answer has got to be no. We would want to know whether the research was only 
to include current students, potential students or all young people. We would need to know 
whether any subsequent analysis would attempt to relate the outcomes to other factors like 
educational achievement and occupation of the family household. We would also want 
to clarify what was meant by ‘young’ and the importance placed on other factors, such as 
interest rates, subject and time allowed for repayment.

➔➔ Was this research necessary? Once the purpose of the research is clarified then it is possible 
to search for existing information. It is likely that someone, somewhere has published 
findings from similar research. You only need to look at the range of available government 
publications, studies by the media or the records kept by businesses on personnel or 
production to appreciate how easily data accumulate and how extensive data collections are. 
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This kind of enquiry, whether looking through dusty old pamphlets or by giving key words 
to a search engine on the Internet, is known as ‘desk research’. It is often found that many of 
the answers already exist and that you also find answers to questions you did not think to 
ask. The use of primary and secondary data will be considered in Chapter 3.

➔➔ Was the means of data collection appropriate? However we collect data, we need to ensure 
that the figures are representative and that they are sufficient. It is unlikely that a few 
students on a local campus will be representative of young people. If our point of reference is 
the UK, then we need to consider the geographical spread in addition to a fair representation 
of different socio-economic groups. If we were to ask the students on the campus about the 
change in student fees, it is likely that most would disagree with the policy (we would need 
a representative survey of students to really know). However, if we were to ask the same 
question of a more representative sample of young people (including the correct percentage 
of those not continuing to higher education) the outcome might be different. 

➔➔ What can we infer? The purpose of research is generally to provide a better understanding 
of a phenomenon or situation through description and the development of theory. We use 
our snapshot of information as a means of extending knowledge in a meaningful way. In this 
case, the lack of definition and poor methodology give no real basis for the generalization of 
our results.

The quantitative approach to problem solving and business decisions has developed within a sci-
entific tradition. Science has clearly helped us understand the world we live in and the scientific 
methods have informed approaches to research and management. As the name implies, the scientific 
approach is about being systematic in the collection of data, developing law-like relationships and 
inference. At this point it is useful to distinguish between the inductive approach and the deduc-
tive approach. The inductive approach is based on the collection of empirical evidence in a specific 
situation and then making a general statement to cover all situations. Having observed the impact 
on employee motivation of imposed performance related pay schemes in a selected number of com-
panies, for example, we might try to generalize these findings as lessons for all companies. The direc-
tion of the inference is from the specific to the general. The deductive approach is concerned with 
logic and mathematics. A theory or proposition can be built-up from accepted truths. If, for example, 
we were told that Jeff ’s earnings were greater than Roger’s and Roger’s were greater than Jon’s we 
could infer than Jeff ’s were greater than Jon’s. That is, if A . B and B . C we can infer that A . C (a 
deductive relationship). If we accept that a company can have a fixed element and a variable element 
to cost, then deductively we can infer that total cost is the sum of fixed and variable cost. You will see 
both the inductive and the deductive approaches used in this book.

 Another useful way of understanding research methods is to contrast the positivist and 
phenomenologist approaches. The positivist approach comes from the scientific tradition and is 
essentially deductive. Ideas (hypotheses) are proposed based on reason and logic. Relationships 
are suggested based on proposed or accepted theory. These relationships are examined using 
experiments or other empirical data. The approach is structured and can be repeated in a range 
of ways. Many of the statistical procedures in this book will follow this. The phenomenologi-
cal approach is based on the way people experience and understand the world. It is more con-
cerned with an understanding, in depth, of the social processes. The researcher is likely to use 
observation and small-scale studies with the outcome often taking the form of case-histories 
or case-studies.

 The value of your research will be judged partly on methodology. If the methodology is convinc-
ing then your outcomes are more likely to be accepted. The choice of methodology is not necessar-
ily a simple one. You can produce reliable and valid results in a number of different ways. In more 
complex studies, you may choose to combine several approaches to provide an overall description 
(probably using quantitative methods) and illustrative examples (qualitative methods).
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2.3 Models
A model is a representation of real objects or situations. Modelling provides a way of express-

ing our understanding of such objects and situations through the use of simplified constructions, the 
use of language, the use of diagrams or the use of mathematics. Modelling involves a transformational 
process where outcomes are explained by a range of inputs and assumptions. If we think about a scaled 
model of a dam, then the available flow of water (an outcome) will depend on how we manage those 
inputs we control (variables such as the incoming flow of water during previous time periods) and the 
assumptions being made (such as loss due to weather conditions and seepage). The transformation 
process is the modification of flow due to storage. A model of modelling is shown as Figure 2.2.

figure 2.2

A model of modelling
Inputs Outcomes

Assumptions

Transformation
process

Models can include the use of descriptive statistics and the use of statistical theory (two major 
reasons for working with numbers), but, in addition, attempt to show how we believe things work. 
The benefits of attempting to construct models to explain what we see or understand include:

➔➔ The necessity to have a good understanding of the object or situation. If we do not fully 
understand the problem, or have missed some important aspect, then the chances are that 
the model cannot be completed, will not work or will not produce the results expected. If, 
for example, when modelling a dam, we do not adequately allow for the permeability of 
surrounding rock, then we may never adequately predict the outgoing water flows. You may 
have heard of the dam constructed in Spain that has yet to fill with water and may never do 
so because of this problem.

➔➔ The recognition of all relevant variables. To be useful, a model should be a simplification 
of a problem of interest. To include all possible factors would just make the model more 
and more complex, and not allow us as users to look at the key issues. We need to strike 
a balance between those inputs that are significant and those that may have some minor 
effect but do not have a major impact on the problem characteristics. There have been many 
attempts to model the way sales respond to changes in the level of supportive advertising. 
However, to simply plot the level of sales against the level of advertising ignores the fact that 
sales will also depend on price, and may also depend on price last quarter and advertising 
last quarter (evidence does suggest that many of these influences are time-lagged). If you 
were to brainstorm this problem with colleagues you would soon obtain a long list that 
would include factors such as quality, price of competitors and advertising by competitors. 
The real issue to be addressed is what you want to achieve with the model. In most cases, 
models attempt to show how a few key variables impact on the problem and the effects of 
managed changes to these variables.

➔➔ The understanding of relationships. To determine the outcomes from a model it will be 
necessary to relate these to the inputs that we can vary and the assumptions being made. 
A simple breakeven model will determine the level of sales at which profit is zero by the 
comparison of revenue and costs. Therefore this model requires an understanding of both 
the revenue and cost functions. These relationships may need to be specified in terms of 
being ‘fit for purpose’ rather than perfectly correct. A revenue function, for example, may 
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be specified in terms of a known price multiplied by quantity, which is adequate in terms 
of a simple breakeven model. However, in other models, we would expect price to be 
allowed to vary with quantity (like the simple models used to describe supply and demand 
in economics). In specifying a relationship, the choices need to be fully understood and the 
assumptions clarified. 

➔➔ The ability to undertake analysis. The processes of defining or describing a problem can only 
be steps in problem solving. The development of a model should allow us to better understand 
how things work and to better understand the effects of any possible changes. A model should 
encourage the use of ‘what-if ’ type questions. In looking at the breakeven possibilities for a 
company, we should be asking ‘what if the fixed cost increases’ or ‘what if the price increases’. 
As you will see, spreadsheet models in particular allow the user to easily change values so that 
the consequences can be followed through. Part of the job of management is the evaluation 
of alternatives and, as we intend to show, this can be improved by the modelling of a range of 
activities, such as the control of stock or the characteristics of queues.

Models or modelling is particularly useful when we cannot work directly with the real objects or 
situations. It is an expensive business to test a real aircraft to destruction or create the conditions to 
examine company failure. Modelling is seen as a timely and cost-effective way of examining prob-
lems that can include both complexity and uncertainty.

2.3.1 Model abstraction
Modelling allows us all the advantages of not working with the real thing. We can consider, for 
example, the impact of reduced revenue flow or changed checkout systems without a business con-
sequence. In addition, modelling should allow us to think more conceptually and imaginatively about 
the problems we need to deal with. Models can be classified in terms of their level of abstraction as 
shown in Figure 2.3.

Physical (or iconic)

Schematic

Analogue

Symbolic (or mathematical)

Least abstract

Most abstract

figure 2.3

Model abstraction

A physical model or iconic model generally involves a scaled or simplified version of the real thing. 
Cardboard cut-outs can be used to represent office furniture or materials-handling equipment. These 
models find particular application within engineering, operations management and the sciences, but 
only very limited use (generally for presentational purposes) in the quantitative study of business.

Schematic models are a more abstract representation of reality and include all forms of graphs and 
diagrams. Organization charts showing job roles and authority are frequently used to describe how a 
business works. Flowcharts are used to show how computer software works. As we will see, network 
diagrams can show the various steps in project management. Schematic models give a visual picture 
and it is often said, ‘that a picture is worth a 1000 words’.

60193_02_Ch02_p059-089.indd   74 13/10/12   1:35 PM



75Chapter 2 the Quantitative approaCh

Analogue modelling is where one factor, with different properties, is used to describe another. 
Speed can be represented by a needle on a dial (a speedometer) or workflow by a liquid. Colours on 
a map, for example, can represent height, water or forests.

Symbolic models or mathematical models use a range of numbers, letters, special characters and 
symbols to represent problem situations. These models have the precision and neatness of mathemat-
ics but are the most abstract. A straight line is defined and can be understood by an equation of the 
form: Y 5 a + bX. The straight line, itself, can model something like, ‘the steady increase in sales’. These 
models may be further categorized as deterministic or probabilistic. A deterministic model will give 
a certain outcome or outcomes once the inputs are known. Once costs and revenues are known, a 
business breaking even can be modelled deterministically. In contrast, a probabilistic model will need 
to attach measures of uncertainty to outcomes. The modelling of traffic flows or telephone calls, for 
example, would need to allow for the natural variation and the uncertainty of events over time.

2.3.2 The development of a mathematical model
A mathematical model will attempt to describe a problem of interest by a number of equations or 
mathematical procedures. Relationships are established using variables and parameters, and by 
making assumptions.

A variable is a quantity or characteristic of interest that is allowed to change within a particular 
problem. The marks achieved by students in a mathematics test or the travel time to work would 
typify the measurement of a variable.

A parameter is fixed for a particular problem. When evaluating the cost of running a car for a 
one-year period, the cost of insurance would be seen as fixed and therefore a problem parameter. 
In the longer term, the insurance costs are likely to change and would be represented by a variable. 
Parameters are often described as fixed variables which, as the names implies are given a value for a 
particular problem but may be given another value for another problem.

An assumption is something we accept to be true for the model we are working on. To assume 
that the cost of insurance is fixed for the year is reasonable (and most assumptions are reasonable), 
but ignores the fact that we can change or cancel insurance policies through the year. To assume 
travel patterns or expenditure patterns remain stable during the period of a survey may be reason-
able but can still be subject to unseasonably bad weather or other unpredictable factors.

Suppose the cost of vehicle hire involves a fixed cost of £100, a daily charge of £25 and a mileage 
charge of five pence per mile. In this case there are two variables, the number of days of car hire (which 
we will call x) and the number of miles travelled (which we will call y). The fixed cost of £100 will not 
vary in this problem and is recognized as a problem parameter (which is likely to be different for differ-
ent hire arrangements). The total cost (c in £s) can be expressed in the following algebraic form:

c 5 100 1 25x 1 0.05y

It is assumed that no other costs, such as fuel or parking, need to be included. Typically assumptions 
are not stated but are important when an interpretation of the results is required.

Mathematical notation (such as the use of 5, 1, x and y) allows a simply summary of the way 
things are related. Once in mathematical form, we can then manipulate the expression to consider a 
wider range of ideas.

If we are told that the vehicle hire was for five days and that the distance travelled was 723 miles, 
then by substitution, the total cost can be calculated:

c 5 100 1 25 3 5 1 0.05 3 723 
5 100 1 125 1 36.15 
5 £261.15
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Suppose now that we are told to work within a budget of £225 for a journey that will take four days. 
By manipulating the equation, we can calculate the number of miles we can travel before exceeding 
the budget. By letting c = 225, we get:

225 5 100 1 25 3 4 1 0.05y
225 5 100 1 100 1 0.05y

We can now rearrange to get the equation in terms of y:

0.05y 5 225 2 100 2 100
5 25

Dividing both sides by 0.05 gives:

y 5 500

This result does need interpretation. If we travel exactly 500 miles then our costs will match the 
budget; if we travel more we will exceed the amount allowed in our budget and if we travel less 
money will be left over.

2.3.3 Models of uncertainty
To be able to calculate that a budget of £225 will fund a travel distance of 500 miles is the type 
of result you would expect from a deterministic model. However, many problems have some ele-
ment of uncertainty and require an understanding of probability. Models that include uncertainty 
are referred to as probabilistic or stochastic.

Typically, travel plans can include some uncertainty. Suppose you know that you will need to 
travel at least 400 miles, but may need to travel further if important customers are prepared to see 
you. Customer X would add 100 miles to your journey and customers Y and Z would both add 
50 miles. However, you do not know if these customers will see you at this stage but you can make 
a good guess at what the chances are (in Part 3 we will fully develop the concept of probability). 
 Suppose the chances for each customer are seen as being 50/50. In the notation of probability, a 
50 per cent chance would be written as ½ or 0.5.

We can construct a table to show all the different possibilities – see Table 2.1.

Table 2.1 This table shows the number of possible outcomes to your travel plans given that you do not know 
at this stage whether three important customers (X, Y and Z) are willing (Yes) or are not willing (No) to see you.

Customer X (+100) Customer Y (+50) Customer Z (+50)
Additional  

mileage
Total mileage  

(additional + 400)

No No No 0 400
Yes No No 100 500
No Yes No 50 450
No No Yes 50 450
Yes Yes No 150 550
Yes No Yes 150 550
No Yes Yes 100 500
Yes Yes Yes 200 600
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Given that all the outcomes are equally likely, we could work out the average mileage:

x = + + + + + + + = =400 500 450 450 550 550 500 600
8

4000
8

5000

As we shall see in the coming chapters the mean, x, is important as a descriptive statistic and also 
as an expected value. If we faced this situation a number of times, then on average, we would 
expect to travel 500 miles. It could be that this time all three customers are unwilling to see you 
and as a result you only need to travel the minimum distance of 400 miles or that all three custom-
ers want to see you and you will need to travel the maximum distance of 600 miles. In response 
to this uncertainty, we are developing a probability model. Given that all eight listed outcomes 
are equally likely we can talk about a one in eight chance of having to travel 400 miles or a one in 
eight chance of having to travel 600 miles. We can also talk about this one in eight chance as being 
12½ per cent (1/8 × 100) or a probability of 0.125. The chance of travelling 500 miles is two in 
eight, or 25 per cent, as this can happen in two ways; either only customer X is willing to see you 
or only customers Y and Z.

Do not feel concerned if this seems a little baffling at this stage; the ideas of descriptive statis-
tics, expected values and probability will be fully explained in later chapters. The above calcula-
tion of the mean and the chance of each outcome has been simplified because the chance of a 
customer being willing to see you has been a uniform 50 per cent. If this chance or probability 
changed then we would need to develop an approach to manage this. In most problems we will 
find that the outcomes are not equally likely (e.g. one in eight) and we will need to work with a 
notation and theory.

2.3.4 Computer-based modeling
Computers bring all the benefits of increased computational power and linkages to a mass of data, 
but also the threats of information that lacks reliability and validity. Computers can take you on a 
voyage of discovery or leave you struggling with a mass of emails and confusing data.

In this book we are concerned with the ways computing can support your use of quantitative 
methods. The chances are (a probability statement!) that you will have access to a spreadsheet as part 
of your course and that in future employment, computer competence will be expected. The approach 
in this book is to understand the problem first and then search for data.

The level of abstraction is a useful way to think about computer-based modelling (see 
 Figure 2.4). It is true that we could work through any model without the use of a computer and 
in that sense a computer is not magical. What we cannot do is match the speed of computers. 

figure 2.4

Level of abstraction
Computational

Analytical

Simulation

Expert systems

Least abstract

Most abstract
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Computers do make calculations simple. If you model multi-channel queues, you are likely to 
come across formula like:

∑ λ µ λ µ µ
µ λ

=
+ ×

− × × −=

−P

i s s

1
( / )

!
( / )

( 1)! ( )

i s

i

s0

0

1

We could do this calculation and the others that go with it by hand, but we think you will quickly 
agree that this is a rather tedious way to proceed. A range of software is available that will do the 
calculations for us, including spreadsheets. Having specified the model, in this case a queuing model, 
a computer is used for computational purposes.

The ease of calculation and recalculation offered by computer software does facilitate analysis. 
Once we can easily use formula like the above, we can begin to ask questions like:

➔➔ what if the value of s were to change from. . . to . . . ?
➔➔ what if the value of λ were to change from . . . to . . . ?
➔➔ what if the value of μ were to change from . . . to . . . ?

Spreadsheets are a particularly effective way of developing computational models. They are struc-
tured in such a way that if a critical value, say for example the interest rate, is changed then all the 
subsequent calculations are updated.

Those problems that can be solved by the use of mathematical techniques and manipulation are 
analytical. A model showing how a company can make a loss or a profit or breakeven is a good 
example of the analytical approach. Once the revenue and cost functions of a company are defined, 
then the difference will measure profitability. The breakeven point is just a special case where profit 
is equal to zero. However, there are a number of problems that cannot be modelled in this way. There 
are times when the mathematics is just too difficult or the problem situation is not sufficiently under-
stood. You can see more of modelling in Part 6 found on the book’s online platform. 

Simulation models (see Part 6 on the online platform) are not solved by mathematical manipulation, 
although they are likely to use equations and distributions. What simulation models attempt to do is rep-
licate the characteristics of the problem situation and then, by experimentation, examine the outcomes of 
varying inputs. A typical application would be the examination of queues in a supermarket where demand 
patterns were complex. We could model the flow of customers using existing data and then consider 
the impact on waiting time and queue length of adjusting the number of checkout points, for example. 
It would be unnecessarily expensive for the supermarket to make structural alterations just to evaluate 
whether four or five or six or any other number of checkouts was most appropriate. Even if the most suit-
able number of checkouts were known for a typical day, the simulation model could be used when events 
were not typical, for example, the last day of trading before Christmas or the day of the local football derby.

Expert systems are concerned not only with the analysis required for problem solution as speci-
fied, but also advising on solution. Expert systems attempt to capture the ‘best thinking’ on problems 
from a range of sources and produce approaches or ideas that offer solutions. Expert systems are 
often most effective when relationships are logical rather than mathematical or where the problem 
is only semi-structured. Expert systems tend to work well when information is incomplete or is not 
clearly understood. An expert system has three major components:

➔➔ a user interface;
➔➔ a knowledge base; and
➔➔ an inference engine.

We expect to see the use of expert systems continue to develop. As the flow of data increases and the 
means of analysis becomes forever more sophisticated, we would expect improved user support in 
the form of analysis and advice from your laptop, tablet, or mobile device.
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2.4 Measurement
Measurement is about assigning a value or a score to an observation. To label the respond-

ent to a survey as a smoker or non-smoker, or record precisely the dimension of a car component 
involves measurement. Measurement is the representation of type, size or quantity by numbers. It is 
this collecting of facts and opinions, often in numerical form, that we refer to as data. Data become 
information when organized in such a way that it does inform the user.

The properties of the numbers assigned depend on what we wish to measure. Coding a male 
respondent ‘0’ and a female respondent ‘1’ provides a very different type of measurement to record-
ing their finishing position in a cross-country race (first, second, third, etc.) or recording their 
income last year. How we work with data will depend first on the type of data collected, and second 
on the level of measurement achieved. The relationship between the two is shown in Figure 2.5. 

Type of Data Level of Measurement 

Data 

Nominal 

Continuous 

Discrete 

Ordinal 

Ratio 

Interval 

Nina and Ravinder own cars,
Kristian does not own a car.  

In a local talent contest, Nina
came second, Ravinder third

and Kristian sixth.  

In a numeracy test Nina got
55, Ravinder got 45 and

Kristian got 90.  

In a survey of travel time,
Nina took 25 minutes,

Ravinder 13 minutes and
Kristian 18 minutes.

Categorical 

figure 2.5 Type of data and level of measurement

Categorical data are, as the name implies, responses that are placed into distinct groups or cat-
egories that are non-overlapping. For example the variable ‘Gender’ will have two categories, male 
and female. The variable ‘Size’ could have three categories: small, medium and large. Categorical data 
are associated with two levels of measurement: nominal and ordinal. 

If responses are merely classified into a number of distinct categories, where no order or value is 
implied, only a nominal level of measurement is being achieved. The classification of survey respond-
ents on the basis of religious affinity, voting behaviour or gender are all examples of nominal meas-
urement. For data processing convenience, we may code respondents 0 or 1 (e.g. YES or NO) or 1, 2, 
3 (Party X, Party Y, Party Z), but these assigned numbers give no measure of amount or importance. 
They do not relate to a meaningful origin or to a meaningful distance between the categories. We can-
not use arithmetic and calculate statistics like the mean and the standard deviation which do require 
measurement made on scales with both order and distance. We can only count how many there are 
within each category, make percentage comparisons (e.g. 30 per cent will vote for party X), present 
data using bar charts (see Chapter 5) or use more advanced statistical methods (see Chapter 14).
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An ordinal level of measurement has been achieved when it is possible to place all the categories 
in rank order according to some criteria. The preferences indicated on a rating scale ranging from 
‘strongly agree’ to ‘strongly disagree’ or the classification of respondents by social class (occupational 
groupings A, B, C1, C2, D, E) are both common examples where ranking is implied. Individuals 
are often ranked as a result of performance in sporting events or business appraisal. In these exam-
ples we can position a response or a respondent but cannot give weight to numerical differences. For 
example we could categorize respondents’ height as either ‘short’ or ‘medium’ or ‘tall’ but could not 
determine, using those ranked categories, the difference say in centimeters between one respondent 
and another. It is as meaningful to code a five point rating scale 7, 8, 12, 17, 21 as 1, 2, 3, 4, 5 though 
the latter is generally expected. Only statistics based on order really apply. You will, however, find 
in market research and other business applications that the obvious codings are made (e.g. 1 to 5) 
and then a host of computer-derived statistics calculated. Many of these statistics can be useful for 
descriptive purposes, but you must always be sure about the type of measurement achieved and its 
statistical limitations.

Continuous and discrete data are indicative of responses placed on a scaled continuum, like a ruler, 
that has both order and distance. Truly continuous data can take on any value within a continuum, 
limited only by the precision of the measurement instrument. Time taken to complete a task could be 
measured as 5 seconds or 5.17 seconds or 5.16892 seconds. You will have to decide the accuracy with 
which to measure and report your results. To report an average weekly expenditure of £5.91689 would 
be seen as having too much detail for practical purposes; the mathematical precision outweighs its 
business significance. Typically we would quote this result to two decimal places (2dp): £5.92. 

Discrete data on the scaled continuum can only take on certain values, usually whole numbers 
(integers). The distance between the numbers on the continuum remains constant and implies a 
counting scale (0, 1, 2, 3, 4…..). For example the number of people in a household can only be meas-
ured as 1, 2, 3, 4 and so on. In determining the average number of people in households surveyed as 
1.8 implies that there is an underlying scaled continuum. However, 0.8 of a person is only meaningful 
in terms of an average value that might be used in further analysis. For reporting purposes we would 
need to decide whether to round our answer and quote an average of two people per household.

Continuous and related discrete data are associated with interval and ratio levels of measurement. 
On these scales arithmetic operations such as addition, subtraction, division and multiplication is 
permissible. For example, person A has a salary of £25 000 and person B £32 000. We can subtract 
the two values to obtain the difference in salary (£7000), or we could divide the difference by 12 to 
obtain the monthly difference (£583.33).

 An interval scale is an ordered scale where the differences between numerical values are mean-
ingful. Temperature is a classic example of an interval scale, the increase on the centigrade scale 
between 30 and 40 is the same as the increase between 70 and 80. However, heat cannot be measured 
in absolute terms (0°C does not mean no heat) and it is not possible to say that 40°C is twice as hot as 
20°C, but we can say it is hotter. In practice, there are few business-related measurements where the 
subtlety of the interval scale is of consequence.

 The highest level of measurement is the ratio scale which has all the distance properties of the 
interval scale and in addition, zero represents the absence of the characteristic being measured. Dis-
tance and time are good examples of measurement on a ratio scale. It is meaningful, for example, to 
refer to zero time and zero distance and refer to one journey taking twice as long as another journey 
or one distance as being twice as long as another distance. Similarly we can refer to zero people in a 
household and also refer to one household being twice as large as another household. Comparative 
examples of the different types of measurement is shown in the previous Figure 2.5.

 In summary, it is considered more powerful to achieve measurement at a higher level as this will 
contain more discriminating information; it is more useful to know how many cigarettes a respond-
ent smokes on average (0 or more) than just whether they smoke or not. The measurement sought 
will depend on the purpose of the research. If we are only concerned with whether respondents vote 
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or not, then nominal measurement is sufficient. If we want a comparison of types of chocolate bar by 
sweetness or appearance then we will need, at least, an ordinal level of measurement. If we want to 
measure time or distance then we will want all the benefits of ratio measurement.

The difference between types of data and the importance of these differences will become more 
apparent as you continue with your course in quantitative methods. It is worth noting, however, that:

➔➔ continuous data can be transformed to categorical data;
➔➔ the statistics developed for lower levels of measurement can always be used at the higher 

levels, but not (with validity) at a lower level, e.g. statistics developed for interval data cannot 
be used for nominal data.

ILLUsTRATIvE
EXAmPLE

shopping Developments  
Limited Part I

If wE LOOK AT ThE shOPPINg survey questionnaire administered in the New Havens shopping 
precinct we can see that different types of data and levels of measurement were collected. The 
table below shows some of these related to each of the questions, can you complete the table?

Question No. Type of Data Level of Measurement

1 Categorical Nominal
2 Categorical Ordinal
3 Continuous Ratio
4 Categorical ?
5 ? ?
6 ? ?
7 Categorical Nominal
8 ? ?
9 Continuous (Discrete) Ratio
10 ? ?

2.5 Scoring models
The process of making decisions is likely to be easier if we only need to make calculations 

on a single factor, such as cost in £s or travel time in hours. It is also easier to justify our decision if we 
can offer explanations like, ‘it was the lowest cost solution’ or, ‘it would minimize overall travel time’.

However, a number of problems require a judgement on a range of information and this infor-
mation may be based on relatively limited measurement (see Section 2.4 Measurement). Scoring 
 models provide a way of combining such information and informing decision-making. The out-
come of a model cannot be a substitute for considered decision-making but can provide a useful 
basis for thinking about the problem.

The example given is typical of scoring model problems; there is no simple, single criterion to 
work with and a number of factors need to be considered.
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To construct a scoring model all the factors considered important should be listed and a weight 
assigned indicating their relative importance (in the judgement of the managers). Then, on each of 
the factors, each site should be given an agreed score out of this ‘weight’ or an agreed ranking (e.g. 
Site A was given two out of six for amenities and two out of eight for distance). In our example, a total 
for each Site is found (by adding the scores in each column), and the Site with the largest total is seen 
as the winner. Table 2.2 shows the use of this simple, additive scoring model.

Suppose a company needs to select a new location and that the choice has been narrowed down to 
three possible sites. Each of the sites is seen as having some advantages but also some drawbacks. 
Managers have been consulted, but cannot agree on the best possible choice. A number of meetings 
had taken place, but these were not always regarded as being productive. One of the problems the 
managers faced was the number of factors to be considered, and the fact that these factors could not 
easily be quantified. On one occasion, the availability of skilled labour was accepted as being most 
critical, while on another occasion it was agreed that the quality of transport links was more important.

Example

Table 2.2 An additive scoring model

Factors Weight Site A Site B Site C

Amenities 6 2 5 3
Distance 8 2 6 3
Housing 10 3 6 3
Safety 0 0 0 0
Services 14 10 8 9
Skilled labour 20 12 8 16
Transport 20 18 10 14
Total 47 43 48

 The model can be adapted to meet the needs of a particular problem. In this case, safety has been 
given a weight of zero, since the same safety standards apply regardless of site (and is therefore not 
a factor in our decision-making). Skilled labour and transport were regarded as equally important 
and given the highest weight in this example, of 20. In this case, Site C achieved the highest score and 
would be regarded as the most-favoured choice. Given that scoring models are only really seen as 
bringing together ideas and providing a basis for progressing discussions, the difference between the 
48 for Site C and the 47 for Site A would not be regarded as particularly important.

The additive scoring model is used when higher levels of measurement, such as interval and ratio 
scales cannot be achieved. It provides an easy summary of a range of factors that cannot be easily 
combined using a common unit, such as £s. All that happens is that once weights and scores have 
been agreed, a summing takes place and the option, a possible site in this case, with the largest total is 
seen as the best choice. As a model it does help focus debate and can help avoid the problem of ‘going 
round in circles’. It is not seen as giving the answer, but just informing the decision-makers of how 
options ‘weigh-up’. The main criticism is that the whole model is subjective. The results will depend 
on what factors you choose to include, the weights that are chosen and the assignment of scores.

If we change the weighting given to skilled labour and transport (perhaps as part of a ‘what-if ’ 
question), the scoring model would change as shown in Table 2.3.
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The outcome of a scoring model depends on the weights and how the scoring has been done. Sites 
A and C both score strongly on the factors ‘skilled labour’ and ‘transport’; if these factors are reduced in 
importance (the value of the weighting reduced) we would expect to see a corresponding effect on their 
overall totals. These models are based on judgement and agreement, and if this cannot be obtained then 
the value of the modelling is reduced. The models do lend themselves to ‘what-if, type analysis and it can 
be an interesting exercise to change values and monitor the consequences. It is generally accepted that 
managers should be encouraged to ask questions like, ‘what if skilled labour becomes less important?’ 
or, ‘what difference would this investment make if we became less dependent on good transport links?’.

In many circumstances, it is easier and more realistic to rank options rather than score them. 
Typically, in market research, respondents would be asked, ‘which brand do you prefer?’ or, ‘rank the 
following in order of preference’. In Table 2.4 preferences have been ranked.

Table 2.3 The additive scoring model (with changed weights)

Factors Weight Site A Site B Site C

Amenities 6 2 5 3
Distance 8 2 6 3
Housing 10 3 6 3
Safety 0 0 0 0
Services 14 10 8 9
Skilled labour 10 6 4 8
Transport 10 9 5 7
Total 32 34 33

Table 2.4 A multiplicative scoring model

Factors Weight

Site A Site B Site C

Rank Score Rank Score Rank Score

Amenities 6 1 6 3 18 2 12
Distance 8 1 8 3 24 2 16
Housing 10 1.5 15 3 30 1.5 15
Safety 0
Services 14 3 42 1 14 2 28
Skilled labour 20 2 40 1 20 3 60
Transport 20 3 60 1 20 2 40
TOTAL 171 126 171

We need to be very careful working with ranked data. It is tempting to give the best or the first 
number one (like the music charts), but if the option with the largest total is to be chosen then the 
first should have the highest value and the second the next highest value and so on. In this case we 
rank 3, 2, 1 and not 1, 2, 3. We are looking at a multiplicative ranking model (often referred to as 
a multiplicative scoring model though technically we are working with ordered data). The weight is 
multiplied by the rank and then the outcomes are added. Sites A and C share the highest score, and 
in terms of this analysis we would say that we were indifferent between Sites A and C.

As you will have seen, the answers achieved depend on the model used. In this particular case 
we would want more detailed information, including financial information, and would want to use 
more sophisticated modelling.
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However, we can use scoring models to make the more general point that analysis is no substitute 
for the human element in decision-making which also includes effective problem formulation, valid 
and reliable data, appropriate analysis, the generation of creative ideas, effective communication and 
managerial judgement.

meaningful  
measurement mINI CAsE 2.1

gETTINg DATA AND mAKINg CALCULATIONs can be the easy part. Understanding the real issues and 
asking the right questions can be more difficult. Reporting average travel time or the variability in 
competitors’ price can be a computational exercise. But how can you assess how customers will 
respond to a change in product packaging or employees to changes in working practices?

Even if measurement is difficult, it can be important if you want to understand the issues facing 
the world and you want to monitor change over time. If you visit the website of the New Economics 
Foundation (NEF) (see www.neweconomics.org/publications/well-being) you will find details of a 
report, ‘The Happy Planet Index 2.0’. The 2009 report is based on the analysis of the well-being of 143 
countries of the world. Rather than using Gross Domestic Product (GDP) to measure the economic 
growth, it uses a Happy Planet Index (HPI). The HPI is based on life expectancy, life satisfaction and 
ecological footprint derived from the 143 countries data bases. 

Consider an extract from the report given below:

‘In an age of uncertainty, society globally needs a new compass to set it on a path of real 
progress. The Happy Planet Index (HPI) provides that compass by measuring what truly matters 
to us – our well-being in terms of long, happy and meaningful lives – and what matters to the 
planet – our rate of resource consumption.’ – Executive Summary

hpi goal
The goal of the HPI is to question what is valuable in life. It is based on two axioms: happy and healthy 
lives are sought-after around the world; this is not a privilege of the current generation but also future 
generations. The HPI combines progress towards these two goals in a single figure.

HPI by sub-region Central America, Mexico & Carribean
South America

South East Asia
North Africa

China
South Asia

Western Europe
Central Asia & Caususes

Middle East / South West Asia
Wealthy East Asia

Nordic Europe
Central & Eastern Europe

Southern Europe
Australia & NZ

Russia, Ukraine & Belarus
North America
Western Africa

Southern & Central Africa
East Africa

0 10 20 30 40 50 60 70
HPI

© June 2009 NEF (The New Economics Foundation)
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2.6 Conclusions
The use of numbers is likely to be part of most organizational decision-making. Numeracy 

is considered to be an important managerial skill – managers need to understand and work effectively 
with numbers. In this chapter we have considered the quantitative approach to problem-solving.

The real skill of problem-solving is not about accepting problems as given, throwing data at them 
and making decisions quickly. Substantive and complex problems need to be worked on and as 
managers, you will need to manage the problem-solving process (see the Exercise ‘What if you don’t 
know what to do?!’). Problem identification and definition are critical stages. There is considerable 
evidence from organizational studies that problem-solving is rushed and that considerable time is 
spent solving the wrong problem. The example often used to illustrate this latter point is of customers 
arriving at a busy hotel complaining about queuing for the lifts. Attempts at improving the capacity 
of the lifts and the speed of the lifts are typically expensive and often make little difference to the 
level of complaints. If mirrors or other decorative changes are made complaints often stop. Why? The 
problem was being specified in terms of the speed and capacity of the lifts but, in fact, what custom-
ers were unhappy with was the wait for a lift. Once waiting for a lift becomes more interesting (you 
can look at other people in the mirrors!) the reason for complaint disappears.

We need to build our approach to problem-solving on a ‘sound foundation’. It is methodology that 
will make our results acceptable (see the Mini Case 2.1 ‘Meaningful measurement’). The objectives 
of our work should be clear. If we are collecting our own data, then we need to clearly define those 
people of interest to us (like all those that listen to Radio 1 at least once a week or those entitled to 
vote at the next election) and ensure that they are fairly represented in any sample selection. We 
should be able to justify our approach in terms of reliability (that what we do can be repeated and give 
similar results), validity (we measure what we say we measure) and feasibility (we can deliver within 
time and cost constraints).

In the quantitative approach we want to do more than just describe situations. To undertake 
analysis we need to understand relationships (between variables), develop concepts and test theories. 
A model provides a working representation of our problem. We can test whether the ideas we have 
used to develop the model are adequate. We can change the model and look for improvement. We 

In discussing the above figure the report indicates:

‘… the two top sub-regions are those of Latin America. Here, levels of life satisfaction and life 
expectancy are high (perhaps surprisingly high to people from rich nations accustomed to regarding 
the global South as a den of misery and disease). The two sub-regions boast ten countries with 
levels of life expectancy higher than certain EU members (Hungary and Estonia), many of them 
much poorer and with significantly smaller ecological footprints. As we have noted, some of the 
highest figures for life satisfaction are also found in this region – Costa Rica’s figure of 8.5 standing 
out particularly. Other sub-regions that do reasonably well are South East Asia and North Africa.’

The HPI is still only as good as the raw data it is based on, and so it is worth being careful 
in interpreting the small differences between individual countries. More can be learnt from 
looking at the generally larger differences between groups of countries. Having said that, 
a glance at the top of the table offers some clues as to what sustainable well-being might 
involve. (pp 27–28)

Source: The Happy Planet Index 2.0 (2009) www.neweconomics.org/publications/well-being
© June 2009 NEF (The New Economics Foundation) Reproduced by permission.

(Continued )
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can change inputs into the model and study any difference this makes (try a ‘what-if ’ scenario). As 
an analogy, to merely produce performance statistics would not tell us how a car engine works and 
certainly would not help us if it did not start. Working with data is like working with a car engine, it 
helps if you know how all the bits fit together.

2.6.1 Online resources
In the introduction to Part 1 and in this chapter reference has been made to additional resources that 
can be found on the book’s online platform. Specific to this chapter these resources include:

➔➔ The Shopping Developments Ltd. questionnaire data in either the EXCEL file CSE2.xlsx or 
the SPSS file CSE3.sav

➔➔ Reference to modelling and simulation in Part 6 of the online platform

In Part 8 of the online platform there are student guides on using EXCEL and SPSS. 

2.7 Questions

Discussion questions
1 A medium-sized business operates a small fleet of vehicles. The existing practice is to allocate 

to each driver a particular area. This area then becomes their ‘patch’. The drivers undertake 
all the deliveries in their area and only help out in other areas in exceptional circumstances. 
However, demand has becomes less predictable and some drivers complain that they have an 
unfair workload. The business would like to see a more flexible use of vehicles and drivers. 
What aspects of this problem would you regard as quantitative and what aspects would you 
regard as qualitative?

2 You would like to assess the impact on your course of recent staff sickness. How could you 
ensure that your approach was feasible, and produced results that were reliable and valid?

3 What is the difference between data and information?

4 What characteristics would a model of traffic flow at traffic lights have in common with a 
model of customer queues at a checkout point?

Multiple choice questions

EXCEL

sPss

1 Information is:
a. all the facts and figures 
b. the creation of a database
c. the selective use of data to inform the 

user
d. a summary of the solutions

2 The quantitative approach requires: 
a. a scientific rigour in the collection of 

data
b. the selective use of data 
c. the correctness of calculation 
d. all of the above
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3 Primary data:
a. is collected for a specific purpose 
b. can be any data 
c. is supplementary data 
d. is none of the above

4 A parameter: 
a. is a quantity or characteristic allowed 

to change within a particular problem 
b. takes a fixed value for a particular 

problem 
c. is always the same value 
d. is always a different value

5 The level of measurement achieved by 
recording the degree that a person reading 
this book likes or dislikes its layout using a 
scale one to five is:
a. nominal 
b. ordinal 
c. interval 
d. ratio

6 The level of measurement achieved by 
recording whether the respondent smokes 
cigarettes or not is:
a. nominal 
b. ordinal 
c. interval 
d. ratio

7 The level of measurement achieved by 
calculating the travel distance of shoppers:
a. nominal 
b. ordinal 
c. interval 
d. ratio

8 Scoring models could be used for:
a. a cash flow forecast 
b. breakeven analysis 
c. clarifying the choices between options 

that involve a number of factors 
d. the evaluation of a saving scheme

Exercise questions
1 You are given the following information on two types of photocopying machines. The Exone 

has a fixed cost of £400 per annum and a running cost of £20 per 1000 copies. The Fastrack has 
a fixed cost of £300 per annum and a running cost of £25 per 1000 copies. Express the cost for 
each machine by means of an equation and calculate the cost corresponding to a requirement 
for 10 000, 20 000, 30 000, 40 000 and 50 000 copies per annum. Comment on your findings.

2 The following represent the variables used in a household survey. For each variable define the 
type of data collected and the level of measurement used. 

Gender  Work status  Age  Persons  Income  Area
 (i) (ii) (iii) (iv) (v) (vi)

Variable Codes:
Gender: Gender of respondent 1 Male; 2 Female
Work Status : Type of employment 
1 Full Time; 2 Part-time (8–29 hours/week); 
3 Part-time (under 8 hours/week)
Age : respondents age in years
Persons in Household: number of people living in the house 
Income : Income of respondent 
1 Under £5500; 2 £5500–7499; 3 £750–9499; 4 £9500–11 499; 5 £11 500–14 499;  
6 £14 500–18 499; 7 £18 500 or over
Area Type : Type of residential area
0 Conurbation; 1 Other Urban; 2 Rural
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3 What type of data would you expect to get from the following questions? Make suggestions as 
to  how these questions could be improved?
a. What do you dislike about your travel to work?
b. Do you usually travel to work (give main mode of travel):

(i) on foot? Yes No
(ii) by bus? Yes No
(iii) by train? Yes No
(iv) in your own car? Yes No
(v) in someone else’s car?  Yes No
(vi) by other? (please specify) . . .

c. How long does your journey to work take, in minutes, door to door?
d. What was your age last birthday?  years
e. ‘No further motorway construction should take place’

strongly agree 1
agree 2
neither agree or disagree 3
disagree 4
strongly disagree 5

4 You have been given the following extract from a scoring model used to compare three 
products, A, B and C, in terms of marketing:

Factors Maximum points Product A Product B Product C

Existing demand 20 12 20 15
Marketing effort 10 4 4 5
Fit with other products 15 1 6 4
Packaging 10 5 6 6
Market trends 5 3 3 4

a. Using an appropriate model, evaluate the above and comment on your results.
b. If the weighting for ‘market trends’ were to double (i.e. maximum points increased to 10), 

what impact would this have on your results?
c. Suggest ways this model could be improved.

5 A company has to decide whether to develop a new product, Prototype A, or the existing 
Product B. After discussions, it was agreed that the following scoring model would be helpful:

Factor Prototype A Existing Product B Score

Time to develop:
over 6 months ✓ 1
3 months but under 6 months 2
under 3 months ✓ 3

Research requirements:
high ✓ 1
medium 2
low ✓ 3
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Factor Prototype A Existing Product B Score

Changes to production methods:
high ✓ 1
medium 2
low ✓ 3

Need for staff development:
high 1
medium ✓ 2
low ✓ 3

Product life expectancy:
long ✓ 3
medium 2
short ✓ 1

Expected returns:
high ✓ 3
medium ✓ 2
low 1

a. Using an appropriate method, evaluate the model and indicate whether your results 
support the case for developing a new product Prototype A or developing the existing 
Product B.

b. It has been agreed that the last two factors are of more importance. Evaluate the model 
again, but this time give ‘product life expectancy’ a weighting of three and ‘expected 
returns’ a weighting of two. Comment on your results.

6 The following scoring model has been developed to inform managers on the choice of new 
location. A number of factors have been identified as important and these have been weighted. 
The locations have been given a rank (highest meaning best) for each of the factors. Evaluate 
using a multiplicative model.

Possible locations

Factor Weight Site A Site B Site C Site D

Labour 8 2 4 3 1
Cost 10 2 3 4 1
Transport 8 3 4 2 1
Services 4 1 3 2 4
Housing 2 3 2 1 4
Materials 4 4 3 2 1
Expansion 6 3 4 1 2
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Objectives

3

The collecTing TogeTher of facTs and opinions, typically in numerical form, pro-
vides data. Whether this data is useful or not depends on what purpose it is required 
to serve, the method of collection and its collation. The data will become information 
(good or bad) when it informs the decision-making of the user.

Managing Data

 By the end of this chapter, you should be able to:

➔➔ discuss the issues of data collection

➔➔ demonstrate a knowledge of data sources including those that are Internet 
based

➔➔ identify the importance of primary and secondary data

➔➔ explain the difference between a census and a survey

The management of data is an important skill to develop. In some situations, the data requirement 
is established, such as the need to measure the pressure in a gas pipeline at regular intervals of time or 
sample for defective items in a production process. In other situations the data required is less clear. 
What data would you need to explain the changing rates of crime or trends in smoking? It is likely 
that avail able data on crime or smoking or other topics of interest will only be informative on certain 
aspects. Mostly you will find some and need to add some.

Many business, economic and social questions are not amenable to a simple ‘yes’ or ‘no’ answer; 
they need clarification and discus sion. Solutions are likely to be part of a problem-solving process 
(see Section 2.1, Problem solving) and it is important to get this process right. Having clarified the 
purpose of any research and the resources available, we should be in a better position to identify 
the data required. It is always worth asking about the objectives known, are they acceptable and can 
they be achieved? The shortage of data is rarely an issue now. A few minutes spent searching on the 
Internet is likely to produce several hundred leads on most common topics of interest. In terms of 
data selection, we will want to know whether the data is:

➔➔ appropriate
➔➔ adequate
➔➔ without bias.
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Effective problem-solving is not just about coming up with answers, but establishing a sustain-
able process that can be trusted and can give the necessary new insights. It is unlikely that we will 
have just one problem to research. It can be useful to think about managing a portfolio of prob-
lems. As we make progress with one problem we should be developing the skills to solve other 
problems. As we discover new sources of data, software or techniques applicable to our immedi-
ate problems, we should also be developing the knowledge we may need to solve  problems in the 
future.

What is more important, solving the problem or developing the problem-solving skills?  
A typical dictionary definition of data is ‘things known and from which inferences may be 
deduced’. This book is concerned essentially with the use of numerical data. Numbers can be 
used to describe all kinds of phenomena. In answering a question like ‘what sort of business is 
it?’ we will soon begin to talk numerically (if we have the data) about size, profi tability, product 
range, the market place, the characteristics of the workforce and a host of other factors. To be of 
value, the questions and the responses need to be appropriate. If your budget for car purchase is 
no more than £2000, it is not particularly useful being given a range of prices for Porsche cars 
between two and four years old. Data must serve its pur pose. We could, for example, be given 
sales figures on an annual, quarterly, monthly, weekly, daily, hourly or minute-by-minute basis. 
If all we want to know is the general trend over time, then quarterly or monthly data might be 
sufficient. If we want to predict demand for Thursday and Friday of next week, recent sales on a 
daily or even hourly basis are likely to be required. Working with the numbers given should be 
informative, but we should also be prepared to take account of other factors. Making sense of the 
numbers for travel to work time may mean that we take account of local road works or a major 
sporting or music event. Numbers alone are unlikely to give us an adequate understanding of any 
business problem. We also need to take account of the people involved, the culture, the legal and 
economic environment.

Knowing whether the information is adequate is a problem for the problem solver. It is always 
possible to collect more and more data. So where do we stop?

You will:

➔➔ need to be clear about problem boundaries;
➔➔ need to know what the problem owner or client expects from you;
➔➔ need to know if any data is missing (there are many examples of computer files being lost  

or wiped);
➔➔ be expected to work within time and resource constraints;
➔➔ need to decide whether the current data is sufficient for the purpose (as defined by agreed 

objectives) or whether additional data should be acquired.

It is important to establish the level of detail required. A survey that is planning to contrast smoking 
behaviour by gender, age, area and occupation will require adequate numbers in all these categories, 
and is likely to be larger and have a more complex design than one intended to establish only the 
overall percentage that smoke.

The data we have will be the basis of any inferences we make. If the data, in some way mis-
represents those of interest we have the problem of bias. The results of a survey of married 
women could not, for example, be taken to represent the views of all women. If this survey did 
not give a fair chance of inclusion to younger married women, then a further source of bias 
would exist. The underlying principle is that of fair representation. We need to be clear about 
who or what we want to talk about (make inference to) and how the sources of data can fairly 
represent them.
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3.1 Issues of data collection
The 5 Ws and H technique is frequently used in problem or issue clarification. By asking 

the questions: who?, what?, where?, when?, why? and how? we should be able to establish more clearly 
what the problem actually is. We shall use this technique to both illustrate the use of the technique 
and consider the issues of data collection.

Who? Who is an important first question in any problem. Data will always relate to a particular 
group of people or set of items in time and we use this concept to define the population we will be 
working with.

The population is defined as all those people, items or organizations of interest. Given limited 
resources, including time, the identification of the relevant population is essential. If, for example, 
you were concerned with the acceptability to women of a new contraceptive pill it would be pointless 
contacting a group of people to find that half were men. A similar problem can arise if the group you 
have identified as the relevant population does not include everyone for whom the survey is relevant. 
If you were interested in the purchase of music, you would need to be careful not to exclude those 
under 16 years of age.

The definition of a population will generally need some further clarification. Typically, an audit 
is concerned with the correctness of financial statements (although we increasingly see references 
to other types of audit, e.g. environmental audits or creativity audits). The popula tion of interest to 
an auditor could be all the accounting records, invoices or wage sheets. If we were concerned with 
job opportunities, the population could be all the jobs offered by local businesses, all those organiza-
tions employing one or more persons, or could be concerned with the national or international job 
market. It should be clear from the purpose of your research, what population you actually need.

1 What is the relevant population to contact regarding a new supermarket?

2 What is the relevant population to contact regarding a new production process?
eXercise

Having decided who, we must then consider whether we need information on all of them or just 
a selection.

A census is defined as a complete enumeration of all those people, items or organizations of inter-
est (whereas a sample is just a selection from all those people or items of interest). If we were inter-
ested in the services offered by rail operating companies, we might include all of them in our data 
collection given that the number of companies is (relatively) small and the differences between them 
might be of particular interest.

What? What data will depend on what we are trying to achieve. A statement of objectives should 
be helpful. The more we seek detail and description, the more likely we are to restrict general cover-
age and seek in-depth information.

Research concerned with the long-term impact of smoking on the individual and their family unit 
is more likely to use illustrative case studies or case histories. In contrast, if we are more concerned 
with the purchase of cigarettes by brand for promotional purposes, then we are likely to choose a 
design that has good coverage by region, age, gender and other factors, and is up to date. The nature 
of the data will also inform decisions on the method of data collection. If we are interested in the 
use of car seat belts, then observational methods could be most effective. Experience suggests that 
respondents do not always accurately report the wearing seat belts or their frequency of exceeding 
the speed limit!
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A statistical enquiry may require the collection of new data, referred to as primary data, or be 
able to use existing data, referred to as secondary data. Most, however, require some combination 
of both sources. Sources of primary data include observation, group discussions and the use of ques-
tionnaires. The distinguishing feature of primary data is its collection for a specific project. As a result, 
primary data can take a long time to collect and be expensive. Secondary data, in contrast, has been 
collected for some other purpose. It is usually available at relatively low cost but may be inadequate 
for all aspects of the enquiry. Where the data requirements are fairly complex, it is normally seen as 
good practice to first collect the lower cost secondary data, which is usually more general but can 
be of good quality (it has been published) and let this inform thinking about the enquiry. When 
considering the impact of a new shopping centre on the local community, available statistics should 
describe the demo graphic characteristics of the surrounding area and this should help us define the 
population of interest. Such data may be descriptive of an area in social and economic terms but 
would say nothing about the attitudes, views and opinions of the local residents.

Where? Where to find the right kind of data when you need it or where to find the people of inter-
est when you need them requires skill and knowledge. The chances are that someone somewhere 
will already have done some research on your topic of interest. You only need to look to discover 
the number of train passenger miles travelled each year, gross domestic product or the number 
of diving fatalities in the previous year. In organizational research it is often useful to distinguish 
between internal and externally generated data. Recent sales volume, sales value, number of employ-
ees, expenditure on advertising and expenditure on research are all examples of internal information 
likely to reside within the organization, but may be difficult to obtain as an outsider. External infor-
mation would include all the data generated by national governments, local government, chambers 
of commerce, other commercial sources and may be available from the Internet. External informa-
tion can be expensive, particularly if generated by the market research industry for commercial pur-
poses. What will typify all data is that it comes in all shapes and sizes, and you still need to question 
its validity and reliability.

This stage of searching for data is often referred to as desk research and can add signifi cantly to the 
information you have and lead to new problem insights. Any data search is likely to leave some gaps. 
If additional information is required, we again need to ask the question ‘where from?’ and indeed 
the question ‘why?’.

1 What is the present UK state pension age of women aged 52?

2 Is there compulsory military service in Greece?

3 What is the present UK balance of payments?

eXercise

Why? Why is always worth asking. It is seen as part of a questioning approach that should lead to 
a greater clarification of the problem situation and a justification of approach.

In fact there is a useful technique called the why technique (try looking it up). By probing prob-
lems and possible solutions with the question why?, a better understanding of the causes and effects 
can be achieved. As a technique it involves repeatedly asking the question why perhaps with probing 
statements like ‘why did you say that?’ or ‘why should that be the case?’ or ‘why use that data?’ We 
should in general be interested in why we need particular data and whether more appro priate data 
could be obtained by alternative means. Anticipating the ‘why questions’ can help you plan your 
analysis and any presentation of the findings that may be required.

How? How to make things happen is often the difficult bit. This book is particularly concerned 
with how. You will be able to think about problems in new and different ways. You will be able to use 
numbers to argue and win a case. You will be able to make effective presentations using numbers.
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Having defined the population of interest and the purpose of the research, a number of issues will 
need to be addressed:

➔➔ whether existing published sources provide sufficient information;
➔➔ whether useful information can be found through an Internet search;
➔➔ if additional data is required, how data should be collected;
➔➔ what type of sampling should be used, if any;
➔➔ if required, how should we design and ask questions.

3.2 Published sources
Arguably the most important sources of external, secondary UK data are the official statistics 

provided by the Office for National Statistics (ONS) and other government departments. Visit the ONS 
website (see Figure 3.1): www.ons.gov.uk, and also the publications hub of ONS: www.statistics.gov.uk

Browse the ONS website (Figure 3.1) – see what you can find.eXercise

figure 3.1 The front page for the Office for National Statistics

Source: Office for National Statistics licensed under the Open Government Licence v.1.0. 
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Figure 3.2 shows a typical display of a set of statistics and related links.
Try some of the following websites:

➔➔ www.data-archive.ac.uk This data archive holds the largest collection of digital data for  
the social sciences and humanities in the UK. It includes a powerful search function and  
a number of useful links.

➔➔ www.bankofengland.co.uk If you want to know about inflation rates and growth this is a good 
place to start. It also offers useful information of economic policy and topical financial issues.

➔➔ www.europa.eu This is a good place to start looking for all kinds of information on the 
European Union. Follow the links from ‘Gateway to the European Union’.

➔➔ www.oecd.org The Organization of Economic Cooperation and Development (OECD) 
website provides a range of information on the 30 member countries and a number of non-
member countries. This is a good place to look if you are interested in international issues 
and country comparative statistics.

This is a list you can keep adding to (your favourites). If you are interested in what commercial data 
is available try:

➔➔ www.mintel.com

or

➔➔ www.kompass.co.uk

figure 3.2 A typical page from the Office for National Statistics website

Source: Office for National Statistics licensed under the Open Government Licence v.1.0. 
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The inclusion of these websites is seen only as indicative. You only need to start a google search 
(www.google.co.uk) to see how extensive potential secondary data can be. The skill is develop-
ing the search strategies that will get you the data that you want and need. You will also need 
to remember that websites are written for a purpose, e.g. to support a particular political party 
or promote a particular product. You cannot just assume a balanced presenta tion of facts and 
figures.

The usefulness of such secondary data will depend on the nature of your research. It is rarely 
a choice between secondary or primary data. Secondary data will often provide a useful overall 
description (e.g. economic or social trends) and inform the collection of primary data. Primary data 
will add specific detail, particularly current attitudes and opinions.

Obtain the most recent UK figures showing the change over a five-year period in:

1 the sales of cigarettes and tobacco;

2 the numbers entering higher education by gender;

3 fitness centre membership;

4 attendance at cinemas.

eXercise

shopping Developments  
limited Part i

The use of secondary data

seconDary DaTa collecTion ThaT coulD be undertaken by Shopping Developments Limited 
would include background demographic data on the area, including such factors as car owner-
ship and travel distances. They could also obtain data on retail shops in general (e.g. consumer 
expenditure figures), profit figures for the sector (e.g. from DataStream), and the number of peo-
ple using the nearby ferry port. l➔l➔l

illusTraTiVe
eXaMPle

3.3 Internet sources
The Internet is an international network of computers. Essentially it is a collection of net-

works which allows the exchange of information and communications. No one actually owns the 
Internet, though important stakeholders exist. Governments do legislate to restrict the storage and 
exchange of certain material, for example. Commercial organizations will charge for access to cer-
tain information. It is the constituent networks that are owned and although regulation does not 
effectively exist at a global level, self-regulation does exist at these local levels. It is often said that the 
Internet offers: ‘100 million consultants, day or night, on tap – free of charge’.
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But what advice do they give? Essentially, we need to be able to evaluate such information, and be 
ready to reject any that is suspect.

The big advantage of the Internet is the scale of the information, which cannot be matched by any 
imaginable traditional library. The disadvantages include the need to search through sources that are 
not catalogued in any consistent way and the lack of any quality control.

Try one of the following web addresses and explore possible links:

www.bbc.co.uk

www.guardian.co.uk

www.visitbritain.org

What information are they giving you?

eXercise

Try some of the following:

scholar.google.com 

uk.yahoo.com 

search.msn.com 

altavista.com

Use a few key words of interest, such as a company name or an academic topic of interest like 
simulation, and compare the links given.

eXercise

Having established access to the Internet and decided that potentially useful information might 
exist, the next task is to manage a search of the web. It has information on more than one million 
companies worldwide and many more interest groups and individuals. A good website is likely to link 
to other similar sites (like the strands of a web) leaving a trail of infor mation. Generally, the quickest 
way to find information is to use a search engine or directory. A search engine will have a user-friendly 
front page with a space for you to enter a key word or phrase. The search engine will then search 
through a database of millions of web pages for suitable matches. If the key words are too general 
then hundreds of possible websites will be identified and if too specific very few. A  balance needs to 
be achieved between an overwhelm ing number of sites, often not related closely to the problem of 
interest, and obtaining a sufficiency of sites with potentially valuable information and useful links. 
A directory will give you a menu of choices and you can gradually focus your information search.

It is particularly important to check that data from the web is appropriate, is complete and 
is without bias. This may be particularly difficult to do when you first begin to research a topic. 
Many pressure groups and organizations do not declare their aims and objectives, or purport to 
be independent, unbiased researchers. For example, you might find that certain data showing 
how good chocolate is for you, was in fact, data from a confectionery firm. As well as ‘common 
sense’, a useful device is to look for corroboration from two or more very different Internet 
sites and then to search for counter assertions. Some data on the net may, in fact, be completely 
fictitious!
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3.4 A census or a sample?
Having identified those people or those items of interest we need to decide whether to 

include all of them (undertake a census) or make a selection (take a sample). Including all has the 
major advantage that all sections of the population can be fairly represented and we can take a more 
detailed look at certain subgroups, e.g. pensioners if we want to. In addition, we can feel sure that 
any descriptive numbers calculated, such as the mean and standard deviation, will have an accept-
able level of accuracy (100 per cent if the census is up to date and complete). However, a census can 
be prohibitively expensive, prohibitively time consuming and limit the possible depth of the enquiry. 
Accuracy is not the same as validity. The quality of answers will still depend on the questions asked. 
A carefully designed survey can, in many situations, provide the acceptable quality of results at lower 
cost and greater speed.

A census does have a number of reassuring qualities. A census will attempt to include every one, 
providing maximum numbers for analysis and avoiding concerns about sampling or selection bias. 
A survey in contrast will provide results that can vary from sample to sample (it is for this reason 
that we talk about sample statistics). A census will often provide a bench mark for a range of research 
activities by providing localized information on such character istics as age, gender and ethnic ori-
gin, for example. A good example of this type of enquiry is the population census, which has been 
carried out in the UK once every ten years since 1801 (with the exception of 1941 when other 
matters were considered more urgent), and no doubt you completed the household questionnaire 
for the recent 2011 UK census. While this type of enquiry should give highly detailed information 
and reflect data from all parts of the relevant population, it does take time and can be very costly. 
The term ‘census’ is usually associated with a government count of the population, but a census 
can be any complete count. A census can be taken of all the suppliers to a particular company, all 
the schools in the UK or all the sports shops in Leeds. A census is of limited use for most business, 
social or economic applications, unless the identified population is small. A census of all homes, for 
example, would be an expensive way of estimating the proportion with television sets. In contrast, 
if you were representing a manufacturer who sold only to a small number of wholesalers and you 
wanted their views on a new credit-ordering system, then a census would be a suitable method to 
use and would send the powerful message of inclusion. A census is likely to be the preferred method 
of enquiry when there are legal requirements for inclusion, good coverage is impor tant and detailed 
information is required even at a local or sub-group level. A survey is likely to be preferred when:

➔➔ it is known as a methodology that works;
➔➔ cost constraints exist;
➔➔ time constraints exist.

Most commercial and most governmental research will be based on survey methods. If the selected 
sample is representative and sufficiently large, then the results will be good enough for purpose. The 
concept of being ‘fit for purpose’ is important. If you merely need a low-cost commuting car then 
a small car such as the Ford KA may be sufficient for your needs, if you spend many hours on the 
road representing your company you may need the larger Mondeo. If you need to demonstrate your 
 business success, perhaps you will need a Jaguar. The right car will depend on your needs.

The procedure used to select the sample is particularly important and this is described by the sam-
ple design. The sample needs to represent the population in such a way that results from the survey 
can be used to make generalizations about the population. We talk about making an infer ence from 
the sample to the population (see Chapters 12 and 13). The concepts of inclusion and exclusion are 
also important in sample design. If certain people, or items, are excluded because of the sampling 
procedure we are not able to assess their possible impact on results (we refer to this as a problem of 
bias). If you were to ask the next five people you see how they are likely to vote at the next general 
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election, it is very unlikely that the answers given would be a guide to a general election result. Even if 
we were to ask the next 10 people, or 100 people how they would vote, they are unlikely to represent 
the electorate as a whole and we would still have concerns about sample size. You only need to think 
about the formation of any queue to realize that you could select only Aston Villa supporters, bus 
users or dog owners. And who would they represent?!

3.4.1 How should we decide sample size?
The size of the sample required will depend on the following factors:

➔➔ the accuracy required;
➔➔ the variability of the population;
➔➔ the detail required in analysis.

If an accuracy of ±1 per cent is required rather than ±5 per cent, for example, then a larger sample 
will be necessary. If the average weekly household expenditure on a particular item is only required 
to an accuracy of ±£5.00 rather than ±£0.50 then a smaller sample should be sufficient. The impor-
tant point here is that the user or client needs to be able to specify such levels of accuracy. The vari-
ability of the population will also be a determining factor in the sample size required. In the extreme 
case where everyone held exactly the same opinion (no variability existed) we would only need to 
ask one person to make an inference to the population as a whole. Suppose, for example, we were 
told that a bag contained 100 coins of the same denomination, we would only need a sample of one 
coin to calculate the value of the bag (the denomination of the coin × 100). As views become variable, 
larger samples are required. If the mixture of coins in the bag became more variable, a larger sample 
would be required to achieve the desired level of accuracy. If accuracy is also required by subgroup,  
e.g. female smokers under 25 years of age, then we would need to ensure that the sample was suf-
ficiently large to provide the necessary number in each of the subgroups.

Since most surveys are not designed to find out a single piece of information, but the answers to 
a whole range of questions, the determination of sample size can become extremely complex. It has 
been found that samples of about 1000 give results that are acceptable when sampling the general 
population. (See Chapter 12 for the calculation of sample sizes.)

‘There is usually no reason to survey more than 1000 to 1500 respondents. While the 
 precision of results tends to improve as the sample size increases, the increase in precision 
is negligible when the sample size is greater than 1500 respondents.’

Source: SPSS Survey Tips, www.spss.com

The use of survey  
information Mini case 3.1

all kinDs of organizaTions are interested in the response to their products, services or indeed 
policies. They will typically select a survey method that provides results of sufficient quality at an 
acceptable cost.

(Continued )

60193_03_Ch03_p090-104.indd   99 13/10/12   1:37 PM



100 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

3.5 Market research
Market research is seen as a major industry. Data is collected on behalf of a range of 

organi zations, much of it for business use. Data can have considerable commercial value and 
access can be limited. A variety of methods are used to collect data including face-to-face 
interview ing, telephone interviewing and group discussions. Market research provides informa-
tion on people’s preferences, attitudes, likes and dislikes, and can help companies understand 
what consumers want. National and local government use market research to provide the data to 
inform policies on everything from planning local transport to the provision of efficient health 
and social services.

This is what the Bank of England say about their Inflation Attitude Survey:

Why?
The Bank of England firmly believes that the monetary policy framework established in 1997 will be 
most effective if it is accompanied by wide public understanding and support, both for the objective of 
price stability and for the methods used to achieve it.

How?
The Monetary Policy Committee (MPC) uses a variety of methods to explain to the public its role 
of setting interest rates to meet the inflation target. These methods include the publica tion of the 
minutes of their monthly meetings; the quarterly Inflation Report; speeches and lec tures; research 
papers; appearances before parliamentary committees; interviews with the media; visits throughout 
the UK and an education programme that includes the Target Two Point Zero competition for schools 
and colleges.

Since the establishment of the MPC, the Bank has sought to quantify the impact of its efforts to 
build general public support for price stability: one way to assess this impact has been to use sample 
surveys of public opinion and awareness.

What?
The quarterly survey of inflation attitudes conducted by NOP on our behalf commenced in February 
2001. The nine questions asked in these quarterly surveys seek information on public knowledge, 
understanding and attitudes towards the MPC process, as well as expecta tions of interest rates and 
inflation and also look to measure satisfaction/dissatisfaction with the way the Bank of England is 
‘doing its job’. Five questions that are asked annually cover percep tions of the relationship between 
interest rates and inflation and knowledge of who sets rates.

You will find a discussion of the survey methodology and a summary of the results for each of the 
years since 2001 on the website.

Source: Bank of England, www.bankofengland.co.uk/statistics/nop/  
Reproduced by permission of the Bank of England.
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Market research can be directly concerned with a market (which will need definition) and can 
provide information on market size, market trends, market share by brand, customer character-
istics and other factors. Aspects of market research include advertising and promotional research, 
product research and distribution. Market research companies also sell a range of services, and will 
frequently undertake research for the government, both national and local, academic projects and 
not-for-profit organizations. The Market Research Society provides a range of useful infor mation on 
their website: http://www.mrs.org.uk (see Figure 3.3).

figure 3.3 Screenshot from the website of the Market Research Society

Source: © Market Research Society. Reproduced by permission of MRS.

3.6 Conclusions
Obtaining and using data as information is an important part of understanding and solv-

ing any problem. There is little doubt about the volume of data now available, and any search of the 
Internet can produce a range of interesting information (see the Mini Case study 3.1). As with all 
problem-solving we need to work within boundaries that ensure the problem remains manage able 
and yet does not exclude new avenues of enquiry. Given the diversity of possible data sources we 
need to check that data is appropriate, adequate and without bias.

As discussed, the choice is rarely between secondary data (existing data) or primary data (new 
data that needs to be collected for the specific purpose). Secondary data will help describe and 
define the existing problem. The examination of secondary data can also provide guidance on which 
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research methods work and which do not. Primary data will generally be needed to add specific 
detail.

The purpose of any statistical investigation needs to be clear. A statement that we wish to 
investigate the management of change within the organization will mean different things to 
different people. In this case, we need to be clear about our meaning of change or changes, 
‘management’ and the general context. Decisions will need to be made on who to include and 
who to exclude. In all statistical work the definition of population (all those people, items or 
organi zations of interest) is particularly important. If we refer to the workforce, for example, 
do we mean only full-time employees, those at a particular location or those doing a particu-
lar job?

It is a frequently reported experience that ‘desk research’ yields some of the information required 
but also yields other data of interest and a wealth of new ideas. It is also worth considering how much 
research is genuinely original! If the purpose of the statistical investi gation requires the collection 
of original data, then the sample survey is probably the most widely used method in business and 
economics (see Chapter 4).

Once collected, data needs to be collated and presented (see Part 2). Available computer hardware 
and software now allows data to be stored, manipulated and analyzed with relative ease. Many types 
of computer software are available for dealing with survey data. You could use a standard spread-
sheet, such as, EXCEL, to record the answers (in a coded form), or you could use more specialized 
software such as SPSS. The choice that you make will depend on the size of the survey, the resources 
available and the sophistication of the analysis necessary.

3.7 Questions

Discussion questions
1 What is the difference between data and information? Provide examples to illustrate your 

answer.

2 What do we mean by bias? Give examples of how bias might occur.

3 Why is it essential to define clearly the population when undertaking research? Illustrate your 
answer with reference to a survey on raising the UK statutory age for retirement.

4 Comment on the following: ‘The process of polling is often mysterious, particularly to 
those who don’t see how the views of 1000 people can represent those of hundreds of 
millions’.

Multiple choice questions
1 Data is:

a. a coding of responses from a 
questionnaire 

b. a set of facts and figures from a database
c. information collected for other purposes
d. all of the above

2 Secondary data:
a. already exists for other purposes 
b. is used only second
c. is always second best
d. none of the above
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Exercise questions
1 Define the population for:

(a) a survey on the attitudes to banning smoking in the workplace;
(b) a survey on the attitudes to parking in residential areas near a new leisure centre;
(c) sampling public vehicles to check maintenance standards;
(d)  sampling components manufactured using new equipment.

2 Search out the latest UK information (secondary data) on:
(a) the per capita gross domestic product over the last ten years;
(b) the annual numbers of overseas visitors to the UK;
(c) the number of business bankruptcies;
(d) the quarterly output from the ‘clothing and footwear’ industries;
(e) the quarterly numbers of road casualties;
(f) the types and number of different Bank of England notes in circulation;
(g) the index of consumer prices;
(h) consumer expenditure on alcoholic drinks;
(i) the price of houses by region;
(j) employment in manufacturing by region;
(k) the number of people seeking work by region;
(l) air pollution;
(m) money donated to Cancer Research.

3 5 Ws and H
a. is a coding of data
b. is a technique for clarifying a problem 

or issue
c. is a formula
d. is a way of asking ‘why’ five times

4 A good source of government statistics is:
a. www.ebay.co.uk 
b. www.bhs.org.uk
c. www.ons.gov.uk
d. www.amazon.co.uk

5 We need to be cautious when using data 
from the Internet because:
a. sources may not be known 
b. possible bias
c. incompleteness
d. all of the above

6 A survey may be preferred to a census:
a. because of cost constraints 
b. because the methodology is adequate
c. because of time constraints
d. all of the above

7 A smaller sample size can be used:
a. if the variability in the population is 

smaller 
b. if greater accuracy if required
c. if more detailed analysis is to be 

undertaken
d. none of these

8 Market research: 
a. cannot estimate the market share of 

brands produced by other companies 
b. can provide an alternative to statistical 

analysis
c. can provide information on customer 

satisfaction
d. cannot provide acceptable information 

on politically sensitive issues such as 
carbon emission and health service 
provision
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3 Use the Internet to search for information on:
(a) graduate vacancies in major companies;
(b) the cost of travel to holiday destinations abroad;
(c) share prices;
(d) exchange rates;
(e) developments in the fitness industry;
(f) the cost of marketing;
(g) the growth of e-books.

60193_03_Ch03_p090-104.indd   104 13/10/12   1:37 PM



Objectives

105

4

 By the end of this chapter, you should be able to:

➔➔ explain the difference between random and quota survey design 
methodologies

➔➔ compare and contrast survey designs

➔➔ critically evaluate and improve a questionnaire

➔➔ argue the case for choosing a particular data collection methodology

As described in chApter 3, there are many useful sources of secondary data. How-
ever, in many cases this data (collected for other purposes) will not adequately meet the 
needs of our particular enquiry. In this chapter we are concerned with the ways survey 
methods can provide the necessary, primary data. The available secondary data is likely 

to give us some useful overall figures, but not the detail we may require in terms of products, issues 
or opinions. Secondary data may tell us how many people smoke and how many cigarettes they 
smoke on average each day, but it is unlikely, for example, to tell us much about brand preference 
or perceived impact on health. Secondary data, for example, may tell us how many people use local 
sports facilities, but will not tell us if people are prepared to pay more for an improved  service and 
what they would see an ‘improved service’ as being.

The chances are that we will need to use both secondary and primary data when undertak-
ing research. Generally we have to accept the secondary data as given – with all its limitations. 
The challenge is collecting primary data on time, within budget and with a quality that meets the 
needs of our research. It is all too easy to move from a poorly thought-through research idea to 
a simplistic questionnaire to a reporting of the obvious! What we argue is that for research to 
be worthwhile (as research) it does need to be purposeful, it does need mechanisms like carefully 
designed questionnaires and it does need insightful analysis. Some kind of problem statement or 
statement of objectives can give purpose to the survey. We need to be clear whether the aim is 
broad generalization, such as product awareness, or whether we are looking for a small number of 
illustrative case- histories, as often seen in medical research. It is important to define the people of 
interest, the population. The population can be all those people or all those households or all those 
items of interest. It should identify those who can be included and those that must be excluded. It 
is this definitional stage that should clarify what we mean by a survey of home-owners or drivers 

Survey Methods

60193_04_Ch04_p105-134.indd   105 13/10/12   1:37 PM



106 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

or customers. We cannot wait to decide whether someone that owns a caravan, or rides a motor-
bike or buys for someone else should be included. What we need are agreed criteria on which to 
choose and make decisions – these are called operational definitions. Such a definition is thought 
out before the fieldwork takes place, and creating one is often an iterative process. For example, we 
might be researching the market for a children’s fashion item, and therefore need a definition of 
‘children’. Everyone is somebody’s child, and parents tend to call their offspring children, even when 
they reach their 50s, so we need to put an upper age on ‘children’. Maybe 16 or 18, depending on 
the item. Very young children will not be able to purchase the item, nor answer questions in our 
survey, so we need a lower limit, perhaps 10 or 12. Does where someone lives affect this group, for 
example, would you include both 16-year-olds who lived with one or two parents and those who 
lived alone, and those who were married or cohabiting? Each dimension of the survey will need an 
operational definition.

Having identified those of interest we still need to ensure that the data collected is:

➔➔ appropriate;
➔➔ adequate;
➔➔ without bias;

and this chapter will suggest ways that we can try to achieve these criteria. To do this, we need to 
make decisions on:

➔➔ the method of selection;
➔➔ the method of contact;
➔➔ the method of data collection;

all of which form the methodology of the survey. The validity of your work will depend upon how 
well you achieve this. Similarly, you can use these criteria when asked to judge a survey conducted by 
someone else; often one your company is being asked to pay for. While everyone, it seems, is aware 
of surveys of one form or another, we cite a couple of examples here in Mini Cases 4.1 and 4.2:

surveys cost money
Mini cAse 4.1

surveys provide vAluAble inforMAtion for organizations and governments to measure their 
performance, monitor strategies and policy decisions, and inform decisions. The value of this 
information is measured against the cost to collect the data and analyze it. In times of economic 
downturn the information value will inevitably be scrutinized and decisions are sometimes taken to 
curtail or restrict surveys even though there may be strong evidence to suggest otherwise. 

Since 1971 the annual ONS General Lifestyle Survey has been undertaken on behalf of a number 
of government departments. The survey provides information on smoking and drinking habits 
and use of health services, as well as looking at the issues of housing, employment, education 
and income. 
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london eye as an icon
Mini cAse 4.2

MAny surveys Are conducted eAch year and reported upon. The items deemed to be of most 
interest to the readers are picked out for mention. An NOP survey of 2006, commissioned by the 
Department for Culture, Media and Sport was reported by the BBC as ‘The London Eye is the icon 
of modern England, according to a new survey’ reporting that almost 60 per cent of people picked 
it as the icon which most represents England. A community website, ‘London se1’ points out that 
the Millenium Bridge was picked by about 25 per cent of people and stresses that the South East 
of England is particularly well represented in the results, a point not made by the BBC. However, 
the ‘London se1’ site does not report that 15 to 24-year-olds chose Shakespeare, Robin Hood and 
roast beef. The survey was commissioned to help launch the ICON website for the 21st century. 
You would expect such an award to be picked up by the marketing department of the London Eye, 
but their press pack for 2007 does not list it specifically; however, it does say that the Eye has won 
over 65 awards since 2000.

Sources: Adapted from: http://news.bbc.co.uk/1/hi/england/london/4593786.stm; http://www.london-se1.co.uk/ 
news/view/1938; London Eye Press Pack

Put the word ‘survey’ into the search box of any of the major news websites such as the BBC, 
ITN, SKY or a major newspaper and look at the range of stories you find, they will help to 
illuminate this chapter.

eXercise

The main funds for this survey come from the NHS who contribute £300 000 pa. In April 2011 the 
BBC reported that the NHS has proposed that because of government cut-backs this contribution 
should cease. The threat to this survey prompted responses from the ONS and public health experts. 
The head of the UK Statistics Authority Sir Michael Scholar said the ‘ability of policy-makers to 
make informed decisions will be hit . . . and will seriously undermine the UK’s ability to monitor key 
trends affecting public health’. In support of this statement public health experts say ‘the data in the 
survey is critical to developing effective health policies and holding the government to account for 
its actions’. 

Source: Adapted from: http://www.bbc.co.uk/news/health-12865441
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4.1 Probability sampling
The essential characteristic of probability sampling is that a procedure is devised where 

each person or item is given a known chance of inclusion and the procedure is used for the selection 
of individuals. This means that we must be able to calculate the probability of an individual being 
selected for the sample, at the beginning of the process. We, as researchers, do not influence the actual 
identification of individuals. (For more details on probability and sampling see Chapters 9 and 12.)

4.1.1 Random sampling
Random does not mean haphazard selection. What it does mean is that each member of the popula-
tion has some calculable chance of being selected – not always an equal chance as we shall see. It also 
means the converse that there is no one in the identified population (those who fit the operational 
definition) who could not be selected when the sample is set up. A simple random sample gives 
every individual an equal chance of selection. To select a random sample a list or sampling frame is 
required. A list of all retail outlets in Greater London or a listing of all students at a particular univer-
sity or the electoral register are all examples of possible sampling frames. A sampling frame is simply 
a listing of the population of interest. Typically, each entry on the sampling frame is given a number 
and a series of random numbers are used to select the individuals to take part in the survey. These 
random numbers are typically generated by a computer but could, if pushed, be obtained by putting 
individually numbered balls in a bag and picking them out one at a time – like the UK national lottery 
or the draw for the FA Cup. Table 4.1 shows an extract from Appendix K a set of random numbers. 

table 4.1 A typical extract from random number tables

25 06 21 04 28 43 93 06 90 33 73 39 58 34 69
25 99 01 29 71 73 72 80 38 56 78 18 34 43 96
11 06 49 21 53 96 29 30 08 25 21 07 97 83 37

Each digit, 0 to 9, is generated randomly and can be read as single figures, double figures, treble 
figures and so on; in this case they are being read as double figures. There is no (human) interference 
in the selection of the sample, and samples selected in this way will, in the long run, be representative 
of the population.

It can be noted that not all of those selected will participate in the survey, and this is seen as the 
problem of non-response (see Section 4.5). Typically, we will select more than we require to allow 
for non-response and other wastage factors (e.g. unreadable questionnaires).

The electoral register is regarded as one of the most effective sampling frames for individuals and 
households (we often choose to work with addresses) in the UK. It does, of course, exclude many 
individuals, those not entitled to vote, and many households. As an example, Table 4.2 provides a 
small extract from an electoral register.

As you can see, each of the members of the population in Table 4.2 has been given a two-digit 
number, and we will use this to identify individuals for this example. To select a simple random 
sample of individuals (entitled to vote), we need to use a procedure to give each an equal chance of 
inclusion. Working along the list of random numbers given in Table 4.1 from the top left, we can 
see that the first number 25 does not correspond with anyone in our section of the electoral register 
(Table 4.2). The first number that does match, working across the table, is the number 06 – Y. Willis. 
We are using the random numbers in pairs in this case to match the population listing, but sets of 
three and four digits are more usual with a large population. The second acceptable number is 04–H. 
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Willis. By continuing this process, the following selection of eight people is obtained (as shown in 
Table 4.3).

table 4.2 An extract from an electoral register

Number Name Address

00 J. Hilton 3, York Street
01 A. Mandel 4, York Street
02 J. Johnson 4, York Street
03 U. Auden 5, York Street
04 H. Willis 9, York Street
05 L. Willis 9, York Street
06 Y. Willis 9, York Street
07 A. Patel 11, York Street
08 N. Patel 11, York Street
09 L. Biswas 15, York Street
10 J. Wilson 16, York Street
11 G. Wilson 16, York Street
12 P. McCloud 17, York Street
13 F. Price 17, York Street
14 P. Cross 18, York Street
15 P. Hilton 23, York Street

table 4.3 The selection of eight individuals by simple random sampling

Number Name Address

06 Y. Willis 9, York Street
04 H. Willis 9, York Street
06 Y. Willis 9, York Street
01 J. Hilton 3, York Street
11 G. Wilson 16, York Street
06 Y. Willis 9, York Street
08 N. Patel 11, York Street
07 A. Patel 11, York Street
08 N. Patel 11, York Street

No doubt you will see a small problem with this sample in Table 4.3 (i.e. the same person has been 
selected three times and two households have been selected more than once). How would you over-
come this? Essentially, there are two sets of decisions to be made. First, you need to decide whether it 
is more appropriate to sample individuals or households. If you do decide to sample households, you 
will need to allow for the fact that the number of times an address appears depends on the number 
of people at that address entitled to vote (i.e. only include the address if it corresponds to the first 
person listed). The detail of the design will, of course, depend on the purpose of the survey. Second, 
you will need to decide whether to sample with replacement or sample without replacement. In 
market research, we typically sample without replacement, which does mean that once an individual 
has been selected they are effectively excluded from further selection.
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information commissioner’s office
Mini cAse 4.3

the electorAl register is A key resource in random sampling and before it is used, it is important to 
know how it works. This website will answer any questions you have on the Roll.

The simple system outlined above for a simple random sample would work reasonably well for a 
relatively small population that was concentrated geographically, but would become impractical for 
any national study. A national study would require the complete electoral register for the whole of 
the UK and, by chance, we could end up visiting one person on Sark, another in the Shetlands and 
none in the south-east. By chance, representation might be poor and travel costs might be prohibi-
tive. It would not be impossible, although it would be unlikely, that the whole sample might consist of 
people living in Wales. The issue of representation would not be too important if the people of Wales 
were wholly representative of all UK citizens, but on certain issues their views will tend to differ from 
those of, say England or Scotland, for example. To overcome this type of problem, various other sam-
pling schemes have been developed, but they still retain the basic element of random sampling: that 
each member of the population has some calculable chance of being selected when the process starts.

Source: Information Commissioner’s Office website http://www.ico.gov.uk/ (accessed 21 April 2011)
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4.1.2 Stratification
If there are distinct groups or strata within the population that can be identified before sample selec-
tion takes place, it will be desirable to use this additional knowledge to ensure that each of these groups 
is represented in the final sample by using stratification. The final sample is therefore composed of 
samples selected from each group. The numbers from each group or strata may be proportional to 
the size of the strata, but if there is a small group, it is often wise to select a rather larger proportion of 
this group to make sure that the variety of their views is represented. In the latter case it will be neces-
sary to weight the results as one group is ‘over-represented’. It is often the case, that either by design 
(numbers not selected in proportion to strata size) or by varying response rates, that results need to be 
weighted (see Section 6.4.3). It can be proven (mathematically) that the use of appropriate strata, for 
example, the same proportion selected from each region, will improve the accuracy of results.

When it is known that there are appropriate subgroups in the population, but it is not possible 
to identify them before sample selection, it is usual to ask a question which helps to categorize the 
respondent. Answers to questions such as:

➔➔ ‘At the last general election which party did you vote for?’ or
➔➔ ‘Do you regularly smoke cigarettes?’ or
➔➔ ‘Do you own a motor vehicle?’

provide useful ways of partitioning a sample. Virtually every survey contains such categorization 
questions since there are many details that cannot be obtained from sampling frames. Again, how 
you proceed in a particular case will depend on the purpose of the survey.

This retrospective use of information is known as post-stratification. The results from these con-
structed strata can be weighted to provide more accurate results for the population as a whole.

Check the website for the Information Commissioner’s Office on uses of the Electoral Register at:

http://www.ico.gov.uk/for_the_public/topic_specific_guides/electoral_register.aspx.
eXercise

illustrAtive
eXAMple

shopping developments  
limited part i

MAny of the eMployees of Shopping Developments Limited have young children. The company 
 values its employees and wishes to sample opinion of the employees concerning the provision 
of crèches. It might be anticipated that female opinions will differ from male opinions. In this 
example the company would know from their records how many males and females they employ. 
Consequently they could split the workforce into two subgroups or strata, i.e. male and female. 
Then a simple random sample of the men and a simple random sample of the women could 
be chosen. The advantage of stratification is that it forces the overall sample to contain known 
 numbers from each stratum. l➔l➔l
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4.1.3 Cluster sampling
Some populations have groups or clusters which adequately represent the population as a whole for 
the purposes of the survey. It can be argued that pupils from a particular school would have many 
experiences in common with pupils from similar schools or that the errors in one set of files may 
be very similar to errors in other sets of files. If this is the case, it will be much more convenient, 
and much more cost-effective, to select one or more of these clusters at random and then to select a 
 sample or, carry out a census within the selected clusters.

One interesting variant of cluster sampling is the random walk. Interviewers are given one or 
more starting addresses, for example, and then given a procedure like take every fifth house thereaf-
ter. In this case, clusters are selected at random and each cluster has a calculable chance of inclusion.

Another interesting variant of cluster sampling is systematic sampling. Suppose we wanted to select 
10 people from a sampling frame numbered 00 to 199. In this case, we want to select 1 in 20 people. In 
practice what we would do is start from a random number between 00 and 19 and take every 20th  person 
thereafter. If the random number used as a starting point was 17 then the individuals selected would cor-
respond to 17, 37, 57, 77, 97, 117, 137, 157, 177 and 197. The danger with this design is that many lists 
(sampling frames) are ordered in some way and you can get systematic errors, e.g. one  American study 
found that the interval between the numbers corresponded with the number of apartments on a floor and 
that those selected all lived in the same relative position of each floor. If all the apartments selected, for 
example, were next to the lift or railway line this would strongly influence the results of a survey on noise.

4.1.4 Multistage designs
Even when the designs outlined above are used, there may well be issues over representation and costs. 
To overcome this, many national samples use a series of sampling stages and are a multistage design. 
What is important is how partitioning takes place at each stage. Administrative regions for gas, electric-
ity and television, for example, can be used to partition the UK. The first stage is usually regional and 
typically all regions are included. Each region consists of a number of parliamentary constituencies, 
which can usually be classified on an urban–rural scale. A random sample of such constituencies may 
be selected for each region. This selection may use a systematic sampling procedure and constituencies 
may be selected with a probability in proportion to their size. Parliamentary constituencies are split into 
wards, and the wards into polling districts, for which the electoral register is available. Again selection 
may be with a probability in proportion to size. Typically, the larger the size of constituency, ward or 
polling district the greater the chance of inclusion. The electoral register is then used (as we have seen 
in Section 4.1.1) to select individuals or addresses. This type of selection procedure will mean that all 
regions are represented and yet the travelling costs will be kept to a minimum, since interviewing will 
be concentrated in a few, specific, polling districts. An example of a possible design is given in Table 4.4. 
In this case the sample size would be 12 × 4 × 3 × 2 × 10 = 2880.

To try to ensure that the resultant sample was more fully representative, further stages could be added, 
or further stratification (e.g. by social/economic measures) could take place at some or all of the stages.

table 4.4 Possible design of a national survey

Stage Sampling unit Number of units selected

1 Region all (e.g. 12)
2 Constituency 4 for example
3 Ward 3 for example
4 Polling district 2 for example
5 Individuals or addresses 10 for example
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national readership survey
Mini cAse 4.4

the nAtionAl reAdership survey of newspapers and magazines has been conducted over many 
years and illustrates the changing reading patterns of the population. Their methodology and sample 
design have been refined and can serve as a model for others.

1 What form of stratification would you use for a survey on radio listening?
2  For what type of information would a class within a school be seen as a suitable cluster?

eXercise

4.2 Non-probability sampling
In a number of surveys, respondents are selected in such a way that a calculable chance of 

inclusion cannot be determined. Typically, there is also some element of judgement in the selection. 
These surveys cannot claim the characteristics of random or simple random sampling (statistical 
representation). Again, a procedure is devised to justify the sampling method and limit any possible 
selection bias. However, at some point, selection is not the outcome of predetermined chance, but 
rather a conscious decision to include, or indeed exclude. As an extreme example, suppose an inter-
viewer is asked to select individuals to take part in the survey and has a particular aversion to say, tall 

Sampling
selected throughout Great

Britain proportionate to regional population –
with a boost in Scotland

addresses selected at random
from Postal Address File

visited by interviewers

selected for interview by a set
random procedure

Sampling points

Household

Selected addresses

Individuals

Source: National Readership Survey. Reproduced by permission of the National Readership Survey, www.nrs.co.uk

60193_04_Ch04_p105-134.indd   113 13/10/12   1:37 PM



114 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

people, then this group may be excluded. If tall people, then, have different views on the subject of 
the survey from everyone else, this view will not be represented in the results of the survey.

However, a well-conducted non-random survey can produce acceptable results more quickly, and 
at a lower cost, than a random sample; for this reason it is often preferred for market research surveys 
and political opinion polls.

4.2.1 Quota sampling
The most usual form of non-random sampling is the selection of a quota sample. In this case vari-
ous characteristics of the population are identified as important for the purpose of the survey, for 
example gender, age and occupation and the proportion of each characteristic in the population 
determined from secondary data; often from the Population Census results. The sample is then 
designed to achieve similar proportions.

This does suggest that if people are representative in terms of known, identifiable characteristics they 
will also be representative in terms of the information being sought by the survey. This might be seen 
as a very big assumption on the part of researchers, but the evidence from many years and from many 
countries, is that, in general, it is an assumption that does work. Having identified the proportions of 
each type to be included in the sample, each interviewer is then given a set number, or quota, of people 
with these characteristics to contact. The final selection of the individuals is left up to the interviewer. 
The interviewers you may have seen or met in shopping precincts are usually working to a quota.

Apart from groups specifically avoided by a poor interviewer, which groups are easily excluded 
or can easily be under-represented in a quota survey of the general population?

eXercise

Setting up a quota survey with a few quotas is relatively simple. The results from the Census of 
 Population will give the proportions of men and women in the population, and also their age distribution.

Suppose we need to work with the information given in Tables 4.5 and 4.6.

table 4.5 The distribution by gender of the population aged over 15 years

Gender Percentage (%)

Male 46
Female 54

table 4.6 The distribution by age of the population aged over 15 years

Age (in years) Percentage (%)

15 but under 20 19
20 but under 30 25
30 but under 50 26
50 or more 30
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We could devise quotas in such a way that the interviewers would select samples that did reflect 
the distributions shown in the tables. However, this can lead to two problems. First, we may not 
achieve the correct age distribution by gender; the interviewer could, for example, select mostly 
men under 20 and women over 50. Second, can we assume the same gender and age distribution 
at each of the locations used for the survey; we only need to look at occupational and retirement 
patterns to recognize the weakness of this assumption. Table 4.7 shows jointly the distribution by 
gender and age.

table 4.7 The distribution by gender and age of the population aged over 15 years

Age (in years) Male percentage (%) Female percentage (%)

15 but under 20 10 9
20 but under 30 12 13
30 but under 50 12 14
50 or more 12 18

table 4.8 The quota required for a sample of 1000 using the distribution given in Table 4.7

Age (in years) Male Female

15 but under 20 100 90
20 but under 30 120 130
30 but under 50 120 140
50 or more 120 180

This type of table is referred to as a cross-tabulation (see Chapters 5 and 14). We can 
observe from this table the typical human population characteristic of longer life expectancy 
for females.

Table 4.7 can be used to determine the quotas for a survey of 1000, say, as shown in Table 4.8.
In this case we have just imposed a joint quota by age and gender, but could add others that are 

related to the survey topic. We could, for example, add smoking/non-smoking or car ownership, 
but we would also need to decide whether the quota only needed to be achieved on an overall 
basis or correctly by subgroup. As further controls are imposed, the implementation of the survey 
becomes more complex and it is necessary to question whether any additional benefit is worth the 
additional cost.

Generally, interviewers will work with the same quota (e.g. so many in each of the defined catego-
ries) and only exceptionally will these be varied to reflect the characteristics of the location. Quota 
sampling is regarded as a method that works, particularly by the market research industry, and does 
offer a cost- and time-effective solution for questionnaire-based research. It is important that the 
characteristics on which the quotas are based are easily identified (or at least estimated) by the inter-
viewer, or else valuable time will be wasted trying to identify the people who are eligible to take part 
in the survey. If the number of quotas is large, some of the subgroups will be very small, even with 
an overall sample size of 1000. Such small quotas may lead to problems when these sections of the 
population are analyzed and it may not be possible to generalize the results for these. In this type of 
situation, it may be necessary to ‘over-sample’ from these small subgroups in order to get sufficient 
data for analysis, and then weight results as necessary.
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4.2.2 Judgemental sampling
In most non-probability methods there is still an element of chance in the selection of individu-
als although it may not be calculable. In judgemental or purposive sampling there is no element of 
chance and judgement is used to select participants. This approach is typically used when sample sizes are 
small and the researcher wants to use local knowledge. A teacher, for example, may select certain students 
to represent the class. A housing department may select a sample of buildings because they have charac-
teristic structural problems. In these cases, the sample is being used for illustrative purposes rather than 
statistical inference to the general population. When testing a new computer system, the sampling of out-
put may be judgemental because the discovery of just one error will indicate a problem with the system. 
In the same way, the discovery of one child being bullied at school would indicate the need for action.

4.2.3 Snowball sampling
As the name suggests, snowball sampling, moves on from the initial starting place (snowballs) to identify 
possible participants. It is used when possible respondents are difficult to identify and often, relatively rare. 
Suppose we wanted to interview those that had been homeless in the past ten years but now had a per-
manent place of residence and employment, or those people that look after a stray cat. What we try to do 
is get individuals that seem to fit our description or individuals that have the right contacts. Once we have 
this starting point, we try to establish whether they are eligible and whether they can lead us to others that 
are eligible. In this type of sampling, typically respondents are asked whether they fit a particular descrip-
tion, for example, own a classic sports car, and if not pass on the enquiry to someone they know that does.

4.2.4 Convenience sampling
As the name suggests, a sample is selected on the basis that it is easy to obtain and does the job. 
 Convenience sampling offers a quick, low-cost solution, but is particularly prone to bias. It may be 
convenient to select our friends for a particular enquiry, but we are unlikely to get the full range of 
views. In cases where bias is not regarded as a problem, convenience sampling is an attractive option. 
If we want to test (pilot) a questionnaire, to take a few different people through the questions can be 
helpful. If we want to gauge opinion quickly before doing further work, then again to pick a few people 
that are ‘convenient’ to work with can be helpful. If we want to illustrate a few of the problems encoun-
tered by National Health Service patients or those that shop on the Internet, then a few people can be 
conveniently selected. Although we could not talk about the population in general, we could identify 
some real problem, such as waiting times and the concerns about the security of Internet transactions.

illustrAtive
eXAMple

shopping developments  
limited part i

the dAtA collected by the questionnaire for Shopping Developments Limited, has used a quota 
design (probably for both speed and cheapness from the student’s point of view) with some 
attempt to match the characteristics of the sample to those of the local population. We would 
want to know how the interviewing was spread through the week and what effort was made to 
ensure that a fair spread of people were included. l➔l➔l
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4.3 Survey design
Having considered the relative merits of the various approaches to selecting a sample, in 

particular whether to use a probability-based or non-probability-based method, it is necessary to 
consider the method for collecting the data and the design of any checklist or questionnaire. The 
role of the interviewer is critical in any survey and the level of contact is an important design factor 
(see Figure 4.1). Other important factors include the purpose of the survey, the resources available 
(time and money), the nature of the questions and the likely response rate.

figure 4.1

Survey methodology
Interviewer
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Interviewer
administered

Self-
administered
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Formal Informal

Panel
surveys

Delivery &
collection

Postal OnlineDiaries
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studies
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4.3.1 Interviewer administered questionnaires or checklists
The important characteristic of interviewer administered surveys is the person-to-person contact. 
The interviewer can check the details of the respondent, go through a questionnaire at an appropri-
ate pace, ‘probe’ for more information in a specified way and ‘prompt’ as a matter of judgement or 
‘prompt using aids’ such as prompt cards or other illustrative materials. Observation by the inter-
viewer is also important, for example, if all non-respondents are over 30, or if someone says that they 
are 25 when they are obviously over 65. The interviewer may need to locate possible respondents 
given their names and addresses (as a result of a probability sampling from a sampling frame) or 
select respondents given certain criteria (quota sampling). Where fair representation is particularly 
important an interviewer will be given a list of people to interview and will be required to make one 
or more visits to achieve an interview. Care is taken not to exclude people simply because of unusual 
working hours or different lifestyle characteristics. An arranged interview in the home has the addi-
tional advantages that more detailed and perhaps longer questions can be asked, respondents can 
check details if they want and more sensitive topics can be included. This form of interview is typi-
cally more expensive, can limit the sample design geographically and is still subject to interviewer 
bias. Such bias can result from a range of influences including how the interviewer asks questions, 
the age and appearance of the interviewer and lack of experience with the type of interviewing. 
When the interviewer needs to locate the respondent only a third of his or her time is likely to be 
spent interviewing; the rest being used for travel and locating respondents (40 per cent), editing and 
clerical work (15 per cent), and preparatory and administrative work (10 per cent).
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A more cost-effective approach is the selection of respondents by the interviewer. Probably the 
most popular form of market research is quota sampling (see Section 4.2.1), where the interviewer 
is required to select respondents subject to certain conditions such as age and gender. This type of 
sampling is likely to achieve the target number within time and budget constraints. However, we 
cannot be sure that the sample is representative; the locations used may not be typical in some way 
(are those using shopping areas typical of the population as a whole?), the refusal rate is high among 
certain groups and there can be a bias in the selection by the interviewer.

It is unlikely that a person could just go out and conduct successful interviews (although many 
people think that they can); a certain amount of training is necessary to help in recording answers 
correctly and, in the case of open questions, succinctly. An interviewer’s attitude is also important, 
since if it is not neutral or unbiased, it may influence the respondent. Unbiased questions can be 
turned into biased ones when a bad interviewer lays stress on one of the alternatives, or ‘explains’ 
to the respondent what the question really wants to find out. This explanation, or probing, can be 
turned into an advantage if the interviewer is fully aware of the aims of the survey and can probe 
without biasing the response.

The aims of the survey are important in the design of the interview. If detailed factual information 
is required then questions are likely to be structured and direct, and the interview more formal, for 
example, ‘how many years have you held a full UK driving licence?’. If the subject matter is less clear, 
say for example the impact of ill health on other family members, the interview is likely to be less 
formal and more likely to include questions like, ‘in what ways has this made a difference to other 
family members?’. Formal methods are particularly good for gathering consistent product and ser-
vice information, both factual and attitudinal, from a wide range of respondents. Informal methods 
are more effective when a more in-depth understanding is required of relationships that have yet to 
be fully established. Formal interviews will use a structured questionnaire (see Section 4.4) whereas 
a more informal interview is likely to use just a checklist of questions, welcome more descriptive 
response and may well be recorded.

Telephone interviews offer many advantages. The cost per interview is low and a broad spread 
of the population, whether national or international, can be achieved. The timing of the call can 
be planned to achieve high response rates, for example, during quieter office hours for workplace 
research and during the early evenings for household research. Telephone interviews can also be 
used in conjunction with other forms of sample research to check the correctness of the information 
given and to seek additional information. At one time, telephone interviewing was seen as unfairly 
excluding certain portions of the population, but now most households (over 95 per cent) and vir-
tually all businesses have a telephone. Generally, response rates are high, but concerns still exist 
about the representative nature of telephone number listings. As people choose from a wider range 
of phone providers, including mobile phones, then any lists will need to be reviewed for complete-
ness. Increasingly, questionnaires are being administered by telephone with the interviewer record-
ing responses, often directly on to a computer. Software packages will print the questions on to the 
screen and the interviewer enters the data directly. The data is then automatically stored and can 
be used for subsequent analysis. Use of direct data entry will reduce errors introduced in transfer-
ring responses from written questionnaires, but errors made by the interviewer cannot be checked. 
Telephone interviewing is often quicker to organize and complete, but removes any possibility of 
observing the respondent, or even checking who is being interviewed.

4.3.2 Self-administered questionnaires
An alternative to interviewing the respondents directly is to have them complete the form  themselves. 
These methods have major cost advantages and avoid the problem of interviewer bias. However, bias 
can still be present in the language used, type of delivery and general presentation. Low response 
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rates can also cause a problem. Postal surveys and their variant online surveys yield a considerable 
saving in time and cost over an interviewer survey, and will allow time for the replies to be consid-
ered, documents consulted or a discussion of the answers with other members of the household (this 
may be an advantage or disadvantage depending on the type of survey being conducted). Since the 
interviewer is not present, there is no possibility of observing the respondent or probing for more 
depth in the answers. Nor can you be sure that the addressed respondent will be the person who 
answers the questions. For example, sending a questionnaire to an organization’s managing director 
might result in his/her assistant responding rather than the MD. These methods are more suitable 
for surveys looking for mostly factual answers given on a yes/no basis or opinions given on relatively 
simple scales (e.g. from strongly agree to strongly disagree). In general, the questionnaire should be 
relatively short to maintain interest and encourage response. Postal questionnaires tend to discrimi-
nate against the less literate members of society, and are known to have a higher response rate from 
the middle classes.

Many introductory texts suggest that postal questionnaires inevitably have a low response 
rate, usually for some of the reasons given above. The most celebrated case is that of the Literary 
Digest  survey of 1936 which posted 10 000 000 questionnaires asking how people would vote in 
a  forthcoming US presidential election; they received only a 20 per cent response rate, and also 
made an incorrect prediction of the result of the election. More recently, surveys have achieved 
response rates of more than 90 per cent (comparable to interviewer surveys). A low response rate can 
be avoided if the questionnaires are posted to a relevant population (e.g. there is little point in sending 
a questionnaire on current nursery provision for children under five to those over 85!), have a rela-
tively small number of questions, are pre-coded, and deal with mostly factual issues. The inclusion of 
a reply-paid envelope (with a stamp, not a pre-paid label) and a sponsoring letter from a well-known 
organization are also seen as necessary.

Inducements (such as a food hamper or at least a pen) are also sometimes used to try to boost 
response rates. Most organizations involved in postal surveys use some form of follow-up on initial 
non-response, usually a week or two after the first letter has been sent out. In a survey of 14–20-year-
olds this process of reminders helped increase the response rate from 70 per cent after three weeks 
to a final figure of 93.3 per cent.

Online questionnaires have now become popular as the number of potential respondents who 
can be contacted by email or the Internet increases. Typically a questionnaire can either be sent by 
email or potential respondents are asked to complete questions as they access a website. In the case 
of an email survey, obtaining a suitable list of email addresses remains a problem and questionnaires 
that arrive by email are often thought of as unwanted junk mail. To be successful, respondents must 
see the enquiry as legitimate and earlier contact advising them of the purpose of the survey and the 
questionnaire to come, is helpful. A covering letter can further justify the enquiry. The design of 
the questionnaire should facilitate easy completion by a keyboard. It is often difficult to show that 
such a sample can be representative, but it can be an effective way of contacting certain groups of 
individuals.

A variant of both online and postal questionnaires is delivery and collection where briefed staff 
deliver the questionnaire, often directly to the potential respondent, and collect the completed ques-
tionnaire at a specified later time. Additional information or materials can be given at the time of 
delivery (e.g. product samples) and additional information sought when the questionnaire is col-
lected. The use of a cover letter and incentives is again important, and can significantly improve the 
response rate. The use of diaries is particularly good at collecting information over time or picking-
up less common events such as the purchase of electrical goods. Diaries are issued for a specified 
period of time, usually several weeks, and instructions given in their completion. The Living Costs 
and Food Survey, for example, asks respondents to keep a diary of all purchases over a two-week 
period (see http://www.ons.gov.uk/ons/about-ons/surveys/a-z-of-surveys/living-costs-and-food-
survey/index.html).
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4.3.3 Miscellaneous methods
Panel surveys are generally concerned with changes over time. The same respondents are asked 
a series of questions on different occasions. These questions may be concerned with the individ-
ual, the household or an organization. If the same group of respondents is maintained, a panel will 
have cost advantages and will not have the variation in results that could occur if different samples 
were selected each time (we can talk about minimizing between sample variation). This method is 
particularly good at monitoring ‘before/after’ changes. A panel can be used to assess the effective-
ness of advertising, such as the Christmas drink-drive campaign, by comparing before and after 
responses to a series of attitudinal questions. There are two major problems with panel research. 
First, respondents can become involved in the nature of the enquiry and as a result change their 
behaviour (known as panel conditioning). Second, as panel members leave the panel (known as panel 
mortality), those remaining become less representative of the population of interest. Eventually a 
decision needs to be taken as to whether to recruit new members to an existing panel or start a 

Audience research
MINI CASE 4.5

A good ExAMplE of A panel study is that into TV viewing habits. This is the opening page of the Broadcasters 
Audience Research Board; go inside to examine more on their methodology and the history of the research. 

Source: http://www.barb.co.uk/ (accessed April 2011). Reproduced by permission.
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new panel. Some panel designs include a gradual replacement of panel members in a phased way to 
address both the issue of panel conditioning and panel mortality.

A panel may be formed and provide information in a variety of ways including telephone, postal ques-
tionnaire, personal interview and electronic means, for example, television tuning (which is different from 
viewing) may be recorded by an electronic device. Some panels are formed for a specific purpose (known 
as custom studies), whereas others provide information to a range of possible customers (known as syn-
dicated). The Nielsen homescan grocery panel, for example, can provide brand information (e.g. mar-
ket share, price) and relate this to other demographic factors (household size, social class classification). 
Details of homescan can be found on http://www.uk.nielsen.com/products/cps_homescan_detail.shtml.

Longitudinal studies follow a group of people, or cohort, over a long period of time. This method 
tends to require a large initial group and the resources to sustain such a study. It has been used effectively to 
investigate sociological issues and physical development. The television series ‘Seven Up’ has followed the 
progress of a group of people and reported every seven years on their lives. This type of research can relate 
adult and childhood experience. Health issues, for example, can be explored by following such a cohort 
over a long period of time. A recent study is the Millennium Cohort Study, see Mini Case 4.6 below:

Millennium cohort study
Mini cAse 4.6

this is Another eXAMple of a research design in practice. This is a longitudinal study and is comparable 
with the earlier Child Development Studies.

Source: Millennium Cohort Study – Survey Design, http://www.cls.ioe.ac.uk/mcssurveydesign (accessed April 
2011). Reproduced by permission.
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Observation can be more effective than questioning. The problem with interviewer-administered 
or self-administered questionnaires is that we need to work with what people say they do or did. The 
evidence on a range of products and services is that some aspects of recall are quite good, like whether a 
particular item was bought or not, but can be poor on other aspects like the date of purchase or the fre-
quency of purchase. The reporting of alcohol consumed is often regarded as unreliable as both under-
reporting and over-reporting can both take place for a variety of reasons. Questionnaires are also less 
likely to reveal the sequence of events that lead to particular decisions or behaviours. If the purchase of 
an item is being examined, say a car, it can be observed whether people enter a showroom as a group 
or shop alone, the way they look at display material, how time is spent with the sales assistant and how 
the visit was concluded. Observation has provided insightful information on a range of topics includ-
ing the wearing of seat-belts and behaviour at football matches. Observation can take place under 
normal conditions or when conditions are controlled in some ways. The way observational methods 
are managed will depend on the circumstances and the purpose of the enquiry. We could, for example, 
observe shop assistants working as ‘normal’ at particular times or observe them working in simulated 
conditions. Observations can be structured or unstructured. If the observations are structured then the 
recording will be done in a standardized way; the observer may be expected to record the frequency of 
certain movements or expressions. If the observations are unstructured, then an effort is made to cap-
ture everything of possible interest. However, if the observer needs to make a judgement or becomes 
involved with the events, the results can become highly subjective. Is it possible to investigate the safety 
record of a stretch of motorway objectively by going to the scene of every crash?

As we move more towards the sociological use of survey methods, we can identify two distinct 
types of observation. Non-participant observation is where the researcher merely watches the peo-
ple involved, such as in work-study, and notes down what is happening. Such non-participant obser-
vation may be open, i.e. the people know that they are being watched, or it might be hidden, such as 
when interview candidates, who are in a waiting room, are watched from behind a two-way mirror. 
Participant observation necessitates the researcher becoming involved in the situation, for example 
actually going to work on the shop floor, and noting events as a shop-floor worker. It is sometimes 
called subjective sociology, see http://www.sociology.org.uk/mpohome.htm (Figure 4.2).

figure 4.2 Participant observation

Source: Reproduced with permission from www.sociology.org.uk
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There are obvious dangers in this, since the observer may only see part of what is happening, or 
might become absorbed in the culture of those being observed. There are numerous examples of how 
the observer or the researcher can become embroiled in the cause of the underdog. In these cases it 
is important to consider ways of maintaining objectivity.

4.4 Questionnaire design
Having identified the relevant population for a survey, and used an appropriate method of 

selecting a sample of respondents, we now need to decide exactly what questions will be used, and 
how these questions will be administered. It does not matter how well the earlier stages of the inves-
tigation were conducted, if biased questions are used, or an interviewer incorrectly records a series of 
answers, then results of the survey will lose their value. The quality of the data collected will depend 
on the quality of the questionnaire and the following general points will need to be considered:

➔➔ What are the variables and associated data you are trying to measure through the 
questionnaire? It is extremely useful to draw up a list of these and, if necessary, sub-divide 
this list into sections. By doing this other variables may become apparent.

➔➔ Are there available published surveys on the same topic? Looking at previous surveys can 
substantially reduce the work required in drawing up the questions, although it could 
constrain your imagination and vision about how the subject might best be approached. 

➔➔ A questionnaire is a measurement instrument and therefore needs to have inbuilt validity 
and reliability. Validity refers to the question: ‘Are you actually measuring what you think 
you are measuring?’. An extreme example would be to ask a person’s weight to determine 
their age. Reliability refers to the repeatability of question; we need to ensure that each 
question is understood in exactly the same way by each respondent. If a question is worded 
so that it can be interpreted in a number of different ways then it is not reliable.

➔➔ A questionnaire is your official communication with respondents. To be successful, a 
questionnaire needs both a logical structure and well-thought-out, clearly written questions. The 
structure of the questionnaire should ensure that there is a flow from question to question and 
from topic to topic, as would usually occur in a conversation. Any radical jumps between topics 
will tend to disorientate the respondent, and will influence the answers given. It is often suggested 
that a useful technique is to move from general to specific questions on any particular issue.

It is unlikely that the questions will be right first time. Once a questionnaire is drafted, typically it is 
tried and tested on a small number of respondents. It is important to know that the language used is 
accepted and understood by those being interviewed. It is often a last chance to check questionnaire 
structure and completeness. This stage is often referred to as piloting the questionnaire or a pilot 
 survey. A pilot survey is generally a small-scale run through of the survey and can also be used to 
check questionnaire coding and methods of analysis.

4.4.1 Question structure
The Gallup organization has suggested that there are five possible objectives for a question: 

1 To find if the respondent is aware of the issue, for example:
Do you know of any plans to build a motorway between
Cambridge and Norwich? YES/NO

60193_04_Ch04_p105-134.indd   123 13/10/12   1:37 PM



124 Part I UNDErStaNDING QUaNtItatIVE INFOrMatION

The answers that can be expected from a respondent will depend on the information already avail-
able and the source of that information (information available can vary from source to source). If the 
answer to the above question were YES we would then need to ask further questions to ascertain the 
extent of the respondent’s knowledge.

2 To get general feelings on an issue, for example:
Do you think a motorway should be built? YES/NO

It is one thing to know whether respondents are informed about plans to build a motorway or indeed 
the merits of a new product but it is another to know whether they agree or disagree. In constructing 
such a question, the respondent can be asked to provide an answer on a rating scale such as:

Strongly agree / Agree / Neither agree or disagree / Disagree / Strongly agree
A scale of this kind is less restrictive than a YES/NO response and does provide rather more 
information.

3 To get answers on specific parts of the issue, for example:
Do you think a motorway will affect the local environment? YES/NO

In designing a questionnaire we need to decide exactly what issues are to be included; a simple 
checklist can be used for this purpose. If the environment is an issue we need then to decide whether 
it is the environment in general or a number of factors that make up the environment, such as noise 
levels and scenic beauty.

4 To get reasons for a respondent’s views, for example:
If against, are you against the building of this motorway because:
(a) there is an adequate main road already;
(b) there is insufficient traffic between Cambridge and Norwich;
(c) the motorway would spoil beautiful countryside;
(d) the route would mean demolishing a house of national interest;
(e) other, please specify . . . . . . . . . . . . . . . 

The conditional statement ‘if against’ is referred to as a filter. We need to use filters to ensure that the 
question asked is meaningful to the respondent. We would not wish to ask a vegetarian, for example, 
which kind of meat they prefer.

To find the reasons for a respondent’s views generally requires questions of a more complex 
nature. You will first need to know what these views are and then provide the respondent with an 
opportunity to give reasons why. The above question is precoded and does limit the information a 
respondent can provide. To provide the respondent with the opportunity to give a more complete 
and detailed answer an open-ended question could be used:

Why are you against the motorway being built?

5 To find how strongly these views are held, for example:
Which of the following would you be prepared to do to support your view?
(a) write to your local councillor;
(b) write to your MP;
(c) sign a petition;
(d) speak at a public enquiry;
(e) go on a demonstration;
(f) actively disrupt the work of construction.

60193_04_Ch04_p105-134.indd   124 13/10/12   1:37 PM



125Chapter 4 Survey MethodS

To assess the strength of feeling we could use a numerically-based rating scale:
How historically important is the Hall that would be demolished if the motorway is built? 

(circle answer)
Of great importance Of no importance

1  2  3  4  5    6 7

The position on a rating scale provides some measure of attitude. The number of points used will 
depend on the context of the question and method of analysis. Generally, four- and five-point scales 
are far more common than the seven-point scale shown above. If we want to force a respondent away 
from the neutral middle position (off the fence!) then an even number of points is used.

4.4.2 Question coding
As we have seen, question structure (Section 4.4.1) will allow questions to be answered in a simple 
yes/no manner, as a rating on a rating scale or with a more open-ended format. Most analysis will be 
computer-based and this will mostly require the conversion of responses to numerical codes. This 
coding can be part of the question and questionnaire design or can be done at a later stage. Gener-
ally, we try to add as much coding to the questionnaire as possible, referred to as precoding, leaving 
only the answers to more complex questions for further analysis or additional coding at a later stage.

Precoded questions give the respondent a series of possible answers, from which one may be 
chosen, or an alternative specified. These are particularly useful for factual questions, for example:

How many children to do you have?
0  1  2  3  4  5  6 more (circle answer)

When a limited choice is offered in questions involving opinions or attitudes, some respondents will 
want to give a conditional response. For example:

Do you agree with Britain having nuclear power stations?
Agree 
Disagree 
Don’t know  (tick box)
Some respondents might want to say:
‘Yes, but only of a certain type’, or ‘No, but there is no alternative’, or ‘Yes, provided there are safeguards’.

To improve a question of this kind the range of precoded answers given can be expanded. Alterna-
tively the question could be left open-ended. In the example given above, it may be better to ask a 
series of questions, building up through the objectives suggested by Gallup.

An open-ended question will allow the respondent to say whatever he or she wishes:
Why do you choose to live in Kensington?

This type of question will tend to favour the confident, articulate and educated sections of the commu-
nity, as they are more likely to organize and express their thoughts and ideas quickly. If a respondent is 
finding difficulty in answering, an interviewer may be tempted to help, but unless this is done carefully, 
the survey may just reflect the interviewer’s views. To probe or to prompt are seen as useful in some inter-
view situations but generally interviewers need guidance on the use of such techniques. A further prob-
lem with open questions is that, since few interviews are tape recorded, the response that is recorded is 
that written by the interviewer. Given the speed of the spoken word, an interviewer may be forced to edit 
and abbreviate what is said and this can lead to bias. Open questions often help to put people at their ease 
and help ensure that it is their exact view which is reported, rather than a coding on some precoded list. 
Open questions can also be used at an early stage of development, perhaps as part of piloting the ques-
tionnaire, to identify common responses for use in the precoding of questions in the main questionnaire.
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4.4.3 Question wording
Question wording is critical in eliciting representative responses, as a biased or leading question will 
bias the answers given. Sources of bias in question design identified by the Survey Research Centre 
are given below: 

1 Two or more questions presented as one, for example:
Are you satisfied or dissatisfied with this restaurant? YES/NO

Does the answer ‘Yes’ mean satisfied or dissatisfied? Also, the respondent may be satisfied with the 
quality of the food but dissatisfied with the service. A restaurant, like many businesses, can be broken 
down into a number of areas (e.g. food, service, atmosphere, quality of wine and so on) and each may 
result in different levels of satisfaction. 

2 Questions that contain vague or difficult or unfamiliar words, for example:

How often do you record TV programmes for later viewing?
Never 

Occasionally 

Sometimes 

Often 

The vague and difficult words here are ‘occasionally’, ‘sometimes’ and ‘often’ since there is no clari-
fication of its meaning. An immediate response could be ‘what do you mean by occasionally?’ or 
‘How often is often?’ This question allows the respondent to determine the meaning of, for example, 
‘sometimes’. For some it could mean once a month and for others once a week. In these circumstances 
the terms ‘Occasionally’, ‘Sometimes’ and ‘Often’ have to be defined by numbers, for example ‘Often’ 
could be replaced by ‘At least once a week’. 

Technical terms can also present problems:
Does your company have a marketing communication strategy? YES/NO

Many employees will not know what marketing communication or a strategy is, unless the ques-
tionnaire is aimed purely at marketeers or, possibly, managers. This problem will also be apparent if 
jargon phrases or abbreviations are used in questions.

3 Questions which start with words meant to soften hardness or directness, for example:
I hope you don’t mind me asking this, but are you a virgin? YES/NO

In this case, the respondent is put on their guard immediately, and may want to use the opening 
phrase as an excuse for not answering. It is also important to avoid value or judgement loading:

Do you, like most people, clean your teeth twice a day? YES/NO
There are two possible reactions to this type of leading question:

(a)  to tend to agree with the statement in order to appear normal, the same as most people; or, 
in a few cases

(b)  to disagree purely for the sake of disagreeing.
In either case, the response does not necessarily reflect the views held by the respondent. In addition 
respondents are often loath to give low prestige answers; they generally over-emphasise their posi-
tive traits, under-emphasise their negative traits. This is illustrated by the responses to the following 
two questions:

How many times do you clean your teeth each day? 
How many times a day do you think other people clean their teeth?
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Resulted in the following responses: 

Yourself Other People

Daily teeth cleaning % 

1–2 times 43 92
3+ times 57 8

In this case respondents are emphasizing their positive behaviour compared to other people.

4 Questions which contain conditional or hypothetical clauses, for example:
How do you think your life would change if you had nine children?

This is a situation that few people will have considered, and would therefore have given little thought 
to the ways in which various aspects of their life would change.

5 Questions which contain one or more instructions to respondents, for example:
If you take your weekly income, after tax, and when you have made allowances for all of the 

regular bills, how much do you have left to spend or save?
This question is fairly long and this may serve to confuse the respondent, but there are also a series 
of instructions to follow before an answer can be given. There is also the problem of complexity of 
information which could include what we mean by income and how we allocate allowances for the 
many bills, such as gas, electricity and the telephone, which may be paid monthly or quarterly. In 
addition, individuals will vary on their level of recall and the way they manage such issues. We need 
to be careful not to force a respondent or a particular group of respondents into non-response.

The completed questionnaire needs to follow a logical flow and often a flowchart will be used 
to develop the routes through a questionnaire. Where questions are used to filter respondents, for 
 example,’ if YES go to question 10 and if NO go to question 18,’ then all routes through the question-
naire must be consistent with these instructions. Question sequences, and the ordering of these 
sequences, may well influence the level of response. Intimidation and irrelevance must of course be 
avoided. This might imply starting with factual questions before, for example, introducing items on 
opinions and attitudes. Some factual questions however can be threatening, for example, income 
and social grouping, and could be left toward the end of a questionnaire. As a ‘rule of thumb’ com-
mence with straightforward impersonal questions often of a general nature and then the scope of 
questions can be progressively narrowed down to specific topics. This is called the funnel approach.

Suppose we want to know peoples’ opinions regarding supermarket checkouts. 

A funnel sequence might be:

➔➔ Are you the person responsible for doing the majority of your household shopping? (filter question)

➔➔ Do you normally do your main household shopping at a supermarket? (filter question)

➔➔ At which supermarket do you do your main household shopping? (show list)

example

(Continued )
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Write a few questions that could become part of a (quantitative methods) course evaluation.  
Try these questions (pilot) on other students. Identify what improvements could be made.

eXercise

illustrAtive
eXAMple

shopping developments  
limited part i

the questionnAire used in this case was written to meet the needs of a student project. 
We would be concerned whether it was appropriate for business use. We have not been given 
the  objectives of the student project and the company objectives would need further clarification. 
The content of the questionnaire is very limited and gives the respondent no opportunity to say 
to what extent they are satisfied or dissatisfied.

We think you will soon identify a number of weaknesses in the questionnaire. The difficult 
bit is writing a questionnaire that people will want to respond to and will give us the quality and 
quantity of information that we want. l➔l➔l

Computer software allows you to type in the questions, specifying the flow from one to another and 
then checks for flow and consistency. Using such a package, it is possible to develop a  questionnaire 
and then print copies directly from the programme.

4.5 Non-response
It is almost inevitable that when surveying a human population there will be some non-

response, but the researcher’s approach should aim at reducing this non-response to a minimum and 
to find at least some information about those who do not respond. The type of non-response and its 
recognition will depend on the type of survey being conducted.

For a pre-selected (random) sample, some of the individuals or addresses that were selected from 
the sampling frame may no longer exist, for example, demolished houses, since few sampling frames 
are completely up to date. Once the individuals are identified there may be no response for one or 
more of the reasons given below.

➔➔ On average how many times a week do you shop at XXXXX?

➔➔ How do you rate the time taken to ‘check out’ your purchases at XXXX?

➔➔ What suggestions could you make to improve the ‘check out’ function of XXXX?

The filter questions are used to exclude a respondent from a sequence if it is irrelevant.

From research on question ordering it would appear that decisions on question order are based on 
intuition and common sense.
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Unsuitable for interview
The individual may be infirm or inarticulate in English, and while he or she could be interviewed if 
special arrangements were made, this is rarely done in general surveys.

Those who have moved
These could be traced to their new address, but this adds extra time and expense to the survey; the 
problem does not exist if addresses rather than names were selected from the sampling frame.

Those out at the time of call
This will often happen but can be minimized by careful consideration of the timing of the call. Further calls 
can be made, at different times, to try to elicit a response, but the number of recommended recalls varies 
from one survey organization to another. (The government social survey recommends up to six recalls.)

Those away for the period of the survey
In this case, recalling will not elicit a response, but it is often difficult at first to tell if someone is just 
out at the time of the call. A shortened form of the questionnaire could be put through the letterbox, 
to be posted when the respondent returns. Avoiding the summer months will tend to reduce this 
category of nonresponse.

Those who refuse to co-operate
There is little that can be done with this group (about 5 per cent of the population) since they will 
often refuse to co-operate with mandatory surveys such as the Population Census, but the attitude of 
the interviewer may help to minimize the refusal rate.

Many surveys, particularly the national surveys of complex design, will report the number of 
non-respondents. In addition, non-respondents may be categorized by reason or cause to indicate 
whether they differ in any important way from other respondents. In a quota sample, there is rarely 

reasons for non-response
Mini cAse 4.7

it is one thing to note the number of people who do not respond to a survey, but few then go on the 
ask for reasons. Many people have speculated on the reasons, but one survey which routinely asks is the 
Family Resources Survey for the UK conducted by the Department of Works and Pensions. The effective 
sample size for the 2009–10 survey was 43 127 households with a 60 per cent response rate. Only 4 per 
cent of those selected could not be contacted. The following extract is from the 2009–10 survey report:

‘When respondents refuse to participate in the FRS, interviewers record up to three 
reasons for refusal . In Great Britain, the most common reasons given were that 
‘‘they couldn’t be bothered’’ (23 per cent) and that answering questions from the FRS 
would be an ‘‘invasion of privacy’’ (20 per cent). Concerns about confidentiality were 
raised by only 8 per cent of households. 18 per cent said they were ‘‘genuinely too 
busy’’, and 14 per cent said they ‘‘don’t believe in surveys”. ’ p.94

Source: The 2009–10 Family Resources Survey report. © Crown Copyright HMSO, 2011. http://research.dwp.gov.
uk/asd/frs/2009_10/frs_2009_10_report.pdf
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any recording of non-response, since if one person refuses to answer the questions someone else can 
be selected almost immediately.

4.6 Conclusions
Typically, secondary data can only provide so much information. If we want more, then we 

need to collect it. Essentially our approach can be qualitative or quantitative or aspects of both. This 
book is concerned with quantitative methods and surveys are one of the most important ways of 
collecting numerical data. A carefully designed survey will allow us to collect data directly from the 
people of interest. To avoid problems of adequacy and bias, the sample should be representative and 
the questions have a probing honesty to achieve meaningful responses.

The use of surveys is an important research tool and the methodology is used extensively by govern-
ment, business and other organizations as shown in the Mini Cases. Survey research can become com-
plex and can be expensive. It is important to establish the purpose (the objectives) of the research and 
what time and cost constraints exist. It is important to be able to justify the chosen methodology. If you 
are not sure about the purpose of the research, and you are not selective about the data collected, what 
is the value of any subsequent analysis? We need to avoid the problem of ‘garbage in – garbage out’.

This chapter has looked at the fundamental difference between random and non-random samples 
and you should, by now, be able to compare and contrast the various designs and methodologies. It 
is likely that you will, within your course, have to write a questionnaire and there are examples here 
which should help you in this process. Finally, in a business context, you will more often be called 
upon to commission or approve primary research, rather than do it, and this chapter should give you 
a basis for deciding what is appropriate and what is not.

Why is it desirable to know something about the characteristics of non-respondents?eXercise

illustrAtive
eXAMple

shopping developments  
limited part i

look AgAin At the cAse provided and suggest a list of improvements that you would make to 
both the methodology and the questionnaire. l➔l➔l

Obtain examples of recent surveys from one of the following: 

http://www.gallup.com
http://www.mori.com 
http://www.nop.com

eXercise
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4.7 Questions

Discussion questions
1 What sort of data collection problems would you expect, if your investigation involved 

observing people at work?

2 In a factory items are produced on three production lines, A, B, and C. At the end of each 
line the items are packed into boxes of 20. These boxes are then stored in the warehouse. 
The boxes from each production line are stored in separate stacks. Each stack consists of a  
5 × 5 square layer of boxes (i.e. 25 boxes in each layer). As the boxes are filled during the day 
the stacks are filled in time order, i.e. the items produced earliest are at the bottom of each 
stack. 
A Trading Standards Officer visits the factory and wishes to select a sample of 60 items for test-
ing from the three stacks. The stacks at that time contain 40 layers in Stack A, 10 layers in Stack B 
and 20 layers in Stack C. 
Describe how you would go about choosing this sample using the following methods: 
   i) simple random sampling 
  ii) stratified sampling and 
iii) systematic sampling 
Comment on the advantages/disadvantages of each method. 

3 Comment critically on the layout, question ordering and wording of the following 
questionnaire:

Questionnaire on leisure
1 How old are you?

2 What is your martial status? Single / Marred / Divorced

3 How often do you go to the pub?

less than once a week 

once a week 

every day 

twice a week 

(please tick)

4 Do you take part in any sports?

IF YES, How often do you do it? YES/NO

5 Do you watch any sports? 

IF YES, How often do you go? YES/NO

6 Do you watch television? YES/NO

7 If you had sufficient income and did not have to work and were fit and healthy and young, 
which sport would you like to take up?
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8 How many hours of TV do you watch per week?

<5 

<10 

10 < 20 

20 < 40 

40 or more  (please Tick)

9 Do you watch television to relax in front of interesting programmes? YES/NO

10 What else do you do in your leisure time?
 ________________________________
 ________________________________
 ________________________________

11 How many children do you have? 

1  2  3  4  5  6 more (please circle)

12 Are you employed? YES/NO

13 Which socio-economic class do you belong to?

A 

B 

C1 

C2 

D 

E  (Please Tick)
Ta for your help. Bye.

Multiple choice questions
1 To reflect the opinions of a population a 

survey needs to:
a. Ask everyone’s opinion 
b. Ask opinions from any small  

group
c. Ask the opinions of a representative 

group
d. Ask opinions from the first 100  

people you meet
2 A cluster sample will:

a. Seek views from a homogeneous 
group in the population 

b. Seek views from a heterogeneous 
group in the population

c. Seek views from any group in the 
population

d. Seek views from everyone who attends 
a group discussion

3 A two stage random sample:
a. Takes a random sample of groups  

and then a random sample in each 
selected one 

b. Takes a random sample and then a 
second one

c. Takes a random sample from every 
group in the population

d. Takes a random sample and analyses it 
in two stages

60193_04_Ch04_p105-134.indd   132 13/10/12   1:37 PM



133Chapter 4 Survey MethodS

4 A longitudinal survey:
a. Follows a group as they travel 
b. Follows a group over many years 
c. Follows a group for a week 
d. Follows a group as they grow up

5 The question ‘Most people liked this 
chocolate bar, do you?’ is: 
a. A hypothetical question 
b. A question which contains jargon 
c. Two questions as one 
d. A leading question

6 The question ‘Do you eat this food because 
it is good for you and you like it?’ is:
a. A hypothetical question 
b. A question which contains jargon 
c. Two questions as one 
d. A leading question

7 The question ‘How early do you usually do 
your Christmas shopping?’ is:
a. A hypothetical question 
b. A question which contains jargon 

c. Two questions as one 
d. A leading question

8 The question ‘How would you manage this 
situation if you were the manager?’ is:
a. A hypothetical question 
b. A question which contains jargon 
c. Two questions as one 
d. A leading question

9 Gallup identified how many question 
objectives?
a. 2 
b. 3 
c. 4 
d. 5

10 Sampling methodology:
a. Is crucial to obtaining meaningful 

results 
b. Is a description of how the sampling 

was done 
c. Allows the results to be replicated 
d. All of these

Exercise questions
1 In a survey of students at a local college it was decided to give part-time students twice the 

chance of selection because of the smaller numbers involved and the diversity of their study 
patterns. How would you double the chance of selection of part-time students and how would 
you allow for this in any subsequent analysis?

2 Why is the electoral register one of the most widely used sampling frames in the UK? What are 
the potential problems with using this sampling frame?

3 How would you construct a sampling frame for a survey of:
(a) clothes shops in the West Midlands;
(b) small-and medium-sized businesses in the North East;
(c) employees of a local company;
(d) students on degree courses in economics?

4 Non-response rates of 5–15 per cent are often quoted for random sample interviewer surveys, 
why are figures not quoted for quota surveys? Which of the five types of non-response are 
relevant for quota surveys?

5 Surveys of political opinion typically use a quota sample of 1000 voters with a new  
sample being selected each time. In the period before a general election, some  
organizations use panels. Suggest reasons for using a panel in preference to the more  
usual practice.
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6 What are the sources of bias in questionnaire design? Write ten biased questions to illustrate 
your answer.

7 If you were responsible for briefing interviewers about to conduct a survey on road safety, 
which points would you stress?

8 Obtain a copy of a recent Living Costs and Food Survey report from your library or use the 
Internet (http://www.ons.gov.uk) to find out how the sampling is done. Write a brief report on 
the sample selection methods used.
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PART TWO

Describing Data

The firsT parT of This book considered ways of managing and collecting data. The 
quality of the data is fundamental to the work that we do, and yet data collection can 
be the very stage where time and cost pressures are particularly demanding. It is neces-
sary for the researcher to ensure that data collection methods are adequate and that the 

data can inform the users in a meaningful way. Fancy analysis, now made easy by computer software, 
cannot compensate for poor data. Using a machine analogy the results coming out can only be as 
good as the data going in.

Having obtained our data we need to move on and describe it. This will involve exploring the 
patterns inherent in the data using graphics and summary numbers and, perhaps, comparing one 
set or subset of data with another. This process of exploring the data using acceptable techniques is 
termed analysis or exploratory data analysis (EDA). The latter emphasizes the use of visual displays 
(graphics) and summary numbers (descriptive statistics) to reveal information and insights about 
the data, such as how each variable is distributed and how variables might relate to each other. From 
this approach further more advanced applicable analysis might be undertaken.

The following four chapters provide ways of summarizing the mass of detail contained in data 
sets. The use of computer packages such as SPSS or EXCEL has made the production of graph-
ics and the calculation of descriptive statistics relatively simple. These packages however do not 
think, they will only follow your instructions. This makes how you select and interpret appropriate 
analysis even more important, and the need to know the characteristics of an analysis also assumes 
increased importance.

Introduction
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shopping Developments  
Limited part ii

shopping DeveLopmenTs LimiTeD has generaLLy been regarded as an innovative company 
that has been able to respond quickly to the demands of the market place. For example, 
demands made on one of its interests, the New Havens Shopping Precinct, appears to be 
growing as evidenced by a recent usage survey of the precinct’s car park (see the tabulated 
data – Case 2.1 data). Those that can remember the early rapid growth of the company still 
talk about how one or two conversations could quickly lead to a major business decision 
being made, even on the same day. However, it is accepted that managers are now seen 
as being more accountable for the decisions that they make and must justify the risks they 
are taking.

There has been concern within the company for some time about whether or not managers 
have all the skills necessary to deal with the new operating environment. The number of business 
enquiries received and the value of new business (as shown in the Case 2.2 data) has increased 
this concern. l l l

iLLUsTraTive
eXampLe

Table of Case 2.1 Data The number of cars entering the New Havens Shopping Precinct car park during  
ten-minute recording intervals

10 22 31  9 24 27 29  9 23 12 33 29 14 37 28 29 39 25 34 35
30 40 26 30 23 31 24 27 43 33 36  9 43 36 29 10 30 35 29 21
20 22 35 19 32 26 33 32 26 44 25 35 28 23 39 27 37 41 31 36
41 24 29 34 11 29 12 36 28 32 32 37 26 33 13 28 28  9 39 17
27 11 31 10 38 11 28 27 31 10 11 24 28 32 44 36 26 34 23 35
28 43 24 38 22 34  7 12 32 20 21 35 25 31 17 30 33 30 42 30
12 36 36 13 27 28 13 35 25 34 29 48 11  9 11 41 29 37 25 29
38 30 21 29 32 39 29 18 34 22 18 27 30 44 28 27 31 36 21 27
32 25 31 30 16 11 24 27 31 28 46 34 26 35 34 11 38 10 33 23
23 37 12 12 39 34 26 39 10 29 10 33 39 28 23 42 12 31 28 37
31 32  7 10 28 23 33 11 30 30 30 30 13 12 27 19 45 25 43 30
10 28 33 31 11 37 30 38 21 20 38 24 29 35 41 29 29 32 28 25
40 20 22 13 32 14 24 26 36 42  5 16 38 34 25 36  9 24 38 32
28 23 27 30 26 31 30 39 19 22 35 11 31 30 12 21 31 35 29 21
37 35 11 29 37  9 36  8 32 26 33 42 34 40 15 32 26 15  8 41
11 34 35 24 23 27 27 31 30 27 30 19 21 33 26 34 22 43 31 24
33 29 19 28 30 35 11 35 31 34 13 32 24 11 38 28 32 12 30 38
28  9 25 40 12 29 29 23 12 37  9 27 35 31 10 25 30 26 32 17
37 22 41 10 33 26 28 28 22 29 31 24 29 32 27 29 20 27  7 32
34 26 34 22 25 19 36 12 33 24 27 28 10 26 15 33 33 28 27 29
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The company is particularly concerned about the way market research information has been man-
aged and has been seeking advice on the use of basic statistics. The company is now seen as having 
the joint challenge of capturing its early youthful spirit of business enterprise and at the same time 
making better use of good business practice.

Table of Case 2.2 Data The number of business enquires received, the value of new business and an index  
of inflation

Year Quarter Number of enquiries Value of new business (£s) Inflation index

1 1 20 32 000 113.8

2 33 34 000 118.1

3 27 28 000 122.5

4 14 17 000 126.8

2 1 18 31 000 131.3

2 29 33 000 135.9

3 25 26 500 140.4

4 12 18 000 145.1

3 1 17 30 600 149.7

2 27 32 800 154.5

3 18 26 400 158.8

4  8 18 000 162.6

DesCriBing DaTa
graphics

Presenting data in a variety of different displays 
is a very effective way of both summarizing and 
communicating the patterns inherent in your data. 
Use of tables, bar charts, pie charts, histograms 
and scatter diagrams are very common displays 
used in meetings, at conferences and in reports. 
Each, however, are used with a mind on the type 
of data that is being used.

Categorical data

Summary frequency tables of a variable’s categories
Pictorial representation of a frequency table 
include:

Bar Charts

Pie Charts

Pictograms

Cross-tabulations to examine the possible 
relationship between two categorical variables

QUiCK                             sTarT

(Continued )
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Pictorial representation of a cross-tabulation 
include:

Clustered Bar Charts

Component Bar Charts

Continuous data

A list of a variable’s values in rank order (small 
data sets)
Frequency tables of a variable’s values (small number 
of descrete values):

Represented pictorially by a bar chart
Grouped Frequency table:

Represented graphically by a histogram
Cumulative Frequency table:

Represented graphically by an ogive
Scatter Plot
Box Plot
Error Bar Plot (see Chapter 11)

DesCripTive sTaTisTiCs
Most analysis requires a summary of data in the 
form of descriptive statistics. The mean, median, 
mode, standard deviation and range can be 
calculated for different types of data.

Untabulated data (a list of numbers)

Mean: ,x
x

n
= Σ

 where ∑ means ‘the summation of’

Median (an order statistic): equals the middle 
value of an ordered list. The associated quartiles 
are the quarter and three-quarter values
Mode: is the most frequent value

Standard deviation: 
( )2

s
x x

n
= Σ −

Range: is the difference between the largest and 
smallest value.

Tabulated (ungrouped) discrete data

Mean: = Σ
x

fx
n

 where f is frequency

Median: find middle value using cumulative 
frequency
The associated quartiles also use the cumulative 
frequency
Mode: is the most frequent value

Standard deviation: 
( )2

s
f x x

n
= Σ −

Tabulated (grouped) continuous data

Mean and standard deviation: use mid-points
Median or other order statistics: use Ogive or 
formula
Mode: use tallest block on the histogram

Computer software

Spreadsheets such as EXCEL and statistical 
packages such as SPSS will produce these 
graphics and statistics for you. What is 
important, is to ensure that the graphic and 
statistic is appropriate for the type of data. You 
cannot really talk about the average ethnic origin 
or mean religious affiliation. Student guides for 
SPSS and EXCEL can be found in Part 8 of the 
book’s online platform.

index numbers

Index numbers are used to describe change over 
time. A simple index, such as:

× 100
0

P
P

n

will measure the change in price of a single 
product, from P0 to Pn over time. The Laspeyres 
indices and Paasche indices are important 
measures of how the cost of a ‘basket of goods’ 
changes over time. l l l

eXCeL

spss
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5
Presentation of Data

if yoU have CoLLeCTeD DaTa using either primary or secondary methods, it will prob-
ably be something of a mess and need further work before any clearer picture emerges. 
This is especially true of primary data since it often consists of a pile of completed ques-
tionnaires. Before rushing into complex statistics it is a good idea to try to understand 

and get a feel for the data and one effective way of doing this is to create tables and diagrams which 
quickly show up at least some of the salient points and may inform future analysis. Presentation is 
also very important when showing the findings to others who may not have your skill with statistics. 
In this case, the diagrams can convey the basic message contained in the figures without burdening 
them with all of the numbers. In some cases, diagrammatic representation may be all that is required.

The mechanics of producing diagrams has been made much simpler with the advent of statisti-
cal software. This software has also increased the variety of diagrams which can be quickly and easily 
produced.

An issue raised by the convenience of using software is that of choosing the appropriate type 
of diagram. When it took 15 or 20 minutes to construct a diagram by hand, most people thought 
about what to draw. Now that it takes less than a second to click the mouse, many diagrams can be 
produced without the intervention of thought. Finally, diagrams can easily mislead as well as inform, 
and you need to ask various questions before you blithely accept what appears before your eyes.

When presenting data we are concerned with the overall picture, rather than a large collection of 
individual bits. We need to put all the parts together, like a jigsaw, if we want to see a general picture 
emerge. In attempting to describe a particular market, it is not the single purchase made that is of 
particular importance, but rather the pattern of purchases being made by a range of possible custom-
ers. We may then need to know if this pattern is temporary (for example, due to severe weather), or 

 After working through this chapter, you will be able to:

 ➔ construct appropriate tables for different types of data

 ➔ present data in a variety of diagrammatic forms by hand

 ➔ present data in a variety of diagrammatic forms by computer

 ➔ use graphical representations for a range of problems

 ➔ choose between different presentations of data
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more permanent (for example, due to changes in tastes and preferences). To examine each of these 
situations will require different diagrams.

The presentation of data is more than an issue of technical competence in producing the right 
results; it is a means of communication. It is important to know who is going to use your statistical 
work and what their requirements are. The data may have a number of limitations because of collec-
tion methods used or the complexity of the topic, and the user needs to be fully aware of these limita-
tions. It is important that the data can fully support any inferences made. The numbers and selected 
diagrams should tell a story and give an insight into the business or organization; it is this that makes 
such a statistical investigation worthwhile. Statistical exploration (to use another metaphor) should 
be a source of discovery, in addition to a means of reporting results.

As a guide to displaying data, we shall make one basic distinction: whether the data is associated 
with a categorical or continuous variable (see Section 2.4 on Measurement). For a categorical variable 
we can only count the numbers within each of the variable’s categories, like, how many individually 
named products were bought, or the number of smokers by gender. A set of data is continuous if 
measurement is made on a measured scale, such as the time taken to travel to a shopping centre or 
the yield in kilograms of a manufacturing process or the amount spent on shopping or the number 
of items bought per customer.

The aim of this chapter is to show you some of the main tables, charts and diagrams that are used 
for presenting data, and to give you a critical awareness of when they might be useful.

5.1 Raw data
Secondary data often comes already summarized, categorized or tabulated, such as the 

data you might collect from government publications or survey reports. (See, for example, Office 
of National Statistics online at: http://www.ons.gov.uk or look in a library at the Annual Abstract of 
Statistics, for instance.) Similarly, if you are reading a report or journal article, the data will already 
have been organized in some way; this may not be an advantage, of course. If the data has already 
been tabulated there is little you can do but work with what you have got, unless the source of the 
data will also provide the original results, a rather unlikely scenario.

Primary data is another matter. If you have a pile of questionnaires then you will need to go through 
the process of tabulation detailed in the next section. However, if the data has already been entered 
into a spreadsheet such as EXCEL or into a specialist package such as SPSS, then many diagrams can 
be produced directly from this data. It is probably true that any survey that you might analyze will 
have had the data recorded electronically. If not, you are likely to do it, since this opens up so many 
possibilities and reduces the workload in the long run. (See Section 3.1 on Issues of data collection.)

shopping Developments  
Limited part i

in The shopping DeveLopmenTs LimiTeD case, further information has been collected on the 
number of items bought by shoppers per visit to Hamblug’s shop during a week. To try to show 
the variability and patterns in the data, recordings were made of 420 shoppers. This data is 

iLLUsTraTive
eXampLe

(Continued )
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5.2 Tabulation of data
Please note that this section is included to help your understanding, rather than in any expec-

tation that you will sit and do this by hand. If you understand the process, then choosing what to make 
the computer do will yield much better results.
When you have a large amount of raw data it is very difficult to get any overall impression from them. 
Arranging them into groups by using tabulation will bring order to the relative chaos and make it far 
simpler to understand the findings and detect patterns. Consider Table 5.1. 

The 420 recordings in Table 5.1 would generally be regarded as a relatively small data set; often we 
need to deal with several thousand values and we will need to develop approaches that will always 
work regardless of the volume of data. A first step to improve our understanding of this data would 
be to produce a simple table showing how many times a particular number of items were recorded 
as purchased at Hamblug’s shop, and this is shown in Table 5.2. This is a simple frequency table and 
can be used for both categorical and continuous variable data (see Section 2.4 on measurement). In 
this case we have continuous (discrete) variable data.

Table 5.1 Number of items purchased by 420 shoppers at Hamblug’s in a year

12 23 25 26 54 92 27 54 36 64 21 88 47 61 52 82 41 61 55 99
14 85 52 61 42 59 37 83 61 147 134 128 93 68 67 18 24 56 81 45
64 68 95 32 18 124 81 61 35 32 104 73 61 38 16 55 72 134 67 49
24 48 95 42 57 48 68 57 19 43 72 58 65 39 57 46 72 68 76 82
35 48 94 55 76 82 46 18 64 53 81 38 57 64 58 42 61 38 51 27
62 48 54 67 48 37 45 51 57 29 48 24 66 83 43 47 72 81 64 67
83 42 43 28 57 55 46 65 58 74 44 38 45 29 67 57 52 48 67 51
79 63 78 95 46 105 46 107 64 53 68 37 83 69 61 53 48 42 51 67
84 68 98 85 45 64 124 56 84 53 56 91 75 64 61 85 82 63 71 45
54 64 49 77 97 50 75 60 77 50 115 51 50 60 52 53 66 73 52 31
29 25 33 41 51 78 56 70 69 92 40 89 60 58 89 65 124 56 40 82
61 38 49 91 65 52 53 55 62 74 62 52 31 17 61 53 20 53 33 95
57 91 55 89 49 65 54 60 90 55 20 91 49 60 90 54 93 70 52 107
84 56 50 64 108 90 71 63 66 58 58 66 69 59 69 22 66 59 92 134
51 49 23 47 36 55 37 56 70 50 39 71 65 65 57 70 49 58 41 120
55 68 34 55 65 33 56 24 63 59 62 56 34 70 65 52 36 62 58 51
64 54 50 63 90 50 31 65 50 60 50 89 22 58 89 65 60 57 90 64
49 27 63 47 20 64 63 69 23 47 59 70 65 55 59 69 47 59 44 72
67 35 62 64 66 78 80 62 66 90 80 59 64 60 65 22 69 60 57 24
48 19 72 40 73 63 60 63 62 39 55 55 49 70 62 55 39 23 35 36
37 56 48 62 36 80 40 58 71 64 60 71 60 59 90 22 70 63 56 34

shown in Table 5.1. Reading along the first row of data, we can see that the first shopper 
 purchased 12 items, the second shopper purchased 23 items, and so on. Given such data, the 
challenge is to make sense of it and share the understanding with others. This data is available 
as an EXCEL file CSE4.xlsx and an SPSS file CSE5.sav on the book’s online platform. l l l

(Continued )
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In this data, for example, there was one occasion (a frequency of one) when 12 items were 
recorded, and 14 occasions when 55 items were recorded. Obtaining these figures directly from 
Table 5.1 would be difficult and time consuming, and therefore it is usual to produce at least a simple 
frequency table, as shown in Table 5.2. We can use Table 5.2 to improve our understanding of the 
data. We can see that the lowest number of items purchased was 12 and the highest number was 147. 
We can also see that the most frequent number of items was 64 (recorded on 16 occasions).

If the range of observed values being considered is relatively small, say under 10, then this 
approach leaves the data both manageable and readable. In the case of pre-coded questions on a 
questionnaire, the range is likely to be small (often less than 5), and even attitude scales normally 
only range from 1 to 5 or 1 to 7. In these cases we are likely to want to retain the detail of the numbers 
given for each possible response. However, if the range of observed values or categories is relatively 
large (e.g. 12 to 147 or larger) as we have in Table 5.2, then we can, and generally do, amalgamate 
adjacent values or categories to form groups, as shown in Tables 5.3 to 5.5.

Each of the tabulations is ‘correct’ but each conveys a different level of information. In every case 
the detail of individual values is lost. Table 5.3 retains much of the information contained in the origi-
nal table. We no longer know the lowest value (except that it is under 20 but higher than 10) nor the 
highest value (except that it is between 140 and 150); we only know how many values lie within a 
given range. The data is further summarized in Table 5.4. The further reduction of intervals in Table 
5.5 (to two intervals) means that most of the original information has been lost. The three tables have 
been produced to show that a judgement is required when constructing tables between the detail that 
needs to be retained (but detail that might hide a more general pattern) and the clarity given by a 
more simple summary. The most important point to consider is whether the management of the data 
meets the needs of the user.

Table 5.2 A frequency table showing the number of items purchased by shoppers at Hamblug’s (where x is 
number of items purchased)

x f x f x f x f x f x f x f x f

 1 0 21 1 41 3 61 11 81 4 101 0 121 0 141 0
 2 0 22 4 42 5 62 10 82 5 102 0 122 0 142 0
 3 0 23 4 43 3 63 10 83 4 103 0 123 0 143 0
 4 0 24 5 44 2 64 16 84 3 104 1 124 3 144 0
 5 0 25 2 45 5 65 13 85 3 105 1 125 0 145 0
 6 0 26 1 46 5 66 7 86 0 106 0 126 0 146 0
 7 0 27 3 47 6 67 8 87 0 107 2 127 0 147 1
 8 0 28 1 48 10 68 7 88 1 108 1 128 1 148 0
 9 0 29 3 49 9 69 7 89 5 109 0 129 0 149 0
10 0 30 0 50 9 70 8 90 7 110 0 130 0 150 0
11 0 31 3 51 8 71 5 91 4 111 0 131 0   
12 1 32 2 52 9 72 6 92 3 112 0 132 0   
13 0 33 3 53 8 73 3 93 2 113 0 133 0   
14 1 34 3 54 7 74 2 94 1 114 0 134 3   
15 0 35 4 55 14 75 2 95 4 115 1 135 0   
16 1 36 5 56 11 76 2 96 0 116 0 136 0   
17 1 37 5 57 11 77 2 97 1 117 0 137 0   
18 3 38 5 58 10 78 3 98 1 118 0 138 0   
19 2 39 4 59 9 79 1 99 1 119 0 139 0   
20 3 40 4 60 12 80 3 100 0 120 1 140 0   
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Table 5.4

Number of items (x) f

Under 20 9
20 but under 40 61
40 but under 60 148
60 but under 80 135
80 but under 100 52
100 but under 120 6
120 and more 9

Table 5.5

Number of items (x) f

Under 60 218
60 and more 202

Table 5.3

Number of items (x) f

Under 10 0
10 but under 20 9
20 but under 30 27
30 but under 40 34
40 but under 50 52
50 but under 60 96
60 but under 70 101
70 but under 80 34
80 but under 90 28
90 but under 100 24
100 but under 110 5
110 but under 120 1
120 but under 130 5
130 but under 140 3
140 but under 150 1

Search through business publications for examples of the range of tables produced and identify 
what you regard as good and bad practice.

eXerCise
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Where you have the raw data entered onto a spreadsheet such as EXCEL, then you can use the 
built-in functions to produce the frequency distributions. You will still need to decided on the groups 
to be used. Taking the file CSE4.xlsx (from the online platform), the raw data is in cells A2 to A421. 
A quick check allows us to find the minimum and maximum for the data, we use the appropriately 
named functions (click on the (Σ) button to get a complete list of functions). Finding a frequency 
distribution is slightly more complex. You need to set up the groups on a blank part of your spread-
sheet, with one column for the lower limits and one for the upper limits. (Here we have continuous 
(discrete) data, so our upper limits are 19, 39, 59, etc.) See Figure 5.1. You next highlight the column of 
cells next to your upper limits (here F12–F18) and press the function button (Σ). Select FREQUENCY 
from the Statistical list and put the range of cells containing the data into the first box (here A2:A421). 
In the second box put in the range of cells containing the upper limits (here E12:E18). Highlight the 
cells E12 to E18 and press F2 key, and then press the three keys Control, Shift and Return together. 
The frequency distribution will appear in the highlighted cells. (Note that you are using an array, and 
therefore cannot change individual cells in the column you have just created. However, the function 
is live if you change the individual upper limits, the frequencies adjust automatically.)

It is often the case that we have to use data generated by others or that the data is more complex than 
a simple listing of numbers would suggest. Managing data is rarely as straightforward as it first seems.

The purpose of collected data is to inform and communicate. We need to be careful that the method 
that we choose to aggregate collected data does not mask factors and effects of real interest. If we look 
at historic data, for example, the number of vegetarians or lager drinkers interviewed was often small, 
and the trend away from meat eating or the changes in drinking behaviour was in many cases missed.

figure 5.1 A frequency distribution using EXCEL

=MIN(A2:A421)

=MAX(A2:A421)

{=FREQUENCY(A2:A421,E12:E18)}

=SUM(A2:A421)
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figure 5.2

Frequencies created
using the function with

EXCEL

shopping Developments  
Limited part ii

Using The originaL DaTa given in the case on the recorded number of cars (Case 2.1 
data, files CSE6.xlsx or CSE7.sav available on the online platform) find an appropriate 
frequency distribution. A result, using the EXCEL file, is shown in Figure 5.2.

We could also ask the following questions:

 ➔  Are the recorded numbers given in sequential order; if so is it possible to look for a trend 
or pattern over time? (And if not, why not?)

 ➔  Are there other factors that should be considered; like holiday periods, local road repairs, 
promotional activities by ferry operators?

 ➔ What is the capacity of the Hamblug’s shop; and were people turned away?

It should be checked how representative the timing was of shop opening times or shopping 
activity.

iLLUsTraTive
eXampLe
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5.2.1 Cross tabulations for categorical variable data
Tables that consider only one factor (e.g. the number of items purchased) are useful in high-
lighting the characteristics or demographics of a survey. We may however be interested in how 
one factor relates to another. A table which cross-references one categorical variable against 
another, as shown in Table 5.6, is referred to as cross-tabulation. It comprises row variable 
(‘Main purpose of shopping’) categories and column variable (‘Where shoppers reside’) catego-
ries and can be used to examine possible relationship between two categorical variables (dis-
playing relationships between two continuous variables is considered in Section 5.5.3).  Note 
that this table relates to a later survey, using the questionnaire in Part I, of 2000 shoppers. A 
single tabulation would give either the numbers by ‘where the shoppers reside’ or the numbers 
by ‘main purpose of shopping’ but not how the two relate. It can be seen from Table 5.6, that 
the main purpose of shopping was ‘general grocery’ (790 from 2000), that most shoppers were 
from Astrag (860 from 2000). In general, for large amounts of survey type data, packages such 
as SPSS are the most effective way of producing cross-tabulations, although EXCEL can be used 
for small data sets.

SPSS, using the file CSE7.sav (found on the online platform), will produce a similar 
table to Figure 5.2; to find out how take a look at the student guides (Part 8) on the 
online platform.

eXerCise

Table 5.6 The number of shoppers by area of residence and main purpose of shopping

Area of residence

Main purpose of shopping Astrag Baldon Cleardon Other Total

General grocery 675 60 35 20 790
Clothing 30 490 30 20 570
D.I.Y 150 180 235 15 580
Other 5 20 0 35 60
Total 860 750 300 90 2000

If ‘Main purpose of shopping’ and ‘Area of residence’ are related, there will be differences between 
‘Area of residence’ responses among the ‘Main purpose of shopping’. An easy way to see this is to 
convert the frequencies in each column category (or row category) to percentages of the total column 
count (or row count). This provides a standardized measure which is comparable.

In the case of the example, percentages have been assigned down the four resident categories, i.e. 
column percentages. By comparing these percentages across each of the main shopping purposes 
categories a pattern can be seen as shown in Table 5.7. For ‘general grocery’, a tendency toward 
‘Astrag’; for ‘clothing’ a tendency toward ‘Baldon’; for ‘DIY’ a tendency toward ‘Cleardon’; for ‘other’ 
a tendency toward ‘Other’  residence.
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5.3 Presentation of categorical data
One of the most effective ways of presenting information, particularly numerical informa-

tion, is to construct a chart or a diagram. This is because many people shy away from tables of num-
bers, maybe thinking that they will not understand them. Even if this is not the case, it takes more 
time and effort to elicit information from a table than from a well-constructed diagram.

Tables are generally constructed to show the frequency in each group or category. Much of the 
data that we deal with in a business context however we will often need to be illustrated by using dia-
grams. The choice of diagram depends on the type of data to be presented, the complexity of the data 
and the requirements of the user. This section contains details of the most commonly used forms of 
representation for categorical data and uses the data from Table 5.6 and 5.7. These representations 
can also be used for continuous data, especially for small numbers of categories or discrete values. 
Presentations reserved for continuous data are however considered in Section 5.4.

5.3.1 Bar charts
The numbers observed (counts) whether by ‘main purpose of shopping’, ‘area of residence’ or some 
other category can be represented as vertical bars, a bar chart. The height of each bar is drawn in pro-
portion to the number (frequency or percentage) by a vertical ruler scale (the y-axis). The horizontal 
scale is used to name the categories. Figure 5.3 shows the number of shoppers by area of residence.

Astrag

100

200

300

400

500

600

700

800

900

Baldon Cleardon Other
Area of Residence

N
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f 
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o
p

p
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s

figure 5.3

A bar chart showing the 
number of shoppers by 
area of residence

Table 5.7 Breakdown of ‘main purpose of shopping’ by ‘area of residence’ (column percentages)

Area of residence

Main purpose of shopping Astrag Baldon Cleardon Other

General grocery 78% 8% 12% 22%
Clothing 3% 65% 10% 22%
D.I.Y 17% 24% 78% 17%
Other 1% 3% 0% 39%

100% 100% 100% 100%
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We can increase the detail in a bar chart if the variable can be broken down into subcategories, 
for example, ‘Area of residence’ in Table 5.6 can be broken down into the four categories of ‘Main 
purpose of shopping’. Figure 5.4 shows this breakdown using a clustered bar chart and is particu-
larly good at displaying the relationship in a cross-tabulation. Here we have used the percentages in 
Table 5.7 although frequencies can be used.

Compare the clustered bar chart in Figure 5.4 with Table 5.7 and note how the relationship is 
displayed.

eXerCise

90%

80%

70%

60%

50%

40%

30%

20%

10%

0%
Astrag Baldon Cleardon Other

General grocery

Clothing

D.I.Y

Other

figure 5.4

A clustered bar chart 
showing ‘main purpose 
of shopping’ by area of 
residence

Construct a bar chart to show the number of shoppers by ‘main purpose of shopping’.eXerCise

Another way of showing this breakdown is to break the single bars in Figure 5.3 into components 
to form a component bar chart, as shown in Figure 5.5.

Once we begin to examine the composition of totals, it can become difficult to compare and see 
the relative size or importance of components if we are working with original frequencies. In this 
case, it is often more convenient to construct bar charts on the basis of percentages rather than 
absolute figures. A percentage component bar chart as shown as Figure 5.6 (using figures from 
Table 5.7).

Constructing these diagrams by hand may occasionally be necessary, but they would normally 
be produced from a spreadsheet, or other software package. Such packages give much more flex-
ibility in terms of the number of categories used, the labelling attached to the diagram and the size 
and scale used. A wide range of alternative representations can be easily drawn. Figures 5.7 and 5.8 
are included to show two variants on the clustered bar chart and illustrate the choice now available.
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figure 5.5

A component bar chart 
showing ‘main purpose 
of shopping’ by area of 
residence
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figure 5.6

Percentage compo-
nent bar chart of main 
purpose of shopping by 
area of residence
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figure 5.8

Another alternative 
version of a clustered 
bar chart
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visit england Business  
Confidence monitor report,  
visitengland, 2011

mini Case 5.1

This is an eXampLe of published data using a percentage component bar chart where each category 
bar has been broken down into sub-categories. The aim is to convey quickly a comparison of the 
relative size of each sub-category.
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Source: http://www.visitengland.org/insight-statistics/ Reproduced by permission of VisitEngland
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5.3.2 Pie charts
In the case of a pie chart, a circle is used as a representation of the total of interest, with segments being 
used to represent parts or share. In almost every case these pie charts are created using a computer pack-
age, but for completeness, we will describe how to construct one from scratch. A circle has 360 degrees 
(written 360°) and segments are drawn using fractions of this 360°. Table 5.8 shows the determination of 
degrees required for the construction of a pie chart (you will need to remember how to use a protractor!). 
In this example, general grocery is the main purpose of shopping for 39.5 per cent of those in the survey 
and needs to account for that percentage of 360°, i.e. 142.28°. The pie chart is shown as Figure 5.9.

Table 5.8 The number of shoppers by main purpose of shopping: the construction of a pie chart

Main purpose of shopping Number of shoppers Proportion of total Proportion of 360°

General grocery 790 0.395 142.2
Clothing 570 0.285 102.6
D.I.Y 580 0.290 104.4
Other 60 0.030   10.8

2000 1.000 360.0

Other

General
grocery

Clothing

D.I.Y

figure 5.9

A pie chart showing 
the main purpose of 
shopping

figure 5.10

Exploded pie chart

General
grocery

Clothing
DIY
Other

Most computer packages will allow you to create pie charts, and will give you the option of pre-
senting as ‘exploded slices’ (as shown in Figure 5.10) or in three dimensions (as shown in Figure 5.11), 
which may help the communication process.

It should also be noted that if several pie charts are drawn for the purpose of comparison (see 
Mini Case 5.2), then they should be of the same size for percentage comparisons but their areas 
should be in proportion to the frequencies involved if frequency comparisons are being made (you 
will need to remember how to determine the area of a circle to construct these).
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figure 5.11

Three dimensional 
pie chart General

grocery

Clothing
DIY
Other

The value of Tourism  
report, 2008 mini Case 5.2

in This reporT, reaDers are invited to compare the value of Devon’s tourism with other South West 
counties via a series of pie charts. You can see that the number of tourist trips to, and nights stayed 
in, Devon are higher than the other counties. The amount spent by tourists travelling to Devon is also 
one of the highest. More detail of these comparisons is also tabulated.

7%

Trips

Spend

Nights

7%

14%

11%
16%

6%6%

13%

9%

16% 24%

26%

24%

20%

11%

7% 5%
25%

25%

11%

16%

Cornwall
Devon
Dorset
Somerset
Former Avon
Gloucestershire
Wilts

Cornwall Devon Dorset
Somerset Avon Gloucestershire
Wilts

Cornwall Devon Dorset
Somerset Avon Gloucestershire
Wilts

Cornwall Devon Dorset
Somerset Avon Gloucestershire
Wilts

4 447.000
Trips Nights Spend

5 255.000
3 511.000
2 447.000
3 117.000
1 543.000
1 635.000

23 090.000
22 878.000
15 141.000
9 702.000

10 125.000
6 093.000
4 972.000

£1 210 062.000
£1 118 196.000

£739 125.000
£409 315.000
£597 353.000
£283 876.000
£263 782.000

Source: © South West Tourism, reproduced by permission of The South West Tourism Alliance
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As a general rule, pie charts are effective for relatively simple representations but become less clear 
as the number of categories increase and as we attempt to use them for comparative purposes. They 
are often used in company reports to show how profits have been distributed and by local authorities 
to explain how the money raised by taxation is spent.

5.3.3 Pictograms
In many types of presentations, it is more important to attract attention and maintain interest than 
to give detailed statistical accuracy. It may be necessary to make a few important points effectively 
(think about the methods a politician might employ) and not confuse people with details in the lim-
ited time or space available. (More detailed statistical analysis can always be given in briefing papers 
or be held on a website for easy reference.) A pictogram can be very effective is such circumstances. 
The bars drawn on a bar chart are replaced by an appropriate picture or pictures, either vertically or 
horizontally (as shown in Figure 5.12).

figure 5.12

A pictogram 
showing the
main mode of 
transport used
by shoppers
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Other

figure 5.13

Constructing a 
pictogram to rep-
resent a doubling 
of sales

2 units
using length of side

A

2 units
using frontal area

B
C

2 units
using volume

Key: 1 unit

A pictogram can be more eye-catching, but is less accurate than a bar chart (how easily can you 
tell that 8 shoppers used the bus, 31 a car, 5 walked and 6 gave a different response?) and, in some 
circumstances, misleading. It can be particularly confusing if the height and the width of a picture 
both change as different values are represented. If, for example, we are representing sales growth by a 
tree, as sales grow we draw taller and taller trees, but unless we increase the width, the tree will look 
thinner and thinner. The problem is illustrated in Figure 5.13.
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In a bar chart, an increase is shown as an increase of height, but in Figure 5.13, the visual impres-
sion could be in terms of height, surface area or volume. If we are making a single measurement or 
count – for example, sales by region, or turnover by company – a one-dimensional representation 
is generally clearer. We must try to avoid the possible confusion that pictograms of the kind shown 
in Figure 5.13 can produce; Picture A would certainly leave the impression of a more rapid sales 
increase than Picture B or Picture C.

factors contributing to  
tourism trends in march 2011 mini Case 5.3

in This arTiCLe on faCTors contributing to tourism trends, common symbols used in weather 
forecasts are used to illustrate and summarize how a variety of factors driving tourism in the UK are 
changing.

Travel
Demand

Tourism
Industry

News

Weather

Latest Changes

Weather

Travel Demand

Exchange
Rates

US
Economy

US Economy

Exchange Rates

Forecast Changes

Current
Conditions

Eurozone
Economy

Keys to Symbol

Very Favourable

Favourable

Neutral /
Favourable

Neutral /
Unfavourable

Unfavourable

Very Unfavourable

UK
Economy

Source: Trends Update 148, 4 March 2011. http://www.visitbritain.org/insightsandstatistics/
trendsandforecasts/trendsupdate/tu148.aspx Reproduced by permission of VisitBritain
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5.3.4 Other charts
We have considered bar charts, pie charts and pictograms as typical ways of representing categorical 
variable data. The choice depends on the purpose, and we should be prepared to accept variants on 
the typical representation, if this is likely to be more thought-provoking or effective in other ways.

Representations can come in all shapes and sizes, and serve many purposes. A map is a good 
example of how assumptions allow an effective representation of something as complex as a land-
scape. The advance of technology has enhanced both choice and quality of representation. 

radar/spider charts
mini Case 5.4

The raDar CharT is a useful graphic that can be used to compare a number of responses to different 
characteristics. The example below shows 14 characteristics or factors used to measure the satisfaction of 
visitors to the South West of England in 2008 and 2009. The factors are shown as the radials of the chart. 
Respondents were asked to rate these factors on a five point scale, with five indicating very satisfied or 
very important. Each of the radials has been scaled to reflect this measurement. The average response 
to each of the factors in terms of satisfaction and level of importance has then been drawn on the chart.  
Comparing the profiles of response show, for example: most of the factors’ satisfaction levels exceed 
the their levels of importance; satisfaction with the ‘Feelings of welcome’ has improved from 2008; the 
main area of concern is the ‘Value for Money of Food and Drink’, which has an importance score of more 
than four – highlighting the weight of importance – but a satisfaction score that is considerably lower.

Feeling of welcome

General atmosphere

Shops Quality of Service

Shops Quality 

Shops Range

Local food avial
AREA OF MOST

CONCERN

LEAST
CONCERN

F&D Value for money

F&D Quality of Service

Food & Drink Range

Accommodation – value for money

Accommodation – quality of service

Vis Attr Value for Money

Vis Attr Quality of Service

Visitors Attraction Range
5

4

3

AREA MOST
IMPROVED
(from 2008)

AREAS OF
CONCERN

IMPORTANCE

2008

2009

Source: Regional tourist board for the South West of England: South West Visitors Survey 2009.  
http://www.visitdevon.co.uk/about-us/research © South West Tourism, reproduced by permission of  
The South West Tourism Alliance
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Table 5.9 The amount spent on food in one particular shop

Expenditure Number of respondents

Under £5 2
£5 but under £10 6
£10 but under £15 8
£15 but under £20 12
£20 but under £30 10
£30 but under £40 4
£40 and more 2

44

Given the choice available it is a matter of judgement of how to most effectively present the data, 
so that it can be understood (we could lose the meaning of the data by fancy presentation!) and allow 
a focus on issues of interest. 

Small scale investigations using questionnaires (as described in the case) are likely to produce 
mostly categorical data by the nature of the questions asked. Questions on gender, occupations, 
qualifications, car ownership and attitudes will typically produce categorical data. We must be care-
ful not to use the statistics developed for continuous data (e.g. means and standard deviations), but 
which are easily available, with this type of data, without adequate justification.

5.4 Presentation of continuous data
Continuous data often arises in business research where we are measuring something using 

some form of measuring device, for example a ruler or thermometer. The accuracy of the measure-
ment will depend on the requirements of the user and the accuracy of the device itself. 

5.4.1 Histograms
Although continuous data can be summarized by forming categories and illustrated by a bar chart, 
this data lends itself to be displayed in a more sophisticated way, a histogram, that has qualities that 
a bar chart does not. These qualities and construction of the histogram are best illustrated by exam-
ple. The amount spent on food in a particular shop by 50 respondents (see Question 8 in the Illustra-
tive example: Shopping Developments Limited questionnaire in Chapter 2) has been grouped and 
summarized in a frequency table as  shown in Table 5.9. To construct the histogram as shown in 
Figure 5.14, the following principles are considered:

 ➔ In the table there are two open-ended groups; the first and the last. Once data has been collated 
in this way, it is often difficult to know what the lowest and highest amounts were or are likely to 
have been. All we can do with groups (or intervals) that are open-ended is to assume reasonable 
lower or upper boundaries on the basis of our knowledge of the data and the apparent 
distribution of the data. In this case, it may be reasonable to assume a lower boundary of £0 for 
the first group and an upper boundary of £50 for the last group. In the absence of information, 
open-ended classes are assumed to have the same class width as the adjacent closed group.

 ➔ If we were to display this data in a bar chart, the horizontal axis would not be scaled but 
used to place the names of each category. For a histogram the horizontal axis is a continuous 
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measured scale, just like a ruler. This scale is used to measure off the class intervals (. . . £5 but  
under £10, £10 but under £15 . . .). There are no gaps in these intervals.

 ➔ If we were to use bars (a bar chart) to represent the number of respondents in each range, it 
would appear that there were more in the range ‘£20 but under £30’ (ten respondents) than 
in the range ‘£10 but under £15’ (eight respondents). However, the range ‘£20 but under £30’ 
is twice as wide and we need to take into account this increased chance of inclusion. To fairly 
represent the distribution, frequencies are plotted in proportion to area.

 ➔ As a general rule if you double the interval width then you halve the height (e.g. retain the importance 
of area). Clearly if the interval is increased by a factor of five, say, then the height of the block would 
be found by dividing that frequency by five, and so on. In practice, we choose one of the groups 
(often the smallest or most common) as the standard and scale the rest, as shown in Table 5.10.

figure 5.14

A histogram 
showing the 
distribution of 
expenditure on 
food

Expenditure on food
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100 20 30 40 50 £’s
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2

2

6

8

Key: One shopper

Table 5.10 Data for constructing a histogram

Expenditure Frequency Width Scaling factor Height of block

£0* but under £5 2 5 1 2
£5 but under £10 6 5 1 6
£10 but under £15 8 5 1 8
£15 but under £20 12 5 1 12
£20 but under £30 10 10 1/2 5
£30 but under £40 4 10 1/2 2
£40 but under £50* 2 10 1/2 1

*Assumed boundary

It should be noted that EXCEL does not easily produce histograms. They are better produced using 
SPSS.

Where we have ungrouped discrete data, for example numbers in a household might be recorded 
as 1, 2, 3, 4, 5, 6, 7, 8, we produce a continuous measure on the horizontal axis by assuming limits that 
extend to half-way between the values, i.e. 0.5–1.5, 1.5–2.5, 2.5–3.5, 3.5–4.5 and so on, and proceed 
to construct the histogram in the same way as illustrated above.

The number of class intervals in the histogram depends entirely on the number of observations. The 
more observations the larger the number of class intervals we need. Table 5.11 provides a guideline.
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If more data was collected then the number of class intervals would increase and their width 
would decrease. The histogram would eventually approximate to a curved graph known as a  
frequency curve. This curve can be described by a mathematical function or equation that is used in 
probability theory. Some typical ones are shown in Figure 5.15.

Table 5.11 Guidelines for histogram construction

Number of Observations Number of Classes

Less than 50 5 – 7
50 – 200 7 – 9
200 – 500 9 – 10
500 – 1000 10 – 11
1000 – 5000 11 – 13
5000 – 50 000 13 – 17
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figure 5.15 Typical Frequency Curves

Where does all the money go?
mini Case 5.5

as a varianT of The histogram, the ‘tree map’ provides a visual display of, in this instance, the UK 
finances. Like a histogram, the area of each box is proportional to the amounts spent or received. This 
version of a tree map represents UK Government income and public sector expenditure, in £Billions, 
based on 2010/11 figures from the UK Treasury and the Office of National Statistics.

(Continued )
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5.4.2 Stem-and-leaf diagram
Essentially, a histogram shows the distribution of measurement, and it is this idea of a representative 
spread that is particularly important. An alternative representation that can achieve the same type 
of effect is a stem-and-leaf diagram. Suppose we are recording the number of seconds it is taking to 
complete a cash transaction and the first three recordings were 43, 66 and 32. The most significant 
digit is the first (4, 6 or 3) and this would be referred to as the stem; in this case, the second digit is 
referred to as the leaf (3, 6 or 2, but the decision can be more complex than this). A stem-and-leaf 
diagram is constructed by placing the ‘stem’ value to the left of a vertical line and the ‘leaf ’ value to 
the right of this line as shown in Table 5.12.

Table 5.12 The beginning of a stem-and-leaf diagram  
showing the first three recorded values

Stem Leaf

3 2
4 3
6 6

  Where  4|3  represent 43

Source: Cm8104 Public expenditure statistical analysis, 2011. www.hm-treasury.goc.uk Office of National 
Statistics www.ons.gov.uk

(Continued )
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In Table 5.13 the recordings have been added to and we can read these as 28, 32, 33 and so on. 
The importance of this diagram is again the representation of distribution. 

Table 5.14 The number of complaints received each day over a ten-day period

15 8 14 15 4 15 17 6 18 15

Table 5.15 Number of complaints in rank order

4 6 8 14 15 15 15 15 17 18

Table 5.13 A stem-and-leaf diagram based on 28 recorded 
values in ascending order

Stem Leaf

2 8
3 23356
4 134668
5 134567779
6 12568
7 24

  Where  3|2  Represents 32 seconds

Computer packages such as SPSS can produce stem-and-leaf diagrams and also go on to pro-
duce related charts.

In general survey work, continuous data is most likely to be generated by questions about time 
(e.g. travel time to work, age or time taken to complete a task), distance (e.g. distance to work or the 
dimensions of a component), value (e.g. weight of a gold bar or income) or rate (e.g. number of cars 
per ten minute interval or number of items bought per shopper).

5.4.3 Ranking Displays
If we are dealing with a small number of values, a list in ascending or descending order could be 
sufficient (known as ranking). Table 5.14 shows the number of complaints received each day over a 
ten-day period and Table 5.15 shows exactly the same data ordered by value.

It is far easier to see from Table 5.15 the largest and smallest numbers involved, and that about 15 
complaints were received on a ‘typical’ day, since this could be said to be a ‘typical’ number. In reality 
we would need to consider whether the sample size was adequate to represent the number of com-
plaints, what was meant by a ‘typical’ day and whether, in business terms, any number of complaints 
is acceptable.
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5.5 Graphical representation
Graphical representation is essentially used for two purposes: either to show changes 

over time or to explore the relationship between variables. A reminder of how to plot individual 
points on a graph was discussed in Chapter 1. Here we are concerned with illustrating a particular 
situation that has been observed rather than a mathematical relationship.

5.5.1 Plotting against time
Most problems of substance will have an historic dimension. Governments monitor changes 
in employment or the balance of trade over time, there is public interest in how birth rates or 
crime rates are changing over time and businesses look at how a number of measures of per-
formance change over time. Plotting and being able to interpret data recorded over time (see 
Chapter 17) is a major element of many research projects. A company (like Shopping Develop-
ments Limited) might be interested, for instance, in the number of business enquiries related  
to precinct retail units which have been received over the past three years. This is shown in 
Table 5.17.

The number of employees in six small- and medium-sized enterprise (SME) companies in a town in 
the UK is shown in Table 5.16.

Rather than searching through the unranked data (Table 5.16(a)) to find the largest or smallest 
company, it is far easier to view the ranked data (Table 5.16(b)). It immediately becomes apparent that 
Banks & Son and FTB Wines had the largest number of employees and Purdies had the least number 
of employees.

example

Table 5.16 SME companies by number of employees

(a) Unranked (b) ranked

SME Company No. Employees SME Company No. Employees

MDE Ltd. 23 Banks & Son 44
Purdies 5 FTB Wines 36
Banks & Son 44 MDE Ltd. 23
FTB Wines 36 Hanker IT 12
Hanker IT 12 Buy Brokers 7
Buy Brokers 7 Purdies 5
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Tables of this kind are very common and there are important points to note:

 ➔ In this case the recording started three years ago, in year one (year three would be taken as 
referring to the most recent year) and quarter one refers to the months January, February 
and March.

 ➔ Time is always plotted on the x-axis.

However plotted, the resultant graph will need interpretation. Figures 5.16 and 5.17 show how the 
impression given can depend on the scales chosen and how difficult it is to talk about change and 
rates of change without supportive calculations.

Both graphs show a downward trend (which may concern Shopping Developments Limited), but 
with the trend emphasized in different ways. A regular and perhaps predictable quarterly variation 
can also be observed, and again this is presented with differing emphasis.

Table 5.17 Number of business enquiries received by Shopping Developments Limited

Year Quarter Number of enquiries

1 1 20

2 33

3 27

4 14

2 1 18

2 29

3 25

4 12

3 1 17

2 27

3 18
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figure 5.16
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figure 5.17
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The UK population is increasing
mini Case 5.6

By BreaKing DoWn The figUres into their constituent parts and stacking the graphs you can see 
how things have changed over time and, in this example, how they might change in the future both in 
overall figures and the numbers in each group. This has been done below by the Institute of Grocery 
Distribution for the UK population growth.

The UK population is increasing
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Source: Institute of Grocery Distribution. Consumers & shoppers factsheet: population trends, April 2010. 
Reproduced by permission of IGD, http://www.igd.com

(Continued )
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5.5.2 Actual and percentage increases
Suppose the unit sales achieved from two products, Product A and Product B, were recorded as 
shown in Table 5.18.

Graphically the unit sales of Product A are shown in Figure 5.18 and the unit sales of Product B 
in Figure 5.19.

The graph for Product A has produced the (expected) straight line, showing the constant increase 
of 8000 units each year. The curve produced in the graph for Product B suggests a constant percentage 
increase (in this case 30 per cent). To study the rate of change over time, we determine the log values 
for the y-axis, given in Table 5.19, and then plot against time, as in Figure 5.20. Here we have used 
log to base ten but could also have used log to base e.

If values are increasing (or decreasing) at a constant percentage rate (30 per cent in this case), then 
plotting logs of values against time will produce a straight line. We can check these figures with the 
usual calculations, for example:

 
26000 20000

20000
100 30−







 × = %

(Alternatively, we could antilog the increase in log values (0.1140 or 0.1139) to find the multipli-
cative factor of 1.30.)

To estimate the sales in the next year we multiply by 1.3, that is, increase values by 30 per cent.

Table 5.18 Unit sales of two products

Product A Product B

Year Sales Increase Sales Increase

1 20 000  20 000  
2 28 000 8 000 26 000   6 000
3 36 000 8 000 33 800   7 800
4 44 000 8 000 43 940 10 140
5 52 000 8 000 57 122 13 182

The UK population is increasing 

 ➔ The UK population is expected to grow to 71 million people by 2031.
 ➔  Growth between 2008 and 2031 is expected to be at a greater rate in England (17 per cent to 

60.1 million) than in the other countries making up the UK.
 ➔  The population in Wales is expected to grow at 11 per cent to 3.3 million. Northern Ireland 

population is expected to grow by 13 per cent to 2 million, while Scotland expects slower 
growth of 7 per cent to give a population in 2031 of 5.5 million.

(Continued )
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figure 5.18
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Table 5.19 The log10 values of sales of Product B

Year Number sold Log10 of numbers sold Increase in log values

1 20 000 4.3010
2 26 000 4.4150 0.1140
3 33 800 4.5289 0.1139
4 43 940 4.6429 0.1140
5 57 122 4.7568 0.1139

4.3

1 2 3 4 5

4.4

4.5

4.6
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4.8

Years

Log. of sales
of Product B

figure 5.20

The log values of  
sales of Product B  
plotted against time

60193_05_Ch05_p135-173.indd   165 13/10/12   1:38 PM



166 Part II DESCrIBING Data

5.5.3 Relationship graphs
When trying to understand business relationships and other relationships, we need to consider how 
variables can influence and be influenced by each other. We discussed a way of looking at relation-
ships between two categorical variables via a cross-tabulation in Section 5.2.1. Possible relationships 
between two continuous variables can be explored very clearly with a scatter diagram (or plot) and 
involves plotting the values of one variable against another. We do need to be careful however how 
we assign variables to the x-axis and the y-axis since the direction of the relationship is often implied 
from this positioning. The variable thought to be responsible for or influencing the change is plotted 
on the x-axis (the horizontal) and is often referred to as the independent variable or predictor vari-
able. The variable whose change we are seeking to explain is plotted on the y-axis (the vertical axis) 
and is referred to as the dependent variable.

Table 5.20 gives ‘travel time in minutes’ (see Question 3 in the Illustrative Example: Shopping 
Developments Limited questionnaire in Chapter 2) and amount spent on food (see Question 8) for 
the first five respondents. In this case, we would probably be trying to explain the differences in the 
‘expenditure on food’ and would be considering a range of factors that could offer some explanation. 
The dependent variable (y) would be ‘expenditure’ and the independent variable (x) would be ‘travel 
time’. You could, however, be considering a different scenario where the time that a respondent was 
prepared to travel did depend on how much they were planning to spend. It is for the researcher to 
make a judgement on how the analysis should be structured, given the context and the requirements 
of the analysis. The scatter diagram of expenditure against time is shown as Figure 5.21. The diagram 
shows that as travel time increases so does expenditure and  indicates a positive relationship between 
the two variables. Scatter diagrams form a starting point for correlation and regression analysis 
which is discussed in depth in Part 5 of this book.

Table 5.20 Data on travel time and expenditure on food

Respondent Travel time in minutes Expenditure of food (£)

1 10 17
2 15 25
3 5 18
4 4 3
5 25 45
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Graph of expenditure  
on food against travel  
time in minutes
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5.5.4 The Lorenz curve
One particular application of the graphical method is the Lorenz curve. It is often used with 
income data or with wealth data to show the distribution or, more specifically, the extent to which 
the distribution of wealth is equal or unequal. This does not imply a value judgement that there 
should be equality but only represents what is currently true. To construct a Lorenz curve each dis-
tribution needs to be arranged in order of size and then the percentages for each distribution cal-
culated. The percentages then need to be added together to form cumulative frequencies which 
are plotted on the graph. Let us consider first the information given in Table 5.21. The percentage 
columns give a direct comparison between population and wealth. It can be seen that the poorest 
50 per cent can claim only 10 per cent of total wealth. The cumulative percentage columns allow 
a continuing comparison between the two. It can also be seen that the poorest 75 per cent of the 
population can claim 30 per cent of the wealth and the poorest 85 per cent of the population 40 
per cent and so on.

Note that in Figure 5.22 the point representing zero population and zero wealth (Point A) is joined 
to that representing all of the population and all of the wealth (Point B) to show the line of equality. If 
the points were on this line then there would be an equal distribution of wealth: the further the curve 
is away from the straight line the less equality there is. The curve can also be used to show how the 
income distribution changes as a result of taxation. Figure 5.23 shows a progressive tax system where 
the post-tax income distribution is closer to equality than the pre-tax income distribution.

Table 5.21 A percentage comparison of the population and wealth distribution

Group
Percentage  

 of population 
Cumulative 
percentage

Percentage of  
total wealth

Cumulative 
percentage

Poorest A 50       50 10       10
B 25  (+50) 75 20  (+10) 30
C 10  (+75) 85 10  (+30) 40
D 10  (+85) 95 15  (+40) 55
E 3  (+95) 98 25  (+55) 80

Richest F 2 (+98) 100 20 (+80) 100
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A graph showing the  
Lorenz curve
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5.6 Conclusions
The quantity of data that a business or other kind of organization needs to manage can be 

immense. There can literally be thousands of figures relating to sales, production and other business 
activities. Data needs to be summarized and presented so that people, not computers, can under-
stand what is happening as illustrated in the Mini Cases. We are not saying that you do not need to 
use computers to organize and present such data, but, in the final analysis it is essential that what is 
happening within the organization, or to its environment is communicated successfully to those who 
have to make decisions. Diagrammatic representation offers a quick way of summarizing these large 
amounts of data and thus getting the general message across (senior managers are often most inter-
ested in general trends in data, rather than the immense detail contained in the raw data). You only 
need to look at the business press to see the importance of clear, concise presentation.

  It is the starting point of statistical analysis, and can often reveal patterns in the data which can 
direct further stages in analysis. By working through this chapter you have seen how raw data can 
be transformed into attractive tables, diagrams and graphs which will communicate what the data is 
saying. We have looked at various types of presentation and you should now be able to select the one 
or ones which are appropriate to the data you are trying to represent. The Mini Cases should give you 
some ideas about the representations used in practice. As a result of reading this chapter you should 
present information more effectively using charts and diagrams, and you should be less likely to be 
misled by those diagrams constructed by others.

5.6.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

 ➔ Shopping Development Ltd. survey data on the number of items bought by shoppers to 
Hamblugs shop in either the EXCEL file CSE4.xlsx or the SPSS file CSE5.sav

 ➔ Shopping Development Ltd. case 2.1 data for cars entering a car park in either the EXCEL 
file CSE6.xlsx or the SPSS file CSE7.sav.

The student guides to SPSS and EXCEL can be found in Part 8 of the online platform.

figure 5.23
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5.7 Questions

Discussion questions
1 Search the web for sources on Exploratory Data Analysis. How does this approach differ from a 

more ‘classical’ approach to analysis?

2 Criticize the following table:

Multiple choice questions
1 Component bar charts have:

a. All bars the same length 
b. Bars for percentages of each 

component
c. Bars built up from sections for each 

component
d. Are coloured to reflect the 

components

2 Pie charts can be used for:
a. Annual company reports 
b. Degree dissertations 
c. Publicity materials 
d. Any of these

3 Earnings data is:
a. Categorical data 
b. Ordinal data 
c. Interval data 
d. Ratio data

4 If the figure for sales was 50 last year and is 
61 this year, the percentage rise is:
a. 10 
b. 11 
c. 18 
d. 22

5 If the following years figure is 65, the 
percentage rise is:
a. 4 
b. 6.1
c. 6.5
d. 15

Exercise questions
1 From two censuses of a population’s occupations, carried out in 2000 and 2010, the following 

figures were obtained (all values are in ‘000s).
 Out of 3720 males employed in non-manual occupations in 2000, 450 were employed in profes-
sional jobs, 1290 in administration, 500 were shop-keepers, 690 were clerical workers, 480 shop 

No of Castings Weight of Metal Foundry Hours

Up to 4 tonnes  60  210
Up to 10 tonnes 100  640

All other weights 110  800
Other  20  85

290 2000

3 Obtain a number of tables, charts and diagrams used to describe quantitative information. 
Sources could include, for example, newspaper cuttings, building society pamphlets, textbooks 
or web search. Classify each as being categorical or continuous data and state reasons why you 
consider them to be informative or misleading.
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assistants and the remainder in personal services. Of the 3870 women employees in non-manual 
occupations in 2000, 40 were in professional jobs, 780 in administration, 160 were shop-keepers, 
1090 were clerical workers, 560 shop assistants and the rest in personal services.
 In 2010, the number of male employees had gone up by 850. There were increases of 210 in 
professional jobs, 80 in shopkeepers, 120 in clerical workers and 20 in personal services. The 
number in administration was then 1620. In 2010, the female total was 4730. Female clerical 
workers were 1540, in personal services 1360 and in administration 920. Female shop assistants 
increased by 110 in 2010, and professional women by 10.
 Present the above information in a table and graphically suitable for reproduction in a national 
newspaper.

2 The number of new orders received by a company over the past 25 working days were recorded 
as follows:

3 0 1 4 4
4 2 5 3 6
4 5 1 4 2
3 0 2 0 5
4 2 3 3 1

(a) Tabulate the number of new orders in the form of a frequency distribution.
(b) Present this data by means of an appropriate representation.
(c) Comment on the distribution and outline what other information might be of value.

3 Information has been collected on consumption and investment in a number of industries in 
Europe and presented in the following table: 

Present this information using:
(a) pie charts;
(b) appropriate bar charts.

Industrial Sources for Consumption and Investment Demand (Euro thousand million)

Producing Industry Consumption Investment

Agriculture, mining 1.1 0.1
Metal manufactures 2.0 2.7
Other manufacturing 6.8 0.3
Construction 0.9 3.7
Gas, electricity & water 1.2 0.2
Services 16.5 0.8
Total 28.5 7.8
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4 Four regions of Yorkshire classify companies according to primary, manufacturing, transport, 
retail and service. The number of companies working in each region within each category is 
shown below.

Construct a suitable diagram to represent this data and comment on the regional differences.

5 A survey of workers in a particular industrial sector produced the following table:

 Describe this data with an appropriate diagram. What difference would it make if you were 
given the additional information that many of the workers included in the survey were part-
time and that a high proportion of the part-time workers were female?

6 The following table shows, for a particular year, the distribution of age at marriage for males in 
the UK (note: different class widths!!).

Describe this data in a histogram.

Industrial Sources for Consumption and Investment Demand (Euro thousand million)

Region Primary Manufacturing Transport Retail Service

Daleside 143 38 10 87 46
Twendale 134 89 15 73 39
Underhill 72 67 11 165 55
Perithorp 54 41 23 287 89

Weekly income (£) Number

under £100 170
£100 but under £150 245
£150 but under £200 237
£200 but under £400 167
over £400 124

Age in years Frequency (‘000s)

16 to under 20 77
20 to under 25 185
25 to under 30 104
30 to under 35 33
35 to under 40 22
40 to under 50 10
50 and over 26
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7 Use graphical methods to explore the following data for possible causal relationships.

8 The table below shows a company’s quarterly profit and its share price on the Stock Exchange 
over three years.

 Construct a suitable graph to represent this data and comment on the behaviour of profit and 
share price over the three years.

9 The results of a company were reported as follows:

(a) Graph the three sets of data against time.
(b) Graph the log values for the three sets of data against time.
(c) Comment on your graphs outlining the relative merits of those produced in parts (a)  

and (b).

Year Sales (units) Research (£000) Advertising (£000)

1 590 88 142
2 645 99 118
3 495 50 80
4 575 78 42
5 665 97 150
6 810 118 40

Year Turnover (£000) Pre-tax profit (£000) Exports (£000)

1 7 572 987 2 900
2 14 651 1 682 6 958
3 17 168 2 229 7 580
4 21 024 3 165 9 306
5 25 718 4 273 10 393
6 37 378 6 247 18 280
7 53 988 9 559 28 229
8 79 258 19 646 48 770
9 122 258 32 714 74 410

10 183 338 49 832 95 029

Year 1 Year 2 Year 3

Quarter Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

Profit (£m) 36 45 56 55 48 55 62 68 65 65 69 74
Share Price 
(pence)

137 145 160 162 160 163 166 172 165 170 175 182
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10 The following wealth data was obtained for a particular country for the years 1980 and 2010:

Construct a Lorenz curve for this data on income and describe the change in the distribution of 
wealth between 1980 and 2010.

Percentage of people  
in group

Percentage of income

Income group 1980 2010

Lowest 50 7 9
25 14 17
15 17 20
5 11 12
4 23 20

Highest 1 28 22

60193_05_Ch05_p135-173.indd   173 13/10/12   1:38 PM



174

6

Objectives

This chapTer refers To ‘measures of location’ rather than just the average, to 
emphasize that there is more than one ‘typical’ summary value (the simple average). 
What is seen and accepted as a typical value will depend on the data we are consider-
ing, for example, the most popular model of car, opinions on service levels as expressed 

Measures of Location

 By the end of this chapter, you should be able to:

➔➔ calculate the mean, median, quartiles and mode for raw data

➔➔ calculate the mean, median, quartiles and mode for grouped data

➔➔ calculate at least one other measure of average

➔➔ understand the relative merits of each measure of location

➔➔ calculate weighted means

➔➔ explain the relationship between the measures of location

on a questionnaire rating scale or the weekly cost of groceries. We do not wish to question the use 
in ‘everyday’ language of the word ‘average’ (‘she played an average game’, ‘he has an average job’), 
but when calculating statistics we need to be more precise. In a shopping survey, for example, we 
need to know what exactly is meant by the average amount spent or the average number of visits, 
so that we can use this information more effectively for description or inference. We also need to be 
aware of all the assumptions being made – so for example, when we talk about the average amount 
spent on cigarettes, do we mean the average spent by smokers, or the average amount spent by all 
respondents?

You might think that detailed coverage of manual methods of calculation are unnecessary in 
the light of the way we use computers, however, there is still a need for such methods. Raw data 
collected from a questionnaire or some form of observation might be entered directly into a pack-
age such as EXCEL or SPSS (Statistical Package for the Social Sciences) and various measures of 
location can then be found at the click of a mouse. However, this is unnecessary for small data sets 
and many academic courses still expect you to evidence that you can do such calculations without 
a PC and demonstrate understanding of such numeracy skills. Also, one of the key reasons for 
calculating measures of location is to allow comparisons to be made between data sets, or between 
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your data and some secondary data, and one of the features of secondary data is that it is often 
presented as tabulated or grouped data. Packages such as SPSS cannot deal with data presented in 
this way. A final reason for showing hand calculation here is that it will aid your understanding of 
the topic.

There are three widely used measures of location: the arithmetic mean, the median and the mode. 
Each has strengths and weaknesses and no one measure is ideal for all circumstances. The mean (or 
arithmetic mean) is the most often used measure of location or average, with the median (and associ-
ated quartiles) and the mode being used for more specific (special case) applications. Each of these 
statistics has its own characteristics and will generally produce a different result for a given set of data.

For some sets of data it is useful to determine all of these statistics (together they tell us something 
about the differences in the data), but for other data sets, not all of the calculable statistics may be 
valid. A major consideration will be the type of variable data we are dealing with – categorical (nomi-
nal or ordinal) or continuous (see Section 2.4 on measurement). As we will see it is not appropriate to 
calculate a mean for categorical data. How can you have an average social class or country of origin? 
Continuous data can also be discrete. Is giving the average number of children as 1.8 a meaningful 
answer? Knowing the average number of children could be helpful in a population projection exer-
cise, but less helpful in allocating aircraft seats. We also need to consider the variation in the data 
(is it all closely bunched together or are there extreme values?). We also need to decide whether we 
are going to include all values (do we trust all the values we have, or do we wish to exclude some for 
being unlikely or unrepresentative?). Table 6.1 summarizes the appropriate average given the type 
of data used.

Table 6.1 Appropriate average for type and level of measurement

Categorical Nominal Mode
Ordinal Mode Median

Continuous Interval Mode Median Mean
Ratio Mode Median Mean

The average pay Gap
miNi case 6.1

siNce The iNTroducTioN iN the UK of the Equal Pay Act in 1970, there has been considerable interest 
in monitoring the difference between women and men’s pay. Official statistics, via the Office of 
National Statistics (ONS), play an important role in this monitoring via the Annual Survey of Hours and 

(Continued )

The arithmetic mean (usually just shortened to mean) is the name given to the ‘simple average’ 
that most people calculate. It is easy to understand and a very effective way of communicating an 
answer. It does not really apply to categorical data. The median is the middle value of an ordered list 
of data. It is not as well known as the mean but can be more appropriate for certain types of data. 
The mode is the most frequent value or item, typical examples being the most popular model of car 
or most common shoe size.
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The ONS report stressed that like-for-like comparisons should be made, for example the differences 
between full-time and part-time employees. This advice does not always appear to be adhered to. The 
headline estimate in Table B for full-time employees indicates a median gender gap of 12.8 per cent, 
the Government Equalities Offices (GEO) press release on 27 April 2009 in support of the publication 
of the Equalities Bill quotes 23 per cent – the figure for all employees. The ONS report also stressed 
that the gender pay gap is a comparison of two skewed earnings distributions and given this skew, the 
median is thought of as the best estimate of typical earnings. Use of the mean however captures the 
change at the top end of the distribution.

The media also had interest in the ASHE results. One newspaper headline exclaimed: ‘UK gender 
gap widens’. The report, however, bases its figures on the mean gender gap and quotes the full-time 
employees gender gap at 17.1 per cent – the difference that captures the higher end of the pay scale. 
The report also suggests that the part-time gap stood at 36 per cent, whereas the median gender 
gap was in fact –3.5 per cent, i.e. typically part-time women employees’ earnings are 3.5 per cent 
higher than men’s!

Sources: www.equalities.gov.uk http://www.ons.gov.uk/ons/rel/social-inequalities/presentation-of-the-gender- 
pay-gap--ons-position-paper/november-2009/index.html; The Guardian (14 November, 2008) www.guardian.co. 
uk/business/2008/nov/14/gender-pay www.equalityhumanrights.com/uploaded_files/triennial_review/how_fair_ 
is_britain_ch11.pdf

Earnings (ASHE). In 2009 ONS published a report based on the April 2008 figures from ASHE and 
highlighted the pay differences:

Source: ONS Position paper, Presentation of the Gender Pay Gap, 2009. Office for National Statistics 
licensed under the Open Government Licence v.1.0.

Table B The gender pay gap for hourly earnings excluding overtime

Employees on adult rates, who pay was unaffected by absence

% Median Mean

Full-time/ full-time 12.8 17.1
Part-time/ part-time – 3.5 13.2
All employees/All employees 22.5 20.9

Employees on adult rates, whose pay was unaffected by absence

Full-time Part-time All

£ per hour Median Mean Median Mean Median Mean

Men 12.50 15.54 7.26 11.36 11.97 15.32
Women 10.91 12.88 7.51  9.85  9.27 12.11
All 11.87 14.53 7.49 10.17 10.53 13.92

Table a Average hourly earnings, excluding overtime
Gender Gap =
{1 - Women Earning } ë 100%

Men Earning
Apositive result indicates that 
men, on average, are earning 
more than women by the 
stated percentage.

(Continued )

60193_06_Ch06_p174-198.indd   176 12/10/12   4:24 PM



177Chapter 6 MeaSUreS OF LOCatION

Put the word ‘average’ into a news website such as the BBC, ITN, SKY or a major newspaper 
and see the sort of stories you can find. Try again with the word ‘median’.

eXercise

6.1 Raw data
Raw or untabulated data will usually be presented to us as a list of numbers or rows of num-

bers (see the book’s online platform for the Case Study 2.1 Data Set on the number of cars entering 
a car park during ten-minute intervals, file CSE6.xlsx on). This type of data can come in any order 
(unranked rather than ranked) and can range from a few values to several thousand or more. Sup-
pose we consider just the first ten observations from this data set (to make life easy):

10 22 31 9 24 27 29 9 23 12

The mean (only continuous variables)
To calculate the mean, the numbers are added together to find the total, and this total is divided by 
the number of values included. In this case:

x = + + + + + + + + +10 22 31 9 24 27 29 9 23 12
10

x = =196
10

19 6. cars

where x  (pronounced x bar) is the symbol used to represent the mean. It is important to clarify the 
units in use and to give an interpretation to the result. In this example, 0.6 of a car is only meaningful 
in terms of an average value (unless we are actually cutting up cars). We would also need to decide 
whether to round our answer to an average of 20 cars every 10 minutes for reporting purposes.

As most statistics require some form of calculation, a shorthand has developed to describe the 
necessary steps. Using this shorthand, or notation, the calculation of the mean would be written as 
follows:

x x
n

= Σ

where x represents individual values, S (sigma) is an instruction to sum values, and n is the number 
of values.

The median (only continuous and ordinal variables)
The median is the value in the middle when numbers have been listed in either ascending or descend-
ing order (typically ascending order). The first step is to rank, or order, the values of interest:

9 9 10 12 22 23 24 27 29 31
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The next step is a matter of counting from the left or the right. When working with a listing of dis-
crete values the position of the middle value is found using the formula:

(n + 1)/2

This is easy to use with an odd number of values (e.g. given five values the middle one would be given 
by (5 + 1)/2, i.e. the third one). When working with an even number of values, such as ten, a half 
emerges and we need to use the two adjacent values. In this case, (10 + 1)/2 gives five-and-a-half and we 
need to consider the fifth value of 22, and the sixth value of 23. Having found the two adjacent values, 
the practice is to average these to determine a median. In this case the median would be given as 22.5.

This small data set can be used to illustrate two important points. First, the averaging of the two 
middle values can produce a value not possible in the original data (22.5 cars) and second, the median 
is not sensitive to changing values away from the centre. As an extreme example, suppose the largest 
value of 31 had been wrongly recorded as 310, the mean would change substantially (to 47.5) but the 
median would stay the same. In this sense, the median can be regarded as a more ‘robust’ statistic.

Quartiles and percentiles
If we are able to quote the middle item as an average then we can also determine quarter values 
known as the lower quartile or first quartile (Q1) and the upper quartile or third quartile (Q3) We 
can in fact determine the value at any position. These values are called percentiles and divide the 
array of data into 100 parts (per cent). The lower quartile is the 25th percentile, the median the 50th 
percentile and the upper quartile the 75th percentile. Other percentiles will be further discussed in 
Section 6.3.

These are order statistics, like the median (Q2), and can be determined in the same way. To find  
Q1 we need to be a quarter of the way through the data, at position (n + 1)/4; here that would  
be (11/4) = 2.75. This will be three quarters of the way between the second and third values. In this 
case they are 9 and 10, so Q1 must be 9.75. To find Q3, we need the value at position (3n + 1)/4; here 
this is (30 + 1)/4 = 7.75, so three quarters of the way between the seventh and eighth values. The 
seventh value is 24 and the eighth is 27, so three quarters of the way between them is 24 + (3 × 3/4) =  
24 + 2.25 = 26.25.

The mode (all variable types)
The mode is the most frequently occurring observation. Given the data:

10 22 31 9 24 27 29 9 23 12

it can easily be seen that nine occurs twice and is therefore the most frequent value, i.e. it is the 
mode.

One of the problems with the mode can be illustrated if we consider the first 12 values given in 
the Case Study 2.1 data:

10 22 31 9 24 27 29 9 23 12 33 29

In this case there are two modes, 9 and 29, since both values occur twice. If an extra data value were 
to become available, say 10, there would then be 3 modes. If the extra value had been a 9 rather 
than a 10, there would only be 1 mode. For some sets of data the mode can be unstable. Again, 
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you should not just accept the statistic at ‘face-value’, but consider what it really means and what 
interpretation can be given.

The determination of the mean, the median, the quartiles and the mode (using the EXCEL func-
tions) for this illustrative data is shown in Figure 6.1.

Suppose that you have recently joined a company where a substantial part of your earnings will 
come from commission. You have discovered that the previous year’s commission earnings of 
your five colleagues were as follows:

£15 000, £15 200, £15 200, £15 700, £18 600

How would you describe typical commission earnings? What commission could you reasonably 
expect?

You should ensure that you can correctly determine the following summary statistics:

Mean = £15 940

Median = £15 200; Q1 = 15 100; Q3 = 15 700

Mode = £15 200

highest value = £18 600

 lowest value = £15 000

You should note the effect the highest value of £18 600 has had on the mean.

eXercise

=mode(A1:A10)

=quartile(A1:A10,3)

=quartile(A1:A10,1)

=median(A1:A1)

=average(A1:A11)

figure 6.1 The mean, median, quartiles and mode for illustrative untabulated data
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Determine the mean, median, quartiles and mode for the 400 values given as  
Case 2.1 Data, file CSE6.xlsx on the online platform.
You should get:

mean = 27.045

(you will need to consider rounding when reporting a result like this)

median = 29; Q1 = 22; Q3 = 33

   mode = 29

You should also add the units, in this case the number of cars in a ten-minute recording interval.

eXercise

shopping developments  
part ii

iT is uNlikely ThaT maNaGers in a company like Shopping Developments Limited would be 
working with data sets as small as ten values, but it is still worth considering the three main 
descriptive statistics just calculated. The mean was 19.5 cars, the median was 22.5 cars and 
the mode was nine cars per ten-minute interval. In this case, the statistics are all very different. 
Most observations were in the range ‘20 but under 30’, but the two values of nine determined 
the mode and pulled the average downwards. The averages summarize the data and therefore 
we need to ask which ones best describe the data. Given where the majority of the data lies then 
the mode certainly is a poor summary measure. As we shall also see, it is important to examine 
the distribution (spread) of the data, because the distribution will explain the differences in the 
statistics of location and the differences are important in their own right (see Chapter 7). Often 
research is more concerned with these differences, and explaining difference, e.g. different buy-
ing behaviour, rather than just producing simple summary figures.

Managers need to ensure that the sample size is adequate for the required purpose. A few 
observations may inform a manager about the magnitude of a problem and allow a few trial 
calculations, but generally, a rigorous sampling approach is required which produces representative 
values. l➔l➔l

illusTraTiVe
eXample

The errors in seven invoices were recorded as follows:

-£120, £30, £40, -£8, -£5, £20 and £25

The use of negative and positive signs can be taken to indicate your loss and gain, respectively. 
Calculate appropriate descriptive statistics. You should get:

   mean = -£2.57

median = +£20; Q1 = -£8; Q3 = £27.5

mode is undefined

lowest value = -£120 highest value = +£40

eXercise
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6.2 Tabulated (ungrouped) discrete data
It is far easier to manage discrete data in a tabulated form where the highest and lowest 

values, and the most frequent values, can be quickly identified. The number of working days lost by 
employees in the last quarter may be of particular interest to a manager. The data could be presented 
as shown in Table 6.2.

Table 6.2 The number of working days lost by employees in the last quarter

Number of days (x) Number of employees (f)

0 410
1 430
2 290
3 180
4 110
5 20

1440

Table 6.3 The calculation of the mean from a frequency distribution

x f fx

0 410 0
1 430 430
2 290 580
3 180 540
4 110 440
5 20 100

1440 2090

The mean is: x = =2090
1440

1 451. days lost

The mean
To calculate the average number of working days lost last quarter, we first need to find the total 
number of days lost and then divide by the number of employees included. In this example, 410 
employees lost no days adding zero to the overall total, 430 employees lost one day adding 430 days 
to the overall total, 290 employees lost two days adding 580 days to the overall total and so on. The 
calculation, as shown in Table 6.3, involves multiplying the number of lost days, x, by the frequency, 
f, to obtain a column of sub-totals, fx. This new column, fx, is then summed to give a total Sfx which 
is then dividing by the number included, n (where n = the sum of frequencies Sf ).

The formula for this kind of table includes frequency:

x fx
n

= Σ
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The median
The tabulation of the number of ‘lost days’ has effectively ordered the data (the first 410 employees 
lost no days, the next 430 lost one day and so on). To find the median, which is a statistic concerned 
with order, we can either make a ‘running’ count or use cumulative frequencies. To calculate cumula-
tive frequencies, we just add the next frequency to the running total – see Table 6.4. – and indicate 
the number of items with a given value or less. For example there are 1310 values of 3 days or less.

As the data is discrete, the position of the median is found using the formula (n + 1)/2 which gives the 
720½th ((1440 + 1)/2) ordered observation, i.e. it will lie between the 720th and the 721st ‘ordered’ employee. 
It can be seen from the cumulative frequency that 410 employees lost no days and 840 lost one or less days. 
By deduction, the 720th and the 721st employee both lost one day; the median is therefore one day.

Table 6.4 The calculation of cumulative frequency

x f Cumulative frequency

0 410 410
1 430 840 = 410 + 430
2 290 1130 = 840 + 290
3 180 1310 = 1130 + 180
4 110 1420 = 1310 + 110
5 20 1440 = 1420 + 20

1440

Quartiles
The quartile values can also be determined using Table 6.4. With 1440 items of data, the lower quartile 
will be the (n/4)th item, (1440/4) = 360th item. The upper quartile will be the (3n/4)th item, here 1080th 
item. (Note that with grouped data we just use (n/4) rather than (n + 1)/4). This gives Q1 = 0 and Q3 = 2.

Five figure summary
The five figure summary is a convenient way of displaying and tabulating the median, associated 
quartiles plus minimum and maximum values of a Data Set. The statistics are displayed in ascending 
order as shown below using the data in Table 6.4.

Minimum Q1 Median Q3 Maximum
0 0 1 2 3

The summary effectively shows how the data is spread about the median, and is often displayed 
graphically as a box plot. We shall look at this display in the next chapter where we deal with measur-
ing variability in data.

The mode
The mode corresponds to the highest frequency count, which is one day lost (which can be seen eas-
ily on the original Table 6.2).

In this case the median and the mode both give the same value of 1 and the mean gives the slightly 
higher value of 1.451. The effect of a few employees losing a higher number of days is to pull the 
mean upwards.
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As we have seen, there is more than one average and this case illustrates the use of the median in 
survey reports.

Over the last decade past and present UK Governments have had numerous policy objectives 
to revise the National Health Service (NHS) operations. One of these policies has been directed at 
reducing waiting times, now termed ‘referral to treatment waiting times’ (RTT). The NHS responded 
with the aim of ensuring that by 2008 ‘no one will wait longer than 18 weeks from GP referral to 
hospital treatment. Most will be treated more quickly’. (NHS Improvement Plan (June 2004)). The 
Department of Health (DH) publish an annual report based on monthly RTT data provided by NHS-
funded consultant led service providers. A table from the 2010 report is shown below:

hospital Waiting  
Times miNi case 6.2

Source: NHS Referral to Treatment (RTT) Waiting Times Statistics for England, DH 2010 Annual Report.  
www.dh.gov.uk/en/Publicationsandstatistics/Statistics/Performancedataandstatistics

Admitted (adjusted) RTT periods

Treatment Function
Median wait 

(weeks)
95th percentile 

(weeks)
% within  
18 weeks

Total  
number

General Surgery 7.5 20.9 92.40% 37 207
Urology 6.4 19.6 93.70% 17 749
Trauma & Orthopaedics 11.6 24.8 86.50% 46 758
ENT 9.0 21.1 92.10% 13 908
Opthalmology 9.5 20.2 92.20% 34 178
Oral Surgery 11.0 21.5 90.70% 13 454
Neurosurgery 7.8 25.1 88.40% 1 850
Plastic Surgery 7.7 23.2 89.80% 9 864
Cardiothoracic Surgery 4.8 17.0 96.90% 1 444
General Medicine 3.3 13.5 99.00% 5 250
Gastroenterology 4.3 14.9 99.00% 7 858
Cardiology 5.7 17.1 96.60% 7 520
Dermatology 7.2 18.5 94.60% 6 166
Thoracic Medicine 3.5 15.1 98.50% 1 200
Neurology 2.8 14.3 99.30% 721
Rheumatology 2.7 13.2 99.10% 1 457
Geriatric Medicine 1.2 12.7 100.00% 147
Gynaecology 6.0 18.0 95.10% 23 625
Other 5.5 19.6 93.80% 24 383
Total 7.9 20.9 92.20% 254 739

Admitted RTT waiting times by treatment function, December 2010
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For the following transactions recorded on an automatic cash dispenser determine all five 
summary statistics and provide a five figure summary:

eXercise

Value of transactions (£s) Number

10 46
20 57
30 68
40 56
50 47

100 39
200 34

You should get:
mean = £54.55; Mode = £30

Minimum Q1 Median Q3 Maximum

£10 £20 £40 £50 £200

6.3 Tabulated (grouped) continuous data
As discussed in Part 1 (Section 2.4), continuous measurement is the result of using an 

instrument of measurement. Values will either come as a long list (e.g. a data file), or collated in 
a table where values are grouped by non-overlapping intervals. For ease of reference, Table 5.9 is 
reproduced as Table 6.5 and is typical of continuous data.

If data is given to us in the form of Table 6.5, then we no longer know the exact value of each 
observation. We only know, for example, that two respondents spent under £5, but not how much 
under £5. In this type of case, we have to assume a value for each group of respondents and estimate 
the descriptive statistic. In practice, we assume that all the values within a group are evenly spread 
(the larger values tending to cancel the smaller values) and can be reasonably represented by the 
mid-point value. This is the only realistic assumption we can make unless we have additional infor-
mation (see Weighted means, Section 6.4.3). If we were to use the lower limit value, we are likely 
to under-estimate the mean; if we were to use the upper limit value, we are likely to over-estimate 
the mean.

Looking at much of the published data, we often find that the first and last groups are left as 
open-ended, for example, ‘under £1500’ or ‘over £100 000’. In these cases it will be necessary to make 
assumptions about the upper or lower limits (as we did for the histogram in Section 5.4.1) before we 
can calculate the mean. There are no specific rules for estimating such end-points, but you should 
consider the data you are trying to describe. If, for example, we were given data on the ‘age of first 
driving conviction’ with a first group labelled ‘under 17 years’ it would hardly be realistic to use a 
lower limit of zero! (It is quite difficult to drive at a few months old.) Looking at this data, we might 
decide to use the minimum age at which a driving licence can normally be obtained, but being 
caught driving one’s parents’ Porsche around the M25 at the age of 15 would be likely to lead to some 
form of conviction. There is no correct answer: it is a question of knowing, or at least thinking about, 
the data.
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The mean
Once we have established the limits for each group we can then find the mid-points and use these as 
the x values in our calculations. The formula to use is:

x fx
n

= Σ

where x now represents the mid-point values. The procedure is shown in Table 6.6, to give:

x = =840
44

19 09£ .

Care must be taken to clarify the interval range and the mid-points. Generally, for continuous 
data, the mid-points can be easily found by adding the upper and lower interval boundaries and 
dividing by two. If the data is discrete we need to consider the range of values in the interval. If we 
were considering the number of visitors or enquiries during a given time we might use an interval 
like ‘10 but under 20’. This would include 10, 11, 12, 13, 14, 15, 16, 17, 18 and 19 but not 20. The 
mid-point would be 14.5 and not 15. Particular care needs to be taken when working with ‘age’ data. 
Age is often given in the form: 10–14 years, 15–19 years. When age is treated as discrete (and we 
refer to age last birthday), the mid-points would be 12.5 and 17.5.

Table 6.5 The amount spent on food in one particular shop

Expenditure on food Number of respondents

under £5 2
£5 but under £10 6
£10 but under £15 8
£15 but under £20 12
£20 but under £30 10
£30 but under £40 4
£40 or more 2

44

Table 6.6 The estimation of the mean using mid-points

Expenditure on food Mid-point (x) Number of respondents (f) fx

£0* but under £5 2.5 2 5
£5 but under £10 7.5 6 45
£10 but under £15 12.5 8 100
£15 but under £20 17.5 12 210
£20 but under £30 25.0 10 250
£30 but under £40 35.0 4 140
£40 but under £50* 45.0 2 90

44 840

*Assumed boundary.
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The median
We can determine the median either graphically or by calculation. The first step in both cases is to 
find the cumulative frequencies, as shown in Table 6.7.

Table 6.7 The determination of the median

Expenditure on food Number of respondents (f) Cumulative frequency (F)

under £5 2 2
£5 but under £10 6 8
£10 but under £15 8 16
£15 but under £20 12 28
£20 but under £30 10 38
£30 but under £40 4 42
£40 or more 2 44

Median = £17.50

Cumulative frequency

10

20

30

40

50

10 30 £5040

n/2 = 22

20

figure 6.2

The construction of an 
ogive for the determination  
of the median

It should be noted that the cumulative frequency refers to the upper boundary of the correspond-
ing interval. In this example, two respondents spent less than £5, eight respondents spent less than 
£10 and so on. Note that we do not usually need to assume limits on the open-ended groups when 
calculating the median but will need to make these assumptions when constructing the cumulative 
frequency graph.

The median – the graphical method
To find the median graphically, we plot cumulative frequency against the upper boundary of the 
corresponding interval and join the points with straight lines (this is the graphical representation 
of the assumption that values are evenly spread within groups). The resultant cumulative frequency 
graph or ogive is shown as Figure 6.2.

To identify the position of median value for continuous data the formula n/2 is used (not  
(n + 1)/2). As you will see as you move to more advanced statistics, with continuous data we are 
dividing a distribution (the area under a curve) in two, and not a list of numbers. In this case, the 
median is the value of the 22nd observation, which can be read from the ogive as £17.50.
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The median – by calculation
To calculate the median, we must first locate the group that contains the 22nd observation, i.e. the 
median group (or class). Looking down the cumulative frequency column of Table 6.7, we can see 
that 16 respondents spend less than £15 and 28 respondents spend less than £20. The 22nd observa-
tion (respondent) must lie in the group ‘£15 but less than £20’. The median must be £15 plus some 
fraction of the interval of £5. The median observation lies 6 respondents into this group (22 is the 
median observation minus the 16 observations that lie below this group). There are 12 respond-
ents in this median group, so the median lies 6/12ths of the way through the interval. The median 
is equal to:

£ £ £ .15 5 6
12

17 50+ × =

In terms of a formula we can write:

/2median l i n F
f

== ++ −−





where l is the lower boundary of the median group, i is the width of the median group, F is the cumu-
lative frequency up to the median group and f is the frequency in the median group.
Using the figures from the example above:

median £15 5 44/2 16
12

£17.50= + −



 =

Quartiles and percentiles
Similar to identifying the position of the median, the position of the quartiles for grouped data are 
determined by counting through the ordered data set until we are a quarter of the way through and 
three quarters of the way through. The position of the lower quartile (Q1) is at n × ¼ and the upper 
quartile (Q3) at n × ¾.

For the data given in Table 6.7, Q1 position is at the 11th observation and Q3 at the 33rd observa-
tion. The values at these positions can now be found graphically on the cumulative frequency plot as 
shown in Figure 6.3 or by calculation.

Q1 = £12 Q3 = £25

Cumulative frequency

10

20

30

40

50

30 £504010 20

= 333n
4

= 11n
4

figure 6.3

The determination of the 
quartiles
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To calculate the quartiles we adapt the median formula given above:

/4
1Q l i n F

f
== ++ −−( )

/3 4
2Q l i n F

f
== ++ ×× −−( )

where l is the lower boundary of the quartile group, i is the width of the quartile group, F is the cumu-
lative frequency up to the quartile group and f is the frequency in the quartile group.

Referring to Table 6.7, the lower quartile will lie in the group ‘£10 but under £15, and can be 
calculated thus:

Q1 10 5 11 8
8

10 5 3
8

11 88= + −



 = + × = £ .

The upper quartile will lie in the group ‘£20 but under £30’ and calculated as:

 Q3 20 10 44 3 4 28
10

= +
× −( )/

 = 20 + 10 × 5 10 25/ = £

The five figure summary for this data would be:

Minimum Q1 Median Q3 Maximum
0 £11.88 £17.5 £25 £50

Percentiles were briefly introduced in Section 6.1. Some common percentile values are the 5th per-
centile associated with the value at n × 5/100 ; deciles associated values at n × 10/100 or n × 20/100 
and so on. The 95th percentile is associated with the value at n × 95/100. All these and others can be 
determined by adapting the median formula as we did for the quartiles. For example, using the data 
in Table 6.7, the 95th percentile is the 41.8th value and located in the group ‘£30 but under £40’:

( )95 percentile 0.95th l i n F
f

== ++ ×× −−

95 percentile 30 10(41.8 38)
4

th = + −
 = 30 + 10 × 3.8/4 £39.50=

university graduate  
salaries miNi case 6.3

sTaTisTics are puBlished aNNually oN Higher Education by the Higher Education Statistics Agency 
(HESA), and among these are figures on Destinations of Leavers from Higher Education (DLHE). Since 
1995 HESA have undertaken three longitudinal studies to investigate student destinations after they 

(Continued )
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had left Higher Education. The latest of these compares destinations of the 2004/5 cohort with their 
destinations three-and-a-half years later (in November, 2008). One of the comparisons was on salaries, 
as detailed in the table below.

2002/03 2004/05

Median salary  
at Early survey (1)

Median salary 
at Longitudinal 

survey (2)
Median salary  

at Early survey (1)

Median salary  
at Longitudinal  

survey (2)

full-time £17 000 £22 000 £18 000 £24 500
Postgraduate £19 000 £25 000 £20 000 £27 000
First degree £16 000 £21 600 £17 000 £24 000
Other undergraduate £17 000 £19 200 £18 000 £22 000

part-time £26 000 £30 000 £27 000 £32 000
Postgraduate £30 000 £35 000 £30 000 £38 000
First degree £23 000 £26 000 £24 000 £28 500
Other undergraduate £20 000 £23 695 £22 000 £26 000

Total responses  80 230  14 855  85 585  24 540

(1) Median salaries calculated for the Early survey stage are based on all UK domiciled respondents in full-time paid employment, total is 

actual number of responses

(2) Median salaries calculated for the Longitudinal survey stage are based on UK domiciled respondents in full-time paid employment in 

the UK, total is weighted responses

In this table the comparison for the 2002/03 cohort was based on a longitudinal data derived in 2006

Source: HESA Destinations of Leavers from Higher Education Longitudinal Survey of the 2004/05 cohort. 
Reproduced by permission of the Higher Education Statistics Agency Limited

The data show improvements in levels of employment and salaries compared to students 
surveyed two years earlier. This prompted the Higher Education Funding Council for England 
(HEFCE) to comment that:

‘The survey highlights the benefit of investment in HE by government, employers and students. Over 
95 per cent of students are employed or in further study 3 1/2 years after they graduate; and the 
median salary of a full time employee was £24,000. There is much to celebrate as these graduates 
were surveyed in November 2008, around the height of the recession.’ HEFCE, 2009

Sources: www.hesa.ac.uk/dox/dlhe_longitudinal/0405/Long_DLHE_0405_WEB.pdf; www.hefce.ac.uk/news/
hefce/2009/leavers.htm

The mode
As the continuous data is given in intervals, the mode can most easily be thought of as the point of great-
est density or concentration, that is the class interval with the tallest block on the histogram. The mode is 
considered a weak measure for continuous data and can be quoted as the mid-point of the modal class 
which for the data in Table 6.6 is £17.50. Computer packages will provide a single figure estimate.

(Continued )
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A spreadsheet showing the calculation of the mean, median, quartiles and mode for grouped continu-
ous data is given as Figure 6.4. EXCEL does not provide specific functions for this kind of tabulated data 
and the spreadsheet needs to be constructed using equations. The cell references have not been shown 
for the calculations of the median and the quartiles (which are as above) as the identification of their 
respective intervals are always an important prerequisite and may change if the spreadsheet is modified.

=E+D7 – copied down

=D6*F6 – copied down

=SUM(G6:G12)

=G13/D13

=SUM(D6:D12)

The intervals have been
spread across three
columns to allow the
calcualtion of mid-points

=(A6+C6)2 – copied down

figure 6.4 The Mean, median, 1st and 3rd Quartile, and mode for tabulated continuous data

The results of a travel survey were presented as follows:eXercise

Journey distance to and from work % of journeys

0 but under 3 46
3 but under 10 38
10 but under 20 16

Determine the mean, median, quartiles and mode, and produce a figure summary.

(Hint: you can use percentages in the same way as frequencies – it is relative magnitude that 
is important. The same results would be obtained it you used 460, 380 and 160, respectively or 
23, 19 and 8, respectively. We often scale frequencies just to make calculations and presentation 
easier – it is easier to work with 2.8 million than 2 800 000.)
You should get:

mean = 5.56 miles; mode = 1.5 miles

Minimum Q1 Median Q3 Maximum
0 1.63 3.74 5.29 20
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shopping developments –  
part i and ii

iT is likely ThaT aT least some managers in a company like Shopping Developments Limited 
would need to work with data in the form given in the case materials, and in the ways presented 
in this chapter. Numeracy is now accepted as an important management competence and man-
agers do need to work with numbers. The temptation is to get on and calculate a few statistics; 
but, the more demanding task is to make sense of the data.

We need to question the data. We need to understand whether we are looking at a snapshot in 
time (like a balance sheet) or whether we are looking at changes over time (like the comparison of 
profit and loss accounts or cash flow forecasts). Here we have the results of a traffic flow survey 
and shopping survey. The charts and diagrams generated, and the statistics calculated should 
present a picture of the ‘life’ of the New Havens Shopping Precinct during that period. We need 
to use judgement to decide whether our results make sense. It is possible that road works or a 
major sporting event will distort our picture. The second set of data given in Part 2 of Shopping 
Developments is about changes over time. Graphs (rather than bar charts) are used to show 
change over time and allow us to think about the ways this change may continue. It is always 
tempting to draw a line through graphed data and see the continuation of such a line as sufficient 
analysis. We may need to make simple forecasts on the basis of graphical analysis but will still 
need to address the basic questions of:

➔➔ what information the data carries?
➔➔ what assumptions can we make? and
➔➔ what can we infer?

Hopefully, managers will not need to do the calculations shown and will be able to use a friendly 
PC. However, they will still need to make sure that the answers are correct. You should try to 
get into the habit of looking at the data and knowing what sort of answers to expect. Given the 
ranges and frequencies in Table 6.5, we would expect most of the summary location measures to 
be in the range ‘£15 but under £20’. Certainly, if our calculations or that of our PC, gave values like 
£2.89 or £56.00 (which the authors have seen) we should suspect that something, somewhere 
is wrong. It is important that managers try to develop this intuition of knowing roughly the right 
values for a set of data. l➔l➔l

illusTraTiVe
eXample

6.4 Other measures of location
The mean, median, quartiles and mode as described are not the only measures of location. 

The geometric mean and the harmonic mean are included here for the completeness of the chapter 
(and for reference purposes), but their use is limited to particular types of data and is rather spe-
cialist. The weighted mean is used if we wish to adjust the representation of the raw data and it is 
particularly important in market research.
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6.4.1 The geometric mean
The geometric mean is defined to be ‘the nth root of the product of n numbers’ and is particularly 
useful when we are trying to average percentages. (It is also used with index numbers.)

Given the percentage of time spent on a certain task, we have the following data:

30% 20% 25% 31% 25%

Multiplying the five numbers together gives:

30 × 20 × 25 × 31 × 25 = 11 625 000

and taking the fifth root gives the geometric mean as 25.8868 per cent. A simple arithmetic mean 
would give the answer 26.2 per cent which is an over-estimate of the amount of time spent on the task.

6.4.2 The harmonic mean
The harmonic mean is used where we are looking at ratio data, for example miles per gallon or out-
put per shift. It is defined as ‘the reciprocal of the arithmetic mean of the reciprocals of the data’. For 
simple data it is not too difficult to calculate.

For example, if we have data on the number of miles per gallon achieved by five company 
representatives:

23 25 26 29 23

then, to calculate the harmonic mean, we find the reciprocals of each number:

0.043478 0.04 0.038461 0.034483 0.043478

find their average:

0 043478 0 04 0 038461 0 034483 0 043478
5

0 039

. . . . .

.

+ + + +

= 998

and then take the reciprocal of the answer: 25.0125.
Thus the average fuel consumption of the five representatives is 25.0125 miles per gallon. (The 

arithmetic mean would be 25.2 mpg.)

6.4.3 Weighted means
Suppose that we were given a grouped frequency distribution of weekly income for a particular 
group of workers and in addition the average income within each of these categories. In this case we 
could use the set of averages rather than mid-points to calculate an overall mean. In terms of our 
notation we would need to write the formula as:

x x f
n

i i== Σ

where x  remains the overall mean, xi  is the mean in category i and fi is the frequency in category i.
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The calculation using a set of averages is shown in Table 6.8. We would note from the table, for 
example, that the first ten workers have an average weekly income of £170, and together earn £1700. 
The overall mean is:

x = =
68180
150

454 53£ .

Table 6.8 The weighting of means

Weekly income
Category  

Average ( xi )
Number of  

Workers (fi) x fi i

less than £200 £170 10 1 700
£200 but less than £300 £260 28 7 280
£300 but less than £400 £350 42 14 700
£400 but less than £600 £590 50 29 500
£600 or more £750 20 15 000

150 68 180

The same result could have been obtained as follows:

x = ×



 + ×



 + ×


170 10

150
260 28

150
350 42

150 + ×



 + ×





=

590 50
150

750 20
150

454 53£ .

In terms of describing this procedure the formula can be rewritten as:

x x f
ni

i∑== ×× 











where fi/n are the weighting factors.
These weighting factors can be thought of as a measure of size or importance. They can be 

used to correct inadequacies in data or to collate results from a survey which was not completely 
representative.

6.5 Relationships between averages
We seek to understand a range of issues through what is typical or average. Statistics like the 

mean, median and mode provide easy summary measures for numerical information. As we have 
seen, they are likely to give different answers and provide different information. The mean can be 
thought of as giving the ‘centre of gravity’, the median divides the distribution in two and the mode 
gives the highest point of the distribution; as shown in Figure 6.5. The relative positions of these will 
also tell us something about the distribution of the data, as shown in Figure 6.6. (See Chapter 7 for 
measures of skewness.)

Typically, income or wealth data will produce a positive skew, with a few individuals (not the 
authors!) on very high incomes or very wealthy. These relatively few large values will tend to pull 
the mean upwards, leaving over 50 per cent of individuals below the mean – typically 55 per cent to  
60 per cent in the UK context.
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Mode Mode Mode

Median

Median

Median

Mean

Negative skew Symmetrical Positive skew

Mean

Mean

Mean Median

50% 50%

Mode

Divides the
distribution in two

Highest
point

‘Centre of
gravity’

figure 6.5 Interpreting the mean, median and mode

figure 6.6 The relationship between the mean, median and mode and the shape of the distribution

6.6 Conclusions
In this chapter we have considered how to describe what is typical of the data. Even with 

such a seemingly uncomplicated aim, we have ended up calculating and using more than one sta-
tistic; a pattern we are likely to see repeated elsewhere. The mean remains the most commonly 
used statistic, with its advantages of being easily understood and generally accepted. However, it 
can be misleading if the data is heavily skewed or includes very different subgroups. It is unlikely, 
for example, that a single summary statistic could describe the income of a workforce if that work-
force included employees doing very different jobs and on very different rates of pay. You have read 
three Mini Cases in this chapter which illustrate the use of averages in reporting . These cases also 
illustrate that you can be selective in the statistic you choose to report, and hence affect the way the 
data is seen.

shopping developments  
limited parts i and ii

We Would arGue ThaT it is better to have some statistics, even if they are inadequate, than have 
none. For managers of a company like Shopping Developments Limited, summary statistics can 
be both descriptive and interpretative. Managers can use statistics to describe and explain their 
decisions to others, and they can use the statistics to better understand the world they work in. It 
may well be the case that there is no substitute for intuition, innovation and creative flair, but this 
can only be enhanced by an understanding and confidence to work with numbers. l➔l➔l

illusTraTiVe
eXample
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6.6.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ Shopping Development Ltd. Case 2.1 Data for cars entering a car park in the EXCEL file 
CSE6.xlsx.

➔➔ Data for Question 2 (Section 6.7 below) in file CSE8.xlsx.

Student guides to EXCEL and SPSS can be found in Part 8 of the online platform.

6.7 Questions

Discussion questions
1 The managing director of a company is having a discussion with the employee’s representative 

regarding pay increases for the coming year. As a basis for their discussions both have 
investigated the present national average for the company’s sector. The MD claims that the 
national average salary is £36 000 whereas the employee’s representative claims the average to 
be £28 000.

a. If both ‘averages’ are correct how can you reconcile the differences?
b. What other information should be obtained so that an agreement on pay increases could 

be reached?

2 Taking into account how some of the following are distributed, which measures of central 
location would most effectively describe:
a. travel distance to work?
b. the most popular model of car?
c. earnings of manual workers in the UK?
d. cost of a typical food item?
e. holiday destinations?
f. working days lost through strikes?

Multiple choice questions

eXcel

spss

1 Averages are:
a. A typical value 
b. A measure of location
c. A measure of central tendency
d. All of these

2 In a symmetrical distribution:
a. The mean is above the median and mode 
b. The mean is below the median and mode 
c. The mean is equal to the mean and mode 
d. The mean is between the median and 

mode

Data Set 1: 14, 12, 17, 25, 14, 19, 30
3 For Data Set 1, the arithmetic mean is:

a. 14
b. 17
c. 18.7
d. 25

4 For Data Set 1 the median is:
a. 14
b. 17
c. 18.7
d. 25
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5 For Data Set 1 the mode is:
a. 14
b. 17
c. 18.7
d. 25

6 If the final number was recorded as 300 the 
mean would be:
a.  17
b. 25 
c. 57.3 
d. 61.6

7 A decile represents a point in the data:
a. At a 10 per cent value
b. At a 5 per cent value
c. At a 1 per cent value
d. At none of these

Data Set 2:
 X       f
10      65
20      25
30      10

8 For Data Set 2 the mean is:
a. 10
b. 14.5
c. 15
d. 20

9 For Data Set 2 the median is:
a. 10 
b. 14.5
c. 15 
d. 20

10 For Data Set 2 the mode is:
a. 10
b. 14.5
c. 15
d. 20

Exercise questions
1 The number of requests for catalogues from a mail order company over the last 22 working 

days were recorded as follows:

24, 26, 23, 24, 23, 24, 27, 26, 28, 25, 21, 22, 25, 23, 26, 29, 27, 24, 25, 24, 24, 25

Determine the mean, mode and a five figure summary of the data. 

2 The mileages recorded for a sample of company vehicles during a given week gave the 
following data: 
138 164 150 132 144 125 149 157
146 158 140 147 136 148 152 144
168 126 138 176 163 119 154 165
146 173 142 147 135 153 140 135
161 145 135 142 150 156 145 128

(Data set CSE8.xlsx can be found on the book’s online platform.) Determine the mean, mode 
and a five figure summary of the data. What do these descriptive statistics tell you about the 
distribution of the data?
 Data now becomes available on the remaining ten cars owned by the company and is shown 
below. How does this new data change the measures of location which you have calculated?

204 267 198 179 210 260 290 198 199

60193_06_Ch06_p174-198.indd   196 12/10/12   4:24 PM



197Chapter 6 MeaSUreS OF LOCatION

3 For the following frequency distribution construct a cumulative frequency graph and from it 
determine the median, the lower and upper quartiles, the 10th and 90th percentiles:

Classes Frequency

Under 100 126
100 to under 200 185
200 to under 300 285
300 to under 400 260
400 to under 500 205
500 to under 600 150
600 to under 700 75
700 to under 800 50

4 A company has large production centres in two towns. The table below represents the 
distribution of weekly pay of the full-time production staff at these two centres:

Weekly Pay (£) No. Grimchester staff No. Greentown staff

Less than 320 0 10
320 and under 330 3 16
330 and under 340 10 33
340 and under  350 43 97
350 and under 360 69 120
360 and under 370 93 136
370 and under 380 111 150
380 and under 390 129 100
390 and under 400 120 42
400 and under 420 60 20

Using appropriate calculations compare the weekly pay levels for the two sets of production staff.

5 A company has produced the following table to describe the daily travel costs of its employees:

Type of travel

Reported cost of travel Local Commuter Long distance

Under £1 60 20 0
£1 but under £5 87 46 17
Over £5 12 13 53

Using appropriate calculations compare the cost of the different types of travel.

6 Determine the mean, median, quartiles and mode from the following information given on 
journey distance to work:
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Miles Percentage

under 1 16
1 and under 3 30
3 and under 10 37
10 and under 15 7
15 and over 9

7 The number of breakdowns each day on a section of road were recorded for a sample of  
250 days as follows:

Number of breakdowns Number of days

0 100
1 70
2 45
3 20
4 10

250

Determine the mean, median and mode. Which statistic do you think best describes this data 
and explain why.

8 A company files its sales vouchers according to their value so that they are effectively in four 
strata. A sample of 200 is selected and the strata means calculated.

Stratum Number of vouchers Sample size Sample mean (£)

above £1000 100 50 1800
£800 but under £1000 200 60 890
£400 but under £800 500 50 560
less than £400 1000 40 180

200

Estimate the mean value and total value of the sales vouchers.

9 Locate the most recent data from the Annual Survey of Hours & Incomes (ASHE) in either the 
Annual Abstract of Statistics or on the website at http://www.ons.gov.uk. Find the gross mean 
and median full-time annual incomes for Male and Females in the regions of England and 
determine the pay ratios (Female/Male income) for the English regions. Comment on your 
findings.
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7

Objectives By the end of this chapter, you should be able to:

➔➔ calculate the standard deviation for various types of data

➔➔ determine the range and interquartile range for various types of data

➔➔ display variability graphically

➔➔ understand the relative merits of the different measures of dispersion

➔➔ use the concept of variability to better understand survey data

In Chapter 6 we COnsIdered several measures of the typical, or average, value. The 
mean is widely regarded as the most important descriptive statistic. When references 
are made to the average time or the average weight or the average cost it is generally the 
mean that has been calculated. Knowledge of the mean, the median, the quartiles and 

the mode will increase our understanding of the data but will not provide a sufficient understanding 
of the differences in the data.

In many applications it is the differences that are of particular interest to us. In market research, for 
example, we are interested not only in the typical values but also in whether opinions or behaviours are 
fairly consistent or vary considerably. In most business processes there exists variability: variability in 
service provided, quality of products produced, delivery time of orders, time taken to invoice custom-
ers and so on. Most managers would agree that one key to success is to reduce process variability. 

In this chapter we introduce ways of measuring this variability, or dispersion, and then consider ways 
of comparing different distributions. Measures of dispersion can be absolute (considering only one set 
of data at a time and giving an answer in the original units, e.g. £s, minutes, years), or relative (giving the 
answer as a percentage or proportion and allowing direct comparison between distributions).

7.1 The measures
Like measures of location, there are several different measures of dispersion. However, 

the most important measure, from a statistical point of view, and the one which computer pack-
ages will produce at the click of a mouse, is the standard deviation. It is the most widely used 

Measures 
of Dispersion
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measure of dispersion, and because it is directly related to the mean, the two are usually quoted 
together. So, if  you choose the mean as the most appropriate measure of central location, then the 
standard deviation would be the natural choice for a measure of dispersion. Unlike the mean, the 
standard deviation is not so well known and does not have the same intuitive meaning. The stand-
ard deviation measures differences from the mean – a larger value indicating a larger measure of 
overall variation. The standard deviation will also be in the same units as the mean (£s, minutes, 
years) and a change of units (e.g. from £s to dollars, or metres to centimetres) will change the 
value.

The application of computer packages will generally make the determination of the standard devi-
ation a relatively straightforward procedure, but it is worth checking what version of the formula is 
being used (the divisor can be n or n - 1 and this distinction will be covered in Chapter 12). We will 
continue to follow the practice of showing the calculations by hand, as you may still need to do them. 
Such calculations do have the additional advantage of showing how the standard deviation is related 
to the mean.

The standard deviation is particularly important in the development of statistical theory, 
since most statistical theory is based on distributions described by their mean and standard 
deviation. We will use the mean and standard deviation extensively in Chapter 11 on the nor-
mal distribution, in Chapters 12 and 13 on statistical inference, and in Chapters 15 and 16 on 
forecasting.

Probably the simplest measure of spread in data is the Range, defined as the difference between 
the lowest and highest values. This is a fairly crude measure which is relatively unstable and it may 
well be better to actually quote the lowest and highest values themselves.

Finally we consider the quartile deviation, which is also known as the semi-inter-quartile range 
and is based on the quartiles covered in Chapter 6. As a measure of dispersion it is linked closely to 
the median. The Quartile Deviation (QD) is:

2
3 1QD Q Q

=
−

where Q1 is the lower quartile – the value of the item a quarter of the way through the ordered data, 
and Q3 is the upper quartile – the value three quarters of the way through the ordered data.

7.2 Raw data

The standard deviation
We have already seen, in Section 6.1, how to calculate the mean from simple data. We will 
need this calculation of the mean before we calculate the standard deviation. We can again use 
the  first ten observations on the number of cars entering a car park in ten-minute intervals 
(Case Study Data 2.1):

10    22    31    9    24    27    29    9    23    12

The mean of this data is 19.6 cars.
The differences about the mean are shown diagrammatically in Figure 7.1.
To the left of the mean the differences are negative and to the right of the mean the differences are 

positive. It can be seen, for example, that the observation 9 is 10.6 units below the mean, a deviation 
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of -10.6. The sum of these differences is zero – check this by adding all the deviations. This summing 
of deviations to zero illustrates the physical interpretation of the mean as being the centre of gravity 
with the observations as a number of ‘weights in balance’.

To calculate the standard deviation we follow six steps:

1. Compute the mean x 

2. Calculate the differences from the mean ( )x x−  

3. Square these differences ( )2x x− . This will ensure that all differences are positive

4. Sum the squared differences ( )2x xΣ −  

5. Average the squared differences to find the variance: ( ) /2x x nΣ −

6. Square root the variance to find standard deviation: Σ −x x
n

( )2

The calculations are shown in Table 7.1.

where 196
10

19.6x x
n

cars=
Σ

= =

and ( ) 684.40
10

68.44 8.27
2

s x x
n

cars=
Σ −

= = =

In steps 5 and 6 above reference is made to the variance, the standard deviation being the 
square-root of this value. It is sometimes used to describe the variability in data, however, it 
does not have the same intuitive appeal as the standard deviation whose units are the same 
as the original data. Its importance lies in other areas of statistical theory which we will 
meet later in Part 4 of the book. We will also see that we can add variances but not standard 
deviations.

Mean = 19.6 

–7.6

–9.6

–10.6

–10.6

108 12 14 16 18 20

11.4

9.4

7.4

4.4

3.4

2.4

22 2624 28 30 32

Figure 7.1 The differences about the mean
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table 7.1 The calculation of the standard deviation

x (x – x ) (x – x )2

10 –9.6 92.16
22 2.4 5.76
31 11.4 129.96

9 –10.6 112.36
24 4.4 19.36
27 7.4 54.76
29 9.4 88.36

9 –10.6 112.36
23 3.4 11.56
12 –7.6 57.76

196 684.40

The errors in seven invoices were recorded as follows:

-£120, £30, £40, -£8, -£5, £20 and £25

Calculate the mean and standard deviation. You should get:

mean = -£2.57
standard deviation = £50.66

eXerCIse

To check the working consistency of a new machine, the time taken to complete a specific 
task was recorded on five occasions. On each occasion the recorded time was 30 seconds. 
Calculate the mean and standard deviation. You should get:

 mean = 30 seconds
standard deviation = 0 seconds

This is clearly the result you would expect. If there is no variation, then the measure of difference 
should be 0.

eXerCIse

The range
For this data it is easy to find the range by inspection. The lowest value is nine and the highest is 31, 
so the difference between them is 22. As mentioned earlier, however, describing the data as having a 
mean of 19.6 cars and a range of 22 cars does not seem very informative, whereas, saying it has a mean 
of 19.6 cars and the lowest was 9 cars while the highest was 31 gives a clearer picture of the data.

The quartile deviation
There are ten data values which we can put into order:

9,  9,  10, 12,  22,  23,  24,  27,  29,  31
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From the last chapter, Section 6.1, we determined the median and the lower and upper quartiles  
(Q1 and Q3 respectively) as: 

Median = 22.5; Q1 = 9.75; Q3 = 26.25. To  get the quartile deviation, we use the formula:

2
26.25 9.75

2
16.5
2

8.253 1QD Q Q
=

−
=

−
= =

As with the range, you might find it more informative to quote the upper and lower quartiles 
 themselves and add that 50 per cent of the data lies between these two values.

This calculation is fairly trivial for this data, since there is so little of it, but if you have hun-
dreds or thousands of values you do not need to ‘fudge’ the calculations to get values between 
the actual ones. With suitable software, which can deal with huge amounts of data very quickly 
and easily, without having to make assumptions about an even spread of data within each 
group, or guessing what the highest or lowest value was. Add to this that most data starts life as 
individual bits of raw data, and you can see that most of the descriptive statistics we have been 
discussing can be found very easily, provided someone has recorded them electronically. An 
example using EXCEL is shown as Figure 7.2. An example of the output from SPSS is shown 
as Figure 7.3.

If you are trying to describe secondary data for which you only have tabulated data, then, of 
course, you have to go back to the methods developed for grouped data.

Upper Quartile

Lower Quartile

Measures of dispersion

Measures of location

Figure 7.2 Using the descriptive statistics function (in the data analysis menu) in EXCEL 
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7.3 Tabulated data

The standard deviation
Table 7.2, showing the number of working days lost by employees in the last quarter, typifies the tabulation 
of discrete data. (See Section 6.2 for the determination of the mean, median and mode using such data.)

We need to allow for the fact that 410 employees lost no days, 430 lost one day and so on by 
including frequency in our calculations. In this example there are 1440 employees in total and we 
need to include 1440 squared differences. The formula for the standard deviation becomes:

( )2s f x x
n

=
Σ −

 

N

Range

Statistic 420 420

135

12

147

59.45

21.593

466.267

.671

.119

1.472

.238

No. of items
bought

Valid N
(listwise)

Statistic

Statistic

Statistic

Statistic

Statistic

Statistic

Statistic
Std. Error

Statistic
Std. Error

Minimum

Maximum

Mean

Std. Deviation

Variance

Skewness

Kurtosis

No. of items bought Count 420

59.45

59.00

64.00

48.00

69.00

12

147

135

21.59

466.27

Mean

Median

Mode

Percentile 25

Percentile 75

Minimum

Maximum

Range

Standard Deviation

Variance

Descriptive Statiscs

Custom Tables

Figure 7.3

Examples of output from SPSS

table 7.2 The number of working days lost by employees in the last quarter

Number of days (x) Number of employees (f)

0 410
1 430
2 290
3 180
4 110
5 20
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The calculations are shown in Table 7.3.

table 7.3 Standard deviation from tabulated discrete data

x f fx (x – x ) (x – x ) 2 f(x – x ) 2

0 410 0 –1.451 2.1054 863.214
1 430 430 –0.451 0.2034 87.462
2 290 580 0.549 0.3014 87.406
3 180 540 1.549 2.3994 431.892
4 110 440 2.549 6.4974 714.714
5 20 100 3.549 12.5954 251.908

1440 2090 2436.596

2090
1440

1.451x days lost= =

 

( ) 2436.596
1440

1.301
2

s
f x x

n
days lost∑=

−
= =

The following transactions have been recorded on an automatic cash dispenser:

Value of transaction (£) Number

10 46
20 57
30 68
50 56

100 47
150 39
200 34

Determine the mean and standard deviation. You should get:

 mean = £68.56
standard deviation = £61.33

eXerCIse

The range
Looking at the data in Table 7.2 it is easy to see that the range is five with a lowest value of zero and 
a highest value of five.

The quartile deviation
You may recall from the previous chapter that we determined the lower and upper quartiles using the 
cumulative frequencies (see Section 6.2) to give: 
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206 Part II DESCrIBING Data

Lower quartile Q1 = 0 and Upper quartile Q3 = 2
So the quartile deviation is:

2 0
2

1QD =
−

=

7.4 Grouped data

The standard deviation
When data is presented as a grouped frequency distribution we must determine whether it is discrete 
or continuous (as this will affect the way we view the range of values) and determine the mid-points 
(see Section 6.3). Once the mid-points have been determined we proceed as before using mid-point 
values for x and frequencies, as shown in Table 7.4.

table 7.4 The estimation of the standard deviation using mid-points

Expenditure on food
Number of 

respondents (f)
Midpoint

     (x)      fx (x – x ) (x – x ) 2 f(x – x ) 2

£0* but under £5 2 2.50 5.00 –16.59 275.228 550.456
£5 but under £10 6 7.50 45.00 –11.59 134.328 805.968
£10 but under £15 8 12.50 100.00 –6.59 43.428 347.424
£15 but under £20 12 17.50 210.00 –1.59 2.528 30.336
£20 but under £30 10 25.00 250.00 5.91 34.928 349.280
£30 but under £40 4 35.00 140.00 15.91 253.128 1012.512
£40 but under £50*     2    45.00      90.00 25.91 671.328 1342.656

Totals  
*Assumed boundary

44 840.00 4438.632

840
44

19.09x
fx
n

= Σ = = £

( ) 4438.632
44

10.04
2f x x

n
Σ − = = £

The approach shown clearly illustrates how the standard deviation summarizes differences, but 
would be extremely tedious to perform by hand. Some algebraic manipulation of the formula given 
in Section 7.3 will provide a simplified formula that is easier to work with for both calculations by 
hand and the construction of spreadsheets.

The simplified formula is usually presented as follows:

= Σ
Σ

− Σ
Σ











2 2

s fx
f

fx
f
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The use of this simplified formula is illustrated in Table 7.5. The formula does lose its intuitive appeal 
but is easier to use. Formulae of this kind can be presented in a variety of ways. Using a  formula pre-
sented in different ways should not be a problem. What you do need to be sure about are the stages 
required in the calculations (e.g. what columns to add) and the assumptions being made (e.g. is n or 
(n − 1) being used as the divisor? The distinction will be covered in Chapter 12).

Calculations using a spreadsheet are shown in Figure 7.4.

=sqrt(H13/D13 – (G13/D13)^2)

=G13/D13

frequency times the
squared value of x

Figure 7.4 The determination of the mean and standard deviation using a spreadsheet

table 7.5 The estimation of standard deviation using an alternate formula

x f fx x2 fx2

2.50 2 5.00 6.25 12.50
7.50 6 45.00 56.25 337.50

12.50 8 100.00 156.25 1 250.00
17.50 12 210.00 306.25 3 675.00
25.00 10 250.00 625.00 6 250.00
35.00 4 140.00 1225.00 4 900.00
45.00    2      90.00 2025.00   4 050.00

44 840.00 20 475.00

20475
44

840
44

10.04
2 2 2

= Σ
Σ

− Σ
Σ







 = −

















 =s

fx
f

fx
f

£
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The results of a travel survey were presented as follows:

Journey distance to and 
from work (miles) % of journeys

0 but under 3 46
3 but under 10 38
10 but under 20 16

Determine the mean and standard deviation. You should get:

Mean = 5.56 miles
standard deviation = 4.71 miles

eXerCIse

standard deviation
MInI Case 7.1

when yOu say that an investment like a stock market index fund has an expected return of 9 per 
cent, you are saying that in any year there is a chance that your return will be better than 9 per cent 
and a chance that it will be worse. To get more specific about your chances, you need to specify the 
expected volatility of the investment, as well as its expected return.

The volatility of an investment is given by the statistical measure known as the standard deviation 
of the return rate. You don’t need to know the exact definition of standard deviation to understand 
this article, although the definition is in the glossary if you really want to know it. You can just think  

Stocks ... return:  19
% 

volatility (standard deviation): 16.6
% 

Cash ... return:  3
% 

Portfolio Makeup
60

% stocks   /   
40

% cash  

Results

Portfolio ... return:  12.60
% 

volatility:  9.96
% 
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The range
Here we meet a problem when using grouped data. By the nature of grouping, most data is left with 
open-ended groups as the first and last. We have overcome this in calculating the mean and standard 
deviation by making assumptions about the lower limit of the first group and the upper limit of the 
last group. If we do this for the range, then our answer will just reflect the assumptions that we have 
made, and almost certainly, different people will arrive at different answers using the same data. This 
makes the range a much less useful measure of spread for grouped data.

The quartile deviation
You may recall from the previous chapter that we determined the lower and upper quartiles for 
this  type of data either graphically using the cumulative frequency curve or by calculation 
(see  Section 6.3) to give: 

Lower quartile Q1 = 11.88 and Upper quartile Q3 = 25

The quartile range is the difference between the quartiles:

Quartile range = Q3 − Q1 = £25 − £11.88 = £13.12

and the quartile deviation (or semi-interquartile range) is the average difference:

Quartile deviation = =£ £13.12
2

6.56  

As with the range, the quartile deviation may be misleading. If the majority of the data is towards 
the lower end of the range, for example, then the third quartile will be considerably further above 
the median than the first quartile is below it, and when we average the difference of the two numbers 
we will disguise this difference. This is likely to be the case with a personal income distribution. In 
such circumstances, it would be preferable to quote the actual values of the two quartiles, rather than 
the quartile deviation.

of standard deviation as being synonymous with volatility . . . a standard deviation of zero would mean 
an investment has a return rate that never varies, like a bank account paying compound interest at a 
guaranteed rate.

Here the calculator has been initialized with returns that correspond to a portfolio of 100 per cent stocks 
during your working years, and a 60/40 mix of stocks and cash during retirement. This little calculator 
shows you where the numbers come from (and it also shows you our assumptions about return rates). 

The wildcard here is the 19 per cent return for stocks. Expert opinion varies on expected future 
returns for the stock market: you will find estimates that are much lower than that and others that are 
much higher. Here the 19 per cent is equal to the average return of the FTSE All Share Index from 2005 
through the first quarter of 2011, which includes some good years and some bad years. 

Source: www.moneychimp.com/articles/volatility/standard_deviation.htm (accessed April 2011) Reproduced 
by permission of moneychimp.com

http://www.ftse.com/Research_and_Publications/2011Downloads/FTSE4Good_Report_03_2011.pdf (accessed 
April 2011)

(Continued )
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7.4.1 Displaying the dispersion (a Box Plot)
In the last chapter we introduced the five figure summary: a table showing the minimum, lower quartile, 
median, upper quartile and maximum values in a data set. A useful way of visualizing this summary 
and hence the dispersion of the data using these values is provided by a Box Plot (or Box and Whisker 
plot).  The box plot shown in Figure 7.5 is based on Table 5.1 data of the last chapter. It was derived using 
SPSS and it should be noted that EXCEL cannot easily produce box plots. The plot consists of a ‘box’ 
that extends from the first to the third quartile (the inter-quartile range), with the ‘whiskers’ extend-
ing to the ‘inner fences’. Outside of these fences the data are considered as either outliers or extreme 
values. Within the ‘box’ the bold line denotes the median. The plot not only displays the full range of 
data, and associated order statistics, but also the skew of the data. If the distribution is symmetrical the 
box would be central to the whiskers with the median in the centre of the box. A short box indicates 
the mid-50 per cent of values are concentrated about the median whereas a long box indicates a wide 
spread. A concentration of outlier or extreme values outside of the inner gates suggest a long tail in the 
distribution indicating  positive, or negative, skew. The plot in Figure 7.5 shows that between the two 
fences the distribution of items purchased is fairly symmetric but the concentration of high outliers and 
extreme values gives the distribution a positive skew and a large data range.

The distributions of different sub-samples of data can also be compared and possible relation-
ships between the sub-samples examined. Suppose Shopping Developments Ltd. had obtained 
some profile data of potential customers including household car ownership and income. To com-
pare the household income with different levels of household car ownership the multiple box plots 
and relevant statistical summaries for household incomes were obtained, as shown in Figure 7.6.  

140

120

100

80

60

40

20

0

No. of items purchased

*

*

191

212
360413

135 347

414
220108

155

113
98

213

112

297

Inner fence = Q1 –1.5xIQR

Inner fence = Q3 +1.5xIQR
where IQR = Q3 – Q1

Lower quartile, Q1

Upper quartile, Q3

Median

1
2

Extreme values > 3xIQR

Outliers

whiskers

Case number

Figure 7.5 Box Plot of number of items purchased (produced by SPSS)
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211Chapter 7 Measures of Dispersion

With reference to Figure 7.6, the analysis into household monthly incomes indicates variation 
across the levels of car ownership:

➔➔ Clear differences in the average monthly income across levels of car ownership; as the 
number of cars owned in a household increases then the higher the average monthly 
income.

➔➔ Variation within monthly income is wider within households with more cars. It is widest 
within the two car households.

➔➔ Strong positive skews are evident within all of the income distributions of car ownership. 
The degree of skew in all distributions is influenced by a number of high outliers and 
extreme values.

Having revealed these differences in the averages we might proceed to test whether they are 
 statistically significant. This is covered in Chapters 13 and 14.

*
*

*
*

*

*

*

**

****

*
****

Head of HH Monthly
Income

Mean

No Car 1 Car 2 Cars

No. of Cars in HH

Three or more
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Percentile 25

Percentile 75
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Figure 7.6 Box Plots and table of statistics, Head of Household monthly income by number of cars in the household

shares go up and down.  
what’s the risk? MInI Case 7.2

In the wOrld OF FInanCe, the buying of stocks and shares can be a risky business. The risk associated 
with share trading is given by a share’s volatility which measures the scale of fluctuations in the price 
of a share over a past period of time – the higher the volatility, the greater the expectation of either 
losing or making a lot of money. Volatility is the standard deviation of a shares price movement and 
can be expressed in absolute terms (e.g. ±25p) but is normally expressed as a percentage of the 
mean price (the coefficient of variation – see Section 7.5.1). For example a volatility of 20 per cent on a 
share price of 100p would imply an expectation of price movement of between 80p and 120p. Volatility 

(Continued )
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212 Part II DESCrIBING Data

is not, however, constant and can vary, sometimes quite dramatically, over time as prices react to 
unexpected events such as bids, profit warnings or external world events. 

Volatility will be used by fund managers to match their various investment bonds to investors’ 
behaviour to risk: for the adventurous investor, a bond with a collection of shares that have high volatility 
might be of interest; for the cautious investor, shares with low volatility would be more attractive. 

Public limited companies rely on the investment market to help raise funds. The volatility of its 
shares can influence the financial markets confidence; the higher the volatility the lower the confidence 
and consequently, the harder it is to raise funds through selling shares. Additionally, lower price shares 
tend to have high volatility because even small absolute movements in price show high volatility. In 
April 2012, the Royal Bank of Scotland (RBS) had a share price of around 24p but with a relatively high 
volatility – as illustrated in the chart below.
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Variance can also be mentioned here for completeness since it is usually calculated by default 
by most computer programmes. The problem with using it as a descriptive measure is that it can 
have very large values (the square of the standard deviation), well out of proportion with the 
original data.

It was announced in the financial press that RBS was proposing to boost market confidence by 
reducing volatility through increasing its share price from 23p to £2.30. This would be achieved by 
swapping ten shares for one. Financial analysts were sceptical that this would have the desired 
effect.

Sources:

How to calculate stock price volatility www.eHow.com

Uk.finance.yahoo.com

Financial Times, 27 April 2012 www.ft.com

The Telegraph, 25 April 2012 www.telegraph.co.uk

The Guardian, 25 April 2012 www.guardian.co.uk

(Continued )

60193_07_Ch07_p199-222.indd   212 13/10/12   11:45 AM
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7.5 Relative measures of dispersion
All of the measures of dispersion described earlier in this chapter have dealt with a single 

set of data. In practice, it is often important to compare two or more sets of data, maybe from differ-
ent areas, or data collected at different times. In Part 4 we look at formal methods of comparing the 
difference between sample observations, but the measures described in this section will enable some 
initial comparisons to be made. The advantage of using relative measures is that they do not depend 
on the units of measurement of the data.

 7.5.1 Coefficient of variation
This coefficient of variation calculates the standard deviation from a set of observations as a per-
centage of the arithmetic mean:

Coefficient of Variation s
x

100= ×

IllustratIVe
eXaMple

shopping developments  
limited part II

we haVe seen the standard deviation calculated for a list of numbers in Section 7.2 (s = 8.27 cars),  
for tabulated discrete data in Section 7.3 (s = 1.301 days lost) and tabulated grouped data in 
Section 7.4 (s = £10.04). Managers are likely to see the standard deviation produced for a range 
of applications and see the type of results that we have produced. So what does it mean? As 
presented, the standard deviation is descriptive – the bigger the value, the greater the variation. 
If, for example, the standard deviation increased for the observed number of cars entering a car 
park, or the number of working days lost, then we would know that these were becoming more 
variable. The standard deviation also provides a rough guide (to be described in more detail later) 
on the range of the data. As a rule of thumb, we could say that most observations lie in the range:

mean ± 2 × standard deviation

So, for example, most observations for cars entering a car park in a ten-minute interval would lie 
in the range:

19.6 cars ± 2 × 8.27

or more conveniently, in the range:

3 cars to 36 cars

This provides a quick check on whether our answer is of the right order of magnitude. If the 
standard deviation of 8.27 cars had been wrongly recorded as 0.827 cars or 82.7 cars, this can 
be easily spotted.

Managers in a company like Shopping Developments Limited should be looking beyond the 
calculation of a standard deviation. They should be asking what it means in a particular context 
and should try to understand the importance of the differences observed. l➔l➔l
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Thus the higher the result, the more variability there is in the set of observations. If, for example, we 
collected data on personal incomes for two different years, and the results showed a coefficient of 
variation of 89.4 per cent for the first year, and 94.2 per cent for the second year, then we could say 
that the amount of dispersion in personal income data had increased between the two years. Even 
if there has been a high level of inflation between the two years, this will not affect the coefficient of 
variation, although it will have meant that the average and standard deviation for the second year are 
much higher, in absolute terms, than the first year.

7.5.2 Coefficient of skewness
In the last chapter we introduced the notion of a Data Set’s skew and how it influences the data’s aver-
ages (Section 6.5). The type of skewness present in the data can be described by just looking at the 
histogram, but it is also possible to calculate a measure of skewness so that different sets of data can 
be compared. Three basic histogram shapes are shown in Figure 7.7, and a formula for calculating 
the coefficient of skewness is given below.

Coefficient of skewness 3 mean -median
standard deviation
( )=

A typical example of the use of the coefficient of skewness is in the analysis of income data. If the coef-
ficient is calculated for gross income before tax, then the coefficient gives a large positive result since 
the majority of income earners receive relatively low incomes, while a small proportion of income 
earners receive high incomes. When the coefficient is calculated for the same group of earners using 
their after tax income, then, although a positive result is still obtained, its size has decreased. These 
results are typical of a progressive tax system, such as that in the UK. Using such calculations it is pos-
sible to show that the distribution of personal incomes in the UK has changed over time. A discussion 
of whether or not this change in the distribution of personal incomes is good or bad will depend on 
your economic and political views; the statistics just highlight that the change has occurred.

Using the data given in Figure 7.6 determine the coefficient of variation and the coefficient of 
skewness of the household monthly incomes for the four levels of car ownership.

You should get:

Level of Car Ownership Coefficient of Variability Coefficient of Skewness

0 71% 0.839
1 69% 0.525
2 77% 0.429
3 or more 87% 0.679

eXerCIse

m0 m0m

Positive skewness Negative skewnessZero skewness

m

m0
m
xx x

Figure 7.7 Where x is the mean, m is the median and m0 is the mode
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7.5.3 Variability in highly skew data
For data sets that are not excessively skewed then the dispersion statistics introduced so far, 
and displays such as the box plot, will usually be sufficient. If data is highly skew, typically 
income and wealth data, then further statistics will be required to fully describe them. One 
such statistic, introduced in the last chapter is the percentile. For a highly positive skew we can 
quote the 95th percentile, i.e. the value below which 95 per cent of the data lies. For a highly 
negative skew we can quote the 5th percentile and indicate that 95 per cent of the data lies 
above this value. 

The data in Table 7.6 shows the distribution of highly positive skew wealth data. The first quartile 
and the median are both zero. The third quartile is £4348. To describe more adequately the distribu-
tion we can find the 95th percentile. This is the 25 365th value (95 per cent of 26 700) and lies in the 
group labelled ‘Under £100 000’ (i.e. in the class £50 000 to £100 000). Using the formula presented 
in the last chapter, i.e.:

= + × −95 ( 0.95 )percentile l i n F
f

th

where l is the lower boundary of the percentile group, i is the width of the percentile group, F 
is the cumulative frequency up to the percentile group and f is the frequency in the percentile 
group.

= + − =95 50000 50000(25365 25300)
800

54063percentileth £

table 7.6 

Wealth Number (f) Cumulative frequency

Zero 15 000 15 000
Under £1 000 3 100 18 100
Under £5 000 2 300 20 400
Under £10 000 2 300 22 700
Under £25 000 1 600 24 300
Under £50 000 1 000 25 300
Under £100 000 800 26 100
Under £250 000 300 26 400
Under £500 000 170 26 570
Under £1 000 000 80 26 650
Over £1 000 000 50 26 700

Using the same data (Table 7.6), calculate the 90th percentile and the 99th percentile for wealth.

You should get: £22 468.75 and £298 529.41.
eXerCIse
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7.6 Variability in sample data
We would expect the results of a survey to identify differences in opinions, income and a 

range of other factors. The extent of these differences can be summarized by an appropriate measure 
of dispersion (standard deviation, quartile deviation, range). Market researchers, in particular, seek 
to explain differences in attitudes and actions of distinct groups within a population. It is known, for 
example, that the propensity to buy frozen foods varies between different groups of people. As a pro-
ducer of frozen foods you might be particularly interested in those most likely to buy your products. 
Supermarkets of the same size can have very different turnover figures and a manager of a supermar-
ket may wish to identify those factors most likely to explain the differences in turnover. A number of 
 clustering algorithms have been developed in recent years that seek to explain differences in sample data.

As an example, consider the following algorithm or procedure that seeks to explain the differ-
ences in the selling prices of houses:

1. Calculate the mean and a measure of dispersion for all the observations in your sample. 
In this example we could calculate the average price and the range of prices (Figure 7.8).

  It can be seen from the range that there is considerable variability in price relative to the 
average price. Usually the standard deviation would be preferred to the range as a measure 
of dispersion for this type of data.

2. Decide which factors explain most of the difference (range) in price, for example, location, 
house type, number of bedrooms. If location is considered particularly important, we can 
divide the sample on that basis and calculate the chosen descriptive statistics (Figure 7.9).

  In this case we have chosen to segment the sample by location, areas X and Y. The smaller range 
within the two new groups indicates that there is less variability of house prices within areas. We 
could have divided the sample by some other factor and compared the reduction in the range.

x = £ 35 000
Range = £ 40 000

Complete sample

Figure 7.8

Area X

Area Y

Complete sample Sample split by area

x  = £ 450 000
Range = £ 350 000

x = £ 350 000

Range = £ 400 000

  x = £ 250 000
Range = £ 300 000

Figure 7.9
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3. Divide the new groups and again calculate the descriptive statistics. We could divide the 
sample a second time on the basis of house type (Figure 7.10).

4. The procedure can be continued in many ways with many splitting criteria.

A more sophisticated version of this procedure is known as the automatic interaction detection 
 technique that is used in classification and decision trees.

x = £ 300 000

x  = £ 200 000
Range = £ 250 000 

x = £ 250 000

Area X

Detached

Detached

Semi.detached

Semi.detached

Area Y

Complete sample Sample split by area Sample split by area
and house type

x = £ 550 000
Range = £ 200 000

x = £450 000
Range = £350 000

x = £ 350 000
Range = £ 400 000 

Range = £ 300 000

Range = £ 250 000

x = £ 300 000
Range = £ 250 000

Figure 7.10

IllustratIVe
eXaMple

shopping developments – part II 

Managers are lIkely tO Meet a number of measures of difference and increasingly also various 
measures of performance (benchmarking, for instance, has become an important management 
tool, where targets are determined using the performance of the ‘best’ organizations on certain 
measures). Managers need to be able to respond to this type of information with insight and 
confidence.

It is important for managers to clarify what these measures mean in business terms and what 
the underlying assumptions are. In the same way that you don’t need to be an accountant to use 
accounting information, you don’t need to be a statistician to use statistical information. Managers 
should look for a business understanding in the information they are given and develop responses 
that allow their organization to interpret and apply such information. Knowing the assumptions 
will reveal some of the thinking of those that devised them. Management is a process that 
involves a judgement as to what is appropriate and when. l➔l➔l
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7.7 Conclusions
Describing the variability in data is more complex than describing its location since there is less 
intuitive meaning to the statistics that are used. When observations are close to the average, we will 
obtain relatively low values for the measure of dispersion and conversely when observations are 
more widely spread, then larger values will be obtained. We need to be aware of the units being used 
(a change from £s to pence will increase the order by 100). We also need to be aware of what is meant 
by large or small in the context of the problem. A small change in sales (which may look small on 
every measure of change) could lead to business failure. As we shall see later in the book, there can 
be a difference between statistical significance and business significance.

When describing situations, measures of location and measures of dispersion are giving us two 
kinds of information. It is useful to know the average travel distance or the average overtime payment. 
It is also useful to know whether these averages are increasing or decreasing over time. This type 
of averaged information will inform decision-makers. It is also important to recognize that we are 
dealing with individuals and that policy decisions need to accommodate differences. Average travel 
distance could disguise the fact that some individuals travel very long distances on a regular basis 
or that average hours of overtime worked could disguise the fact that overtime is only available to a 
proportion of the workforce. It could also be the case, that the different behaviour or views of a few 
could be the beginning of a social or economic trend. Only a few years ago, the downloading of music 
was ignored (and would have accounted for only a small proportion of the responses in any survey), 
but they now define new market segments. Market research is particularly concerned with how some 
groups of individuals differ from other groups, and how a market segment could, for example, be 
defined by those who buy fresh orange juice, own a family car or smoke on a regular basis.

 The standard deviation and the other measures of variation will provide measures of difference, 
the skill is in the interpretation of these differences. As you have seen in the Mini Cases in this 
 chapter, more people now feel the need to explain the variation in data as well as the average and new 
management techniques have been developed linked to this variation. You should now be in a better 
position to understand and explain this variation to others. You can calculate the various measures 
by hand, but more importantly, you have a basis for choosing and interpreting these measures.

7.8 Questions

Discussion questions
1 Which descriptive statistics would most effectively describe the differences in:

a. travel distance to work?
b. the most popular model of car?
c. earnings of manual workers in the UK?
d. the cost of a typical food item?
e. holiday destinations?
f. working days lost through strikes?
g. defective parts in a production process? 
h. the wealth of the richest 10 per cent?

2 You have been asked to talk to a group of managers who are skeptical about the use of 
descriptive statistics as an aid to decision-making. What examples might you use to illustrate 
how these statistics can enhance decision-making?
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Multiple choice questions
1 Which of the following is not a measure 

of dispersion?
a. Standard deviation 
b. Variance
c. Median
d. Quartile deviation

2 Measures of location and of dispersion are 
often used together, which of these is not 
a pair?
a. Mean and standard deviation 
b. Median and quartile deviation 
c. Mode and range 
d. Mean and variance

Data Set 1: 8, 12, 14, 6, 12, 19, 27 

3 For Data Set 1 the Range is:
a. 5.5 
b. 6.5 
c. 19 
d. 23

4 For Data Set 1 the standard deviation is:
a. 5.5 
b. 6.5 
c. 21 
d. 23

5 For Data Set 1 the quartile deviation is:
a. 5.5 
b. 6.5 
c. 21 
d. 23

6 For Data Set 1 the variance is:
a. 30.25 
b. 43.14 
c. 441 
d. 529

Data Set 2: mean = 30, median = 25, 
 standard deviation = 4 

7 For Data Set 2 the coefficient of variation is:
a. -3.75 per cent
b. +3.75  per cent
c. +7.5  per cent
d. +13.3  per cent

8 For Data Set 2 the coefficient of skewness is:
a. -3.75 
b. +3.75 
c. +7.5 
d. +13.3

9 Highly skewed data is best described by:
a. Range 
b. Variance 
c. Quartile deviation 
d. Percentiles

Exercise questions
1 The number of requests for catalogues from a mail order company over the last 22 working 

days were recorded as follows:

24, 26, 23, 24, 23, 24, 27, 26, 28, 25, 21, 22, 25, 23, 26, 29, 27, 24, 25, 24, 24, 25
Determine the range, quartile deviation and standard deviation.

2 The mileages recorded for a sample of company vehicles during a given week yielded the 
following data:

138 164 150 132 144 125 149 157
146 158 140 147 136 148 152 144
168 126 138 176 163 119 154 165
146 173 142 147 135 153 140 135
161 145 135 142 150 156 145 128

(Data set CSE8.xlsx on the online platform)
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 (i) Determine the range, quartile deviation and standard deviation from these figures.
 (ii) Produce a box-plot of the data and describe the distribution.

3 A company has produced the following table to describe the travel of its employees:

Reported cost of travel Type of travel

Local Commuter Long distance

Under £1 60 20 0
£1 but under £5 87 46 17
Over £5 12 13 53

Using measures of location and measures of dispersion, describe and contrast the various types 
of travel.

4 Determine the quartile deviation and standard deviation from the data given in the following 
table:

Journey distance to and from work in miles Percentage

Under 1 16
1 and under 3 30
3 and under 10 37
10 and under 15 7
15 and over 9

Number of breakdowns Number of days

0 100
1 70
2 45
3 20
4 10
5 5

250

5 The number of breakdowns each day on a section of road were recorded for a sample of 
250 days as follows:

Calculate the range, quartile deviation and standard deviation. 

6 Given the following distribution of weekly household income:
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a. calculate the mean and standard deviation;
b. estimate the percentage of households with a weekly income below the mean;
c. determine the median and quartile deviation;
d. produce a box plot of this data;
e.  using the box plot and any other of the values you have determined, comment on the 

skewness (if any) of the distribution.

7 The following two grouped frequency distributions represents the times, over a one week 
period, that patients had to wait before seeing a doctor in the Accident and Emergency 
department of two hospitals.

Household income (£ ) % of all households

Under 30 13.7
30 but under 40 7.6
40 but under 60 11.6
60 but under 80 13.4
80 but under 100 14.2
100 but under 120 13.0
120 but under 150 12.3
150 or more 14.2

Hospital A Waiting 
Times (Minutes) Frequency of Patients

Hospital B Waiting  
Times (Minutes) Frequency of Patients

 0–10 2 0–10 4
10–15 10 10–15 17
15–20 25 15–20 35
20–25 37 20–25 27
25–30 26 25–30 20
30–40 20 30–40 17
40–50 18 40–50 9
50–60 12 50–60 6
60 or more 10 60 or more 5
Total 160 Total 140

a. determine the mean and standard deviation of waiting times for each hospital;
b. Produce box plots for both sets of data;
c.  determine the coefficient of variation and a measure of skew for each hospital’s waiting 

times;
d.  with reference parts (a), (b) and (c) discuss the differences in waiting times between the 

two hospitals.

8 The time taken to complete a particularly complex task has been measured for 250 individuals 
and the results are shown below:
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Estimate the maximum time taken by someone in the quickest:
a. 1 per cent
b. 5 per cent
c. 10 per cent

9 You have been given the following data from a sample of 20 individuals:

Time taken No. of people

Under 5 minutes 2
Under 10 minutes 2
Under 15 minutes 3
Under 20 minutes 5
Under 25 minutes 5
Under 30 minutes 18
Under 40 minutes 85
Under 50 minutes 92
Under 60 minutes 37
Over 60 minutes 1

Amount spent weekly

Code Number Sex Age Employment on alcoholic drinks (£)

1 1 20 0 8.83
2 1 33 0 4.90
3 1 50 1 0.71
4 0 48 0 5.70
5 0 47 0 6.20
6 0 19 0 7.40
7 1 21 1 3.58
8 0 64 0 4.80
9 1 32 0 4.50

10 1 57 1 2.80
11 0 49 0 4.60
12 0 18 0 5.30
13 1 39 1 3.42
14 0 28 0 10.15
15 0 51 0 6.20
16 1 43 0 4.80
17 1 40 0 3.82
18 0 22 1 7.70
19 1 30 0 6.20
20 0 60 0 4.45

Age: number of years 
Employment: working 0 not working 1 Sex: male 0  female 1

(Data set CSE9.sav on the online platform)
Using appropriate software, measure and explain the variation in the amount spent weekly on 
alcoholic drinks with reference to the other factors given.
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8

It Is often necessary to describe and interpret changes in economic, business and 
social variables over time. Information on change may come from different types of 
data, recorded in different ways. Index numbers can provide a simple summary of 
change by aggregating the information available and making a comparison to a start-

ing figure of 100. A typical index then could take the form of 100, 105, 107, where 100 is the starting 
point, 105 shows the relative increase one year later and 107 shows the relative increase two years on. 
Index numbers, therefore, are not concerned with absolute values but rather the movement of values. 
The Consumer Prices Index (CPI) and the Retail Prices Index (RPI) are among the better known 
indices and are general measures of how the prices of goods and services change, rather than as an 
indicator of the absolute amounts we actually spend each week. It is the CPI which is now official the 
main UK measure of inflation (Office of National Statistics, 2011).

8.1 The interpretation of an index number
Indices provide a measure of change over time, making reference to a base year value of 100.

8.1.1 Percentage changes
An index is a scaling of numbers so that a start is made from a base figure of 100. Suppose, for example, 
the price for bread over the past four years was as shown in Table 8.1.

 By the end of this chapter, you should be able to:

➔➔ understand the concept of an index number

➔➔ scale number series for comparative purposes

➔➔ construct a Laspeyres index

➔➔ construct a Paasche index

➔➔ understand the Consumer Price Index (CPI) and  Retail Prices Index (RPI)

Index Numbers

objectives
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We would first need to decide which year should be used for the base year, and then scale all 
figures accordingly. If Year 0 was chosen for the base year, we would divide all the prices by 0.50 and 
multiply by 100, as shown in Table 8.2.

table 8.2 Scaling to produce an index

Year Price (£) Index

0 0.50 (0.50/0.50) × 100 100
1 0.60 (0.60/0.50) × 100 120
2 0.80 (0.80/0.50) × 100 160
3 0.94 (0.94/0.50) × 100 188

table 8.1 The price of bread over a four-year period

Year Price (£)

0 0.50
1 0.60
2 0.80
3 0.94

The index numbers given for Years 1 to 3 all measure the change from the base year. The index 
number of 120 shows that there was a 20 per cent increase from Year 0 to Year 1, and the index 
number 160 shows that there was a 60 per cent increase from Year 0 to Year 2. To calculate a percent-
age increase, we first find the difference between the two figures, divide by the base figure and then 
multiply by 100. The percentage increase from 100 to 188 is:

−
× =

188 100
100

100 88%

In the same way, the percentage increase in the price of bread from £0.50 to £0.94 is:

−
× =

0.94 0.50
0.50

100 88%

One important feature of index numbers is that by starting from 100, the percentage increase from 
the base year is found just by subtraction. However, the differences thereafter are referred to as 
percentage points. It can be seen from Table 8.2 that there was a 28 percentage point increase from 
Year 3 to Year 4. The percentage increase, however, is:

−
× =

188 160
160

100 17.5%

8.1.2 Changing the base year
There are no hard and fast rules for the choice of a base year and, as shown in Table 8.3, any year can 
be made into the base year from a purely mathematical point of view.
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Each of the indices measures the same change over time (to two decimal places). The percentage 
increase from Year 1 to Year 2 using Index 2, for example, is:

−
× =

100.00 90.91
90.91

100 10.00%

To change the base year (move the 100) requires only a scaling of the index up or down. If we want 
Index 1 to have Year 2 as the base year, we can use the equivalence between 110 and 100 and multiply 
Index 1 by this scaling factor 100/110.

In practice, there are a number of important considerations in the choice of a base year. As the 
index gets larger the same percentage change is represented by a larger increase in percentage 
points. A change from 100 to 120 is the same as a change from 300 to 360 but the impression created 
can be very different. If, for example, our index were used as a measure of inflation, like the Con-
sumer Prices Index, we would not want the index to move very far from 100. We would like the seen 
change (points) to be close to the actual change (percentages).

table 8.3 Indices that all measure the same change

Year Index 1 Index 2 Index 3 Index 4 Index 5

0 100 90.91 83.33 74.07 66.67
1 110 100.00 91.67 81.48 73.33
2 120 109.09 100.00 88.89 80.00
3 135 122.73 112.50 100.00 90.00
4 150 136.36 125.00 111.11 100.00

Using the data in Table 8.3, scale Index 2 in such a way that the base year becomes Year 4  
(as Index 5).

eXercIse

An index number is typically a summary of what is happening to a group of items (often referred 
to as a basket of goods). From time to time we may review and change the items to be included 
and this is often when the index is again started at 100. Footnotes or other forms of referencing may 
indicate these changes. Suppose a manufacturer constructed a productivity index using as a measure 
of productivity the times taken to make the most popular products. As new products appear and 
established products disappear, the manufacturer would need to reconsider the basis of the index. 
The manufacturer would also need to consider the compatibility of the indices produced as the new 
products may be adding a different level of value and involve different methods of production. An 
index can be unadjusted or adjusted. To show the general (underlying) trend in unemployment, the 
index can be adjusted to allow for predictable changes through the year, like the number of school 
leavers (see also Chapter 17).

A change in base year is shown in Table 8.4 (see over page). We can use the equivalence of 150 
in the ‘old’ index with 100 in the ‘new’ index at Year 5. We either scale down the ‘old’ index using 
a multiplication factor of 100/150 as shown in Table 8.5 or scale up the ‘new’ index using 150/100 
as shown in Table 8.6.
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table 8.4 A change of base year

Year ‘Old’ index ‘New’ index

3 120
4 135
5 150 100
6 115
7 125

table 8.5 Scaling down the ‘old’ index

Year ‘New’ index

3 120 × 100/150 = 80
4 135 × 100/150 = 90
5 100
6 115
7 125

table 8.6 Scaling up the ‘new’ index

Year ‘Old’ index

3 120
4 135
5 150
6 115 × 150/100 = 172.5
7 125 × 150/100 = 187.5

A company has constructed an efficiency index to monitor the performance of its major 
production plant. After three years it was decided that a new index should be started owing to 
the major changes in the production process. The indices are given below:

Year Existing index New index

1 140
2 155
3 185 100
4 105
5 107

1. Calculate the percentage increase in efficiency from Year 1 to Year 5. You should get  
41.4 per cent.

2. Construct another index using Year 2 as the base year. You should get 90.3, 100.0,  
119.4, 125.3, 127.7.

You should note that no allowance has been made for changes in the methods used to construct 
the indices when reporting results like these.

eXercIse
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8.1.3 Nominal and real change
Index numbers allow us to distinguish between nominal and real values. Suppose your annual 
entertainment allowance had increased from £500 to £510. This £10 increase is referred to as nomi-
nal value (and is given in the original units of measurement, in this case £s). However, you may be 
more concerned with the purchasing power of the new £510 allowance and how this compares with 
the £500 allowed in the previous year. Suppose that you are now told that the general cost of enter-
tainment has increased by 5 per cent. To maintain your purchasing power you would need £525 
(£500 plus the extra 5 per cent, which is £25). We would now say that in real terms your purchasing 
power has decreased. Indices can measure change in real or nominal terms.

ILLUstratIVe
eXaMPLe

shopping Developments  
Limited Part II

Managers are aLways LIkeLy to be concerned with measures of change over time. The case 
data 2.2 (Part 2 introduction) gives the number of business enquiries received, the value of new 
business and an index of inflation over a three-year period. It is relatively clear from the figures 
that the important business performance measurements of the number of enquiries and the 
value of new business are declining. It is less clear that the rate of inflation is about 3 per cent and 
what impact the inflation rate is having on the ‘real’ value of new business. Figure 8.1 shows the 
construction of indices to illustrate the changes using Year 1, quarter 1 for the base.

The columns in Figure 8.1 for the number of enquiries and the value of new business both 
show the downward trend and a quarterly variation. The indices confirm this trend and show the 
greater variation (in percentage terms) in the number of enquiries.

The spreadsheet shown as Figure 8.2 can also be constructed to show how the ‘real’ value of 
new business has declined.

It can be seen that if we are working with the purchasing power of the £ in Year 1, quarter 1 
(real as opposed to nominal pounds), the drop in the value of new business is even greater. 
The spreadsheet has also been used to show that the rate of inflation and how that has been 
declining.

A mechanistic approach to business statistics is unlikely to capture the ‘early youthful spirit’ 
of business enterprise, but should better inform managers, and indeed other stakeholders, about 
the position of the company. The figures ‘on the surface’ look bad, but need to be interpreted 
within their business context (business significance rather than statistical significance). Trading 
conditions might have become particularly difficult and the company may still have done better 
than other rivals (the business could consider benchmarking against best practice wherever that 
is to be found). The figures may reflect a change in company strategy where new business of 
this kind has not been sought and existing business has been consolidated. What is important 
is that the analysis is able to inform a debate and highlight the realities that the company may 
face (which is better understood through analysis and debate). Analysis should also inform policy 
formulation and change. It is important to explore the data for improved insight; you could, for 
example, calculate the ratio of the value of new business to the number of enquiries and consider 
what these figures mean. l➔l➔l
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C6/$C$5*100
then copy
down

E6/$E$5*100
then copy
down

G6/$G$5*100
then copy
down

figure 8.1 

C6/$C$5*100
then copy
down

C6*$F$5/F6
then copy
down

G6/$G$5*100
then copy
down

(F6-F5)/F5*100
then copy
down

figure 8.2 
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8.2 The construction of index numbers
Index numbers are perhaps best known for measuring the change of price or prices over 

time. To illustrate the methods of calculation, we will use the information given in Table 8.7.
The price can be taken as the average amount paid in pence for a cup and the quantity as the aver-

age number of cups drunk per person per week.

table 8.8 A simple price index

Year Price Pn/P0 Simple price index

0 32 1.0 100
1 48 1.5 150
2 64 2.0 200

Check the figures given, and the method of calculation used in Figures 8.1 and 8.2. 
Adapt the spreadsheet to provide the information given in Figures 8.1and 8.2, and to 
show the impact of a constant inflation rate of 2 per cent, 3 per cent and 4 per cent. 
You can download the spreadsheets from the book’s online platform (files CSE10.
xlsx and CSE11.xlsx). 

eXercIse

8.2.1 The simple price index
If we want to construct an index for the price of one item only we first calculate the ratio of the ‘new’ 
price to the base year price, the price relative, and then multiply by 100. In terms of a notation:

100
0

P
P

n ××

where P0 is the base year price and Pn is the ‘new’ price.
A simple index for the price of tea, taking Year 0 as the base year, can be calculated as in  

Table 8.8.

table 8.7 The prices and consumption of tea, coffee and chocolate drinks by a representative individual in a 
typical week

Year 0 Year 1 Year 2
Drinks Price Quantity Price Quantity  Price Quantity

Tea 32 15 48 12 64 10
Coffee 60   3 68   3 72   4
Chocolate 88   1 92   3 96   5
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The doubling of the price of tea from 32p to 64p over the three-year period gives a 100 per cent 
increase in the index, from 100 to 200. The increase from 48p to 64p is a 50 percentage point increase 
(the index increases from 150 to 200) or a percentage increase of 33.33 per cent.

In reality we are likely to drink more than just tea. When constructing an index of beverage prices, 
for example, we may wish to include coffee and chocolate drinks.

table 8.9 A simple aggregate price index

Drinks P0 P1 P2

Tea 32 48 64
Coffee 60 68 72
Chocolate 88 92 96

SP0 = 180 SP1 = 208 SP2 = 232

Year SPn / SP0 Simple aggregate price index

0 180/180 = 1.00 100
1 208/180 = 1.16 116
2 232/180 = 1.29 129

Calculate a simple price index for coffee with year 0 as the base year. You should get 100,  
113, 120.

eXercIse

8.2.2 The simple aggregate price index
To include all items, we could sum the prices year by year and construct an index from this sum. 
If the sum of the prices in the base year is SP0 and the sum of the prices in year n is Σ ,Pn  then the 
simple aggregate price index is:

100
0

P
P

n ××Σ
Σ

The calculations are shown in Table 8.9.

This particular index ignores the amounts consumed of tea, coffee and chocolate drinks. In par-
ticular, the construction of this index ignores both consumption patterns and the units to which 
price refers. If, for example, we were given the price of tea for a pot rather than a cup, the index values 
would differ.

8.2.3 The average price relatives index
To overcome the problem of units, we could consider price ratios of individual commodities instead 
of their absolute prices and treat all price movements as equally important. In many cases, the goods 
we wish to include will be measured in very different units. Breakfast cereal could be in price per 
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packet, potatoes price per kilo and milk price per pint bottle. As an alternative to the simple aggre-
gate price index we can use the average price relatives index:

××Σ






1 100
0k

P
P

n

where k is the number of goods. Here the price relative, (Pn /P0) for a stated commodity will have the 
same value whatever the units. The calculations are shown in Table 8.10.

table 8.10 The average price relatives index

Drinks P0 P1 P2 P1 /P0 P2 /P0

Tea 32 48 64 1.50 2.00
Coffee 60 68 72 1.13 1.20
Chocolate 88 92 96 1.05 1.09

S(P1 /P0) = 3.68 S(P2 /P0) = 4.29

Year (1/k) SPn /P0 Average price relatives index

0 1.00 100
1 (1⁄3)(3.68) = 1.23 123
2 (1⁄3)(4.29) = 1.43 143

Work out the aggregative price relatives index from Table 8.10 for the tea and coffee only.  
You should get: 100, 132, 160.

eXercIse

Comparing Tables 8.10 and 8.9 we can see that the average price relatives index, in this case, 
shows larger increases than the simple aggregate price index. To explain this difference we could con-
sider just one of the items: tea. The value of tea is low in comparison to other drinks so it has a smaller 
impact on the totals in Table 8.9. In contrast, the changes in the price of tea are larger than any of the 
other drinks and this makes a greater impact on the totals in Table 8.10. To construct a price index 
for all goods and sections of the community we need to take account of the quantities bought.

It is not just a matter of comparing what is spent year by year on drinks, food, transport or 
housing. If prices and quantities are both allowed to vary, an index for the amount spent could be 
constructed but not an index for prices. If we want a price index we need to control quantities. In 
practice, we consider a typical basket of goods in which the quantity of goods of each kind is fixed 
and we find how the cost of that basket has changed over time. To construct an index for the price of 
beverages we need the quantity information for a selected year as given in Table 8.7.

8.2.4 The Laspeyres index
This index uses the quantities bought in the base year to define the typical basket. It is referred to as a 
base-weighted index or Laspeyres index and compares the cost of this basket of goods over time. 
This index is calculated as:

××Σ
Σ

1000

0 0

P Q
P Q

n
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where ΣP0Q0 is the cost of the base year basket of goods in the base year and ΣPnQ0 is the cost of the 
base year basket of goods in any year (thereafter) n.

It can be seen from Table 8.11 that we only require the quantities from the chosen base year  
(Q0 in this case). The index implicitly assumes that whatever the price changes, the quantities pur-
chased will remain the same. In terms of economic theory, no substitution is allowed to take place. 
Even if goods become relatively more expensive it assumes that the same quantities are bought. As a 
result, this index tends to overstate inflation.

comparing recessions
MInI case 8.1

as we haVe saID, when you are summarizing a number of items an index simplifies the presentation 
and allows year on year comparisons. Consider the graph based on UK employment and economic 
data and assess how clear a picture it shows.

Source: GDP and Labour Market, summary 16th   November 2011, www.ons.gov.uk Office for National Statistics 
licensed under the Open Government Licence v.1.0.
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8.2.5 The Paasche index
This index uses the quantities bought in the current year for the typical basket and is called a Paasche 
index. This current year weighting compares what a basket of goods bought now (in the current 
year) would cost, with cost of the same basket of goods in the base year.

This index is calculated as:

××Σ
Σ

100
0

P Q
P Q

n n

n
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where ΣP Qn n  is the cost of the basket of goods bought in the Year n at Year n prices and ΣPQo n  
is the 

cost of the Year n basket of goods at base year prices.
The calculations are shown in Table 8.12.
As the basket of goods is allowed to change year by year, the Paasche index is not strictly a price 

index and as such, has a number of disadvantages. First, the effects of substitution would mean that 
greater importance is placed on goods that are relatively cheaper now than they were in the base 
year. As a consequence, the Paasche index tends to understate inflation. Second, the comparison 
between years is difficult because the index reflects both changes in price and the basket of goods. 
Finally, the index requires information on the current quantities and this may be difficult or 
expensive to obtain.

table 8.11 The Laspeyres index

Drinks P0 Q0 P1 P2

Tea 32 15 48 64
Coffee 60   3 68 72
Chocolate 88   1 92 96

P0Q0 P1Q0 P2Q0

480    720    960
180   204    216
  88     92     96
748 1016 1272

Year SPnQ0 / SP0Q0 Laspeyres index

0 1.00 100
1 1016/748 = 1.36 136
2 1272/748 = 1.70 170

table 8.12 The Paasche index

Drinks P0 P1 Q1 P2 Q2

Tea 32 48 12 64 10
Coffee 60 68   3 72   4
Chocolate 88 92   3 96   5

P1Q1 P0Q1 P2Q2 P0Q2

  576 384   640   320
  204 180   288   240
  276 264   480   440
1056 828 1408 1000

Year SPnQn / SP0Qn Laspeyres index

0 1.00 100
1 1.28 128
2 1.41 141
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8.2.6 Other indices
The Laspeyres and Paasche methods of index construction can also be used to measure quantity 
movements with prices as the weights: Laspeyres quantity index using base year prices as weights:

Σ
Σ

× 1000

0 0

PQ
PQ

n

Paasche quantity index using current year prices as weights:

Σ
Σ

× 100
0

P Q
PQ
n n

n

To measure the change in value the following ‘value’ index can be used:

Σ
Σ

×PQ
PQ
n n 100
0 0

These calculations are shown, along with the Laspeyres and Paasche index, in Figure 8.3.

figure 8.3 Calculating ‘other’ indices

Calculate the Laspeyres and Paasche price indices from Tables 8.11 and 8.12 for just tea and 
coffee.

You should get: Laspeyres 100, 140, 178.2; Paasche 100, 138.3, 165.7.

eXercIse
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Having constructed a spreadsheet you can experiment by making changes to price or quantity 
information and observing the overall effect. (This spreadsheet is available on the online platform in 
file CSE12.xlsx.)

1 Load the spreadsheet CSE12.xlsx. Vary the prices and the quantities, and discuss the effects.

2 Using the data given below, set up a spreadsheet to calculate the following all-items index 
numbers:

a. Laspeyres price index;

b. Paasche price index;

c. Laspeyres quantity index;

d. Paasche quantity index; and

e. Value index;

for Years 1 and 2 with Year 0 as the base year.

eXercIse

Year 0 Year 1 Year 2
Items Price Quantity Price Quantity Price Quantity

Bread 25 4 27 5 29 4
Potatoes   8 6   9 7 10 9
Carrots 21 2 22 2 22 3
Swede 35 1 35 1 40 1
Cabbage 45 1 46 2 55 1
Soup 18 5 23 4 25 5
Cake 53 2 62 2 78 1
Jam 40 1 45 2 56 1
Tea 23 3 25 3 29 4
Coffee 58 2 60 3 60 3

Answers: Price Quantity

Laspeyres 1 110.85 122.87
2 124.31 110.56

Paasche 1 109.54 121.41
2 120.68 107.33

Value 1 134.59 
2 133.43

Check the working of your spreadsheet by seeing the effects of changing the details on 
potatoes in Year 2 to Price = 15 and quantity = 6 and for coffee to Price = 70 and quantity = 1.

8.3 The weighting of index numbers
Weights can be considered as a measure of importance. The Laspeyres index and the 

Paasche index both refer to a typical basket of goods. The prices are weighted by the quantities in 
these baskets. In measuring a diverse range of items, it is often more convenient to use amount spent 
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as a weight rather than a quantity. If we consider travel, for example, it could be more meaningful 
to define expenditure on public transport than the number of journeys. In the same way, we would 
enquire about the expenditure on meals bought and consumed outside the home rather than the 
number of meals and their price. Expenditure on public transport, meals outside the home and other 
items are additive since money units are homogeneous; the number of journeys, number of meals 
and number of shirts are not. In constructing a base-weighted index we can use:

××Σ
Σ

1000/wP P
w
n

where Pn/P0 are the price relatives (see Section 8.2.1) and w are the weights. Each weight is the 
amount spent on the item in the base year.

Consider again our example from Section 8.2 (Table 8.13).

table 8.13 Weighted price index

Drinks P0 Q0 w P1 P1 / P0 P2 P2 / P0

Tea 32 15 480 48 1.50 64 2.00
Coffee 60   3 180 68 1.13 72 1.20
Chocolate 88   1   88 92 1.05 96 1.09

Drinks w w ×P1 / P0 w ×P2 / P0

Tea 480   720.00   960.00
Coffee 180   203.40   216.00
Chocolate   88     92.40     95.92 

828 1015.80 1271.92

Year (SwP0  /P0)/ Sw Base-Weighted index

0 1.00 100
1 1015.80/748 = 1.36 136
2 1271.92/748 = 1.70 170

It is no coincidence that this base-weighted index is identical to the Laspeyres index of Table 8.11. 
The identity is proven on the online platform.

The weights only need to represent the relative order of magnitude and in practice are scaled to 
sum to 1000. (If we were to multiply each of the weights in Table 8.13 by 1000/748, the value of the 
index would not change but the sum of weights would add to 1000.) The items included in the Con-
sumer Prices Index and the Retail Prices Index are assigned weights in this way.

8.4  The Consumer Prices Index and the Retail 
Prices Index 
There are a number of official indices which various government and news agencies report 

on. Perhaps the most popular are the Consumer Price Index (CPI), Retail Prices Index (RPI), Financial 
Times Stock Exchange (FTSE or ‘footsie’) 100 shares index and Houses Price Index. 

For many years the general Retail Prices Index (RPI) was the main index used to measure inflation  
in the UK. A new index was created from the same data in 1997 (the Harmonized Index of Consumer 
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Prices) which is now known as the Consumer Prices Index (CPI) and, unlike the RPI, provides an 
international comparable measure of inflation.  This is now the main index used to judge the perfor-
mance of the UK economy. Inflation is reported in the media and debated by politicians. Increases in 
wages are often justified in terms of the CPI and RPI, with recent or anticipated changes often form-
ing the basis of a wage claim. In many cases, savings and pensions are index-linked; they increase in 
line with the index, and since April 2011 it is the CPI that is used to revise benefits and public service 
pensions. All forms of economic planning take some account of inflation, and economists will use 
both real and nominal values in their analysis (see Section 8.1.3).

It is useful to think of both indices as representing the changing cost of a large ‘basket of goods 
and services’ reflecting the full range of things that people buy including leisure goods, fuel, food and 
footwear. In many ways, neither are ‘cost of living’ indices as they do not attempt to provide a meas-
ure of the cost of staying alive. A ‘cost of living’ index would imply some definition or knowledge 
of what were essential purchases. The indices reflect what people choose to buy; for example, some 
people buy cigarettes and alcohol, so these are included in the index. Coverage includes housing and 
travel but excludes items like savings, investments, charges for credit, betting and cash gifts.

Both indices are based upon a based-weighted Laspeyres index and provide a weighted measure of 
the average monthly change of the prices of a ‘basket’ of goods and services that people typically spend 
their money on. The items in the ‘basket’ are fixed at the beginning of the year, but an average of the 
price change of each item is calculated each month. As some items are more important than others in 
terms of their share of household expenditure, representative weights needs to be applied to the items. 
The weights are determined at the beginning of the year and remain constant throughout the year. The 
main differences between the CPI and RPI in terms of population and item coverage are:

➔➔ Population base: the CPI covers all private households in the UK, foreign visitors and 
residents of communal establishments such as nursing and retirement homes, and university 
halls of residents. The RPI only covers private households but excludes pensioners and the 
top 4 per cent of high earner households.

➔➔ Item coverage: the CPI excludes items relating to housing costs such as mortgage interest 
payments. However the RPI excludes charges for financial services.

(Source: Consumer Price Indices, A brief guide. August 2011. ONS publication hub www.statistics.gov.uk
Office for National Statistics licensed under the Open Government Licence v.1.0.)

In November 2011, the CPI = 121.2 (based on 2005 = 100), and the RPI = 238.5 (based on  
1987 = 100). For the CPI this means that if the price of an item was £100 in the year 2005 it would in 
November 2011 cost £121.2. This represents 21.2 per cent rise in inflation over that period.

In January 2005 the RPI was 188.9 (based on January 1987 = 100). By re-basing the RPI to 
2005 (see Section 8.1.2) determine the re-based RPI for November 2011. You should get 126.3. 

Why do you think that there is a difference between the CPI and RPI?

eXercIse

There are around 700 items (goods and services) in the CPI basket. These are aggregated down to 
93 classes, to 39 groups, to 12 divisions, to ‘one basket’. The ‘basket of goods’ is kept fixed for a year 
at a time, so that only changes in prices are recorded that year. The basket is reviewed each year to 
keep it as up to date as possible. Lists of items added to and removed from the basket are published 
each year by the Office of National Statistics. Among the items removed in the ‘Year 2011’ from the 
CPI basket were; pork shoulder, vending machine cigarettes, packs of four cans of lager, rosebushes 
and mobile phone downloads. Among the items introduced were; oven ready joints, sparkling wine, 
mobile phone applications and craft kits.
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The prices of  the 700  separate goods and services are collected each month. The movements in 
these prices are taken as representative of all price movement in the goods and services covered by 
the Index. There are five price indicators for beef, for example in 2011 rump steak, mince, frozen 
burgers, braising steak and topside, were included, which are combined together to estimate the 
overall change in beef price. The base period is January of each year and current prices are com-
pared to this base period. The CPI and RPI for any month are calculated by weighting (averaged) 
price ratios, i.e. average item price in a month divided by average item price in January. For the 
CPI the item average, at the first stage of aggregation, is the geometric mean and for the RPI,  
the arithmetic mean.

Weights are used to allow for the relative importance of the various categories of goods and ser-
vices. The weights reflect the amounts that households spend on goods and services with each item 
weighted to reflect the proportion of household expenditure spent on that item. The weights are 
derived from a variety of sources, of which the Living Costs and Food Survey (LCF), formerly the 
Expenditure and Food Survey (EFS), is an important source. The LCF survey is based on a set 
sample size of about 11 482 households each year and uses addresses from the postcode address file. 
Selected households are asked to keep records of what they spend over a two-week period and are 
also asked to give details of their major purchases over a longer period. The response rate in 2010 was 
50 per cent (Figure 8.4). The weights used in the CPI and RPI are shown in Table 8.14.

As far as the CPI is concerned, using the weights given in Table 8.14, food and non-alcoholic bev-
erages accounted for 12.1 per cent of the typical basket in 2000, 10.6 per cent in 2005 and 11.8 per 
cent in 2011. You could also note the recent decrease in the relative expenditure on alcoholic drink 
and tobacco (from 5.7 per cent in 2000 to 4.2 per cent in 2011) and the recent increase on the relative 
expenditure on health (from 1.4 per cent in 2000 to 2.4 per cent in 2011). The weightings therefore 
provide a useful guide to changing patterns of expenditure. The weightings can be used to demon-
strate the effect of a price change in one category on the overall CPI. If, for example, the ‘price’ of 
transport increased by 10 per cent in 2011, the overall impact would be 1.59 per cent, as the category 
accounts for 15.9 per cent of expenditure (a weight of 159 out of 1000). To show this using weights, 

COICOP category £ per week

Transport 64.90

Housing, fuel and power 60.40

Recreation and culture 58.10

Food and non-alcoholic drinks 53.20

Restaurants  and hotels 39.20

Miscellaneous goods and services 35.90

Household goods and services 31.40

Clothing and footwear 23.40

Communication 13.00

Alcoholic drinks, tobacco and narcotics 11.80

Education 10.00

Health 5.00

Total COICOP expenditure 406.30

Other expenditure items 67.30

Total expenditure 473.60

figure 8.4 Results of the Living Costs and Food Survey (LCF) 2010–11
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the weight for transport would increase from 159 to 174.9 (a 10 per cent increase). The sum of the 
weight would become 1015.9 and the percentage increase would be:

−
× =

0
0

1015.9 100
100

100 1.59%

In practice, calculations can be more complex because a number of changes take place at the same 
time.

The typical basket of goods and services indicated by the weights shown in Table 8.14 will only 
reflect completely the expenditure of a proportion of households. Some families will spend more 
on some items and less on others, particularly on an annual basis. The CPI and the RPI, like all 
aggregated statistics, will have an averaging-out effect and will reasonably describe most families 
most of the time. For a more detailed description of the CPI refer to the ONS publication hub http//
www.statistics.gov.uk (especially the publications: ‘The 2011 Basket of Goods and Services’, ‘Updating 
Weights for 2011’, ‘Consumer Price Indices: a brief guide’).

table 8.14 Weights of CPI and RPI

CPI Group 2000 2005 2011

Food and non-alcoholic beverages 121 106 118
Alcoholic beverages and tobacco 57 46 42
Clothing and footwear 70 63 62
Housing, water, electricity, gas and other fuels 118 105 129
Furniture, household equipment and maintenance 78 65 61
Health 14 24 24
Transport 161 148 159
Communication 25 25 26
Recreation and culture 149 151 147
Education 13 17 18
Restaurants and hotels 137 139 120
Miscellaneous goods and services 57 111 94
Total 1000 1000 1000

RPI Group 2000 2005 2011

Food 118 110 118
Catering 52 49 47
Alcoholic drink 65 67 60
Tobacco 30 29 28
Housing 195 224 238
Fuel and light 32 31 42
Household goods 72 71 65
Household services 56 61 63
Clothing and footwear 58 48 44
Personal goods and services 43 41 38
Motoring expenditure 146 136 137
Fares and travel costs 21 19 20
Leisure goods 46 46 36
Leisure services 66 68 64
Total 1000 1000 1000
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Personal Inflation calculator
MInI case 8.2

the offIce of natIonaL statIstIcs have a calculator which allows you to check your own, personal, 
inflation rate. This is accessed via the home page of ONS (‘Guidance & methodology’ → ‘Interactive 
content’ → ‘Personal inflation calculator’) You need to put in figures for the main expenditure categories, 
as you can see in the web page below, and the calculator will work out your inflation rate and make 
comparisons with the national figures.

Think of the ways in which this might be useful to you. Try putting in figures which relate to full-time 
students and see whether the inflation rate is above or below the national figure.

Source:  www.ons.gov.uk Office for National Statistics licensed under the Open Government Licence v.1.0.

(Continued )
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(Continued )
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8.5 Conclusions
Index numbers play an important role in describing the economy, managing the economy 

and measuring the performance of business. Percentage increases from the base year can be seen 
at a glance, and that the numbers provide a manageable and understandable sequence. As we have 
seen, we are able to aggregate a wide range of different items into a single index series, which will 
enhance our comprehension of an overall situation, for example, the level of inflation in an economy. 
In the presentation of accounting information, allowance needs to be made for inflation. Historic 
cost accounting (with no allowance for inflation) only works well in periods of stable prices. In cur-
rent cost accounting (CCA), adjustments are made in proportion to relevant indices. The Office for 
National Statistics publishes price index numbers for current cost accounting.

Index numbers can be misleading if care is not taken. When an index is rebased it is important 
to compare the last value of the previous series to the starting value of the new series and make any 
necessary adjustments. When items are excluded, or new items included in an index, there may 
be drastic movements in the series, which do not reflect major changes in prices or quantities, but 
merely the changed composition of the index. Crime statistics, in particular, are statistically, and 
politically, very sensitive to changes in definition and reporting. Having worked through this chap-
ter you can now calculate some basic indices, rebase an index series and have begun to look at the 
measures of inflation used in the UK.

ILLUstratIVe
eXaMPLe

shopping Developments 
Limited – Part II

Managers May neeD to Use indices generated externally, like the Retail Prices Index, or construct 
their own, using internal company information or other data. Indices provide useful measures of 
change for those factors that are quantifiable (see Tables 8.7 and 8.8).
changes In PrIces or costs can be fairly easily described by indices and they are important 
measures of business and organizational performance. However, other important aspects, such 
as culture and motivation, cannot be described so easily, and as a consequence can be over-
looked. As always, good management is about interpretation and index numbers should make 
this easier for some types of (quantitative) information. l➔l➔l

8.5.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ Data for Figure 8.1, ExCEL file CSE10.xlsx
➔➔ Data for Figure 8.2, ExCEL file CSE11.xlsx
➔➔ Data for Figure 8.3, ExCEL file CSE12.xlsx
➔➔ Proof of the relationship between a base weighted index and Laspeyres index.

A student guide to ExCEL can be found in Part 8 of the online platform.eXceL
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8.6 Questions

Discussion questions
1 Compared to the RPI, does the CPI provide an equivalent representation of the UK rate of 

inflation? Do either represent all sectors of the UK society?

2 Find the most recent weights for the Consumer Prices Index. 
a. Compare with those given for the Year 2005 (Table 8.14).
b. Discuss the likely impact on the index of a 1 per cent, 3 per cent and 5 per cent change in 

the price of transport.
3 By searching the Internet, discuss how other major indices such as the FTSE 100 share index 

and the House Price Index are determined.

Multiple choice questions
Year    Index
   1     108 
   2     112 
   3     116 
   4     124
   5     131

1 From the data above, the percentage 
change from Year 1 to Year 2 is:
a. 3.6 
b. 3.7
c. 5.6
d. 6.9

2  From the data above, the percentage 
change from Year 2 to Year 3 is:
a. 3.6 
b. 3.7 
c. 5.6 
d. 6.9

3 From the data above, if the index were 
rebased so that Year 3 = 100, the index for 
Year 1 would be:
a. 93.1 
b. 100 
c. 112.9 
d. 116

4 From the data above, if the index were 
rebased so that Year 3 = 100, the index for 
Year 5 would be:
a. 93.1 
b. 100 
c. 112.9 
d. 116

Data Set 1:
Price 
Base Year

Quantity 
Base Year

Price 
Next Year

Quantity 
Next Year

A       1                10             1.05               9
B       3                  5             3.5                 6

5 From Data Set 1 above, the price relative 
for Item B for the second year is:
a. 1.050 
b. 1.1375 
c. 1.167 
d. 1.200

6 From Data Set 1 above, the aggregative 
price for the second year is:
a. 105.0 
b. 113.75 
c. 116.7 
d. 120.0

7 From Data Set 1 above, the Laspeyres all 
items price index for the second  
year is:
a. 100.0 
b. 108.0 
c. 112.0 
d. 121.8

8 From Data Set 1 above, the Paasche all 
items price index for the second year is:
a. 100.0 
b. 108.0 
c. 112.8 
d. 121.8
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9 From Data Set 1 above, the all items value 
index for the second year is:
a. 100.0 
b. 108.0 
c. 112.8 
d. 121.8

10 The Consumer Prices Index uses:
a. 11 items 
b. 100 items 
c. 350 items 
d. 700 items

Exercise questions
1 

Year Index

1 100
2 115
3 120
4 125
5 130
6 145

a. Change the base year for this index to Year 4.
b. Find the percentage rises from Year 3 to Year 4 and Year 5 to Year 6.

2 

Year ‘Old’ index ‘New index’

1 100
2 120
3 160
4 190 100
5 130
6 140
7 150
8 165

a. Scale down the ‘old’ index for Years 1 to 3.
b. Scale up the ‘new’ index for Years 5 to 8.
c. Explain the reasons for being cautious when merging indices of this kind.

3 The following information was recorded for a range of DIY items.

No. of items bought Price per item (£)
Items Year 0 Year 1 Year 2 Year 1 Year 2 Year 0

W 4 5 7 3 5 10
X 3 3 4 4 6 15
Y 3 2 2 4 7 19
Z 2 2 1 5 9 25

a. Construct a simple price index for item Y using Year 0 as the base year.
b. Determine the simple aggregate price index using Year 0 as the base year.
c. Determine the price relatives index using Year 0 as the base year.
d. Calculate the Laspeyres price index using Year 0 as the base year.
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e. Calculate the Paasche price index using Year 0 as the base year.
f. Calculate the Laspeyres quantity index using Year 0 as the base year. Note: here we wish to 

keep prices fixed, and thus the appropriate formula is:

Σ
Σ

×PQ
PQ

n( )
( )

1000

0 0

g. Calculate the Paasche quantity index using Year 0 as the base year. Note: here we are using 
the current year prices as the fixed weights, and thus the appropriate formula is:

Σ
Σ

×
( )
( )

100
0

P Q
PQ
n n

n

h. Why do the Laspeyres and Paasche indices give such different answers for Year 2 in Parts (d) 
to (g)?

4 The following data gives the wages paid to four groups of workers and the number of workers 
in each group.

Year 0 Year 1 Year 2
Groups Wage No. of workers Wage No. of workers Wage No. of workers

Managerial 300 40 330 50 390 70
Skilled 255 60 270 70 270 70
Semi-skilled 195 60 240 60 270 70
Labourer 90 100 150 100 240 80

a. Construct a simple index of wages for skilled workers using Year 0 as the base year.
b. Calculate the simple aggregate index of wages using Year 0 as the base year.
c. Calculate the Laspeyres index of wages using Year 0 as the base year.
d. Calculate the Paasche index of wages using Year 0 as the base year.

5 The average prices of four commodities are given in the following table:

Average price per unit (£)
Commodity Year 0 Year 1 Year 2

A 101 105 109
B 103 106 107
C 79 93 108
D 83 89 86

The number of units used annually by a certain company is approximately 400, 200, 600 and 
100 for the commodities A, B, C and D respectively. Calculate a weighted price index for Years 1 
and 2 using Year 0 as the base year.

6 Extract from published statistics, indices showing monthly changes in prices and average 
earnings since January 2005.
a. Rebase these indices so that the current year becomes the base year, stating any 

assumptions made.
b. Compare the indices produced (Part a).
c. Construct an index for the value of ‘real’ earnings.

7 Over the past 15 years data has been recorded on prices and wages. Index numbers for this 
data are shown in the table below.
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Year Prices (old) Prices (new) Wages (old) Wages (new)

  0 145.3 100.0
  1 148.5 103.2
  2 154.7 107.5
  3 163.6 112.4
  4 172.3 123.4
  5 194.1 100.0 136.3
  6 109.5 145.1
  7 114.9 146.3
  8 119.4 150.5
  9 125.6 158.1 100.0
10 130.6 105.4
11 136.6 111.9
12 144.2 121.1
13 150.3 130.0
14 158.9 141.3
15 171.3 154.6

Both index series have been rebased during this time period.
a. Create a single index series for prices with Year 0 as the base year.
b. Create a single index series for wages with Year 0 as the base year.
c. Construct a graph showing these two index series.
d. Find the year by year percentage change in prices and the year by year percentage change 

in wages and graph your results.
e. Comment on the implications of your results for the standard of living within the country. 

What reservations might you have about using this data to infer conclusions about the 
standard of living? What extra information would you require to make more positive 
statements about the standard of living?

8 Use a spreadsheet with the data below to find the all-items index numbers listed below for 
Years 1 and 2 with Year 0 as the base year.
a. Laspeyres price index.
b. Laspeyres quantity index.
c. Paasche price index.
d. Paasche quantity index.
e. A value index.

Prices Quantities
Item Year 0 Year 1 Year 2 Year 0 Year 1 Year 2

A 3.00 3.25 3.40 198 237 287
B 2.30 2.45 2.55 300 307 296
C 6.10 6.10 6.50 800 755 789
D 4.20 4.33 4.44 200 290 300
E 5.70 5.89 5.99 351 427 389
F 12.50 12.60 12.89 107 110 104
G 0.56 0.76 0.79 1106 1473 1145
H 1.60 1.66 1.89 852 841 773
I 13.60 13.99 14.99 390 409 400
J 29.99 33.99 49.99 17 29 50
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247Chapter 8 Index numbers

Further information now comes to light which changes various price and quantity data 
in the table. Use your spreadsheet to find the effect on the ten index numbers you have 
already constructed in each of the following:

f. Year 2, quantities change to:
 A = 207 B = 400 C = 1545
g. Year 2, prices change to:
 A = 3.70 B = 2.75 D = 4.54
 F = 12.99 G = 0.60 J = 59.99
h. Year 2, quantities change to:
 B = 196 C = 710 E = 289
 F = 85 G = 70
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PART THREE

Measuring Uncertainty

THis AssERTion is sTill TRuE today, since we do not live in a world of certainty. We 
cannot say with certainty how some individual will react to an advertizement, or which 
horse will win a race, or which numbers will be drawn in a lottery. While the uncer-
tainty of life is perhaps most graphically illustrated by games and wagers, which we 

will indeed use to develop the ideas in this part of the book, those in business also have to deal with 
chance events. Chance plays a part in everyone’s life, whether they choose to bet against some chance 
event by, for example, playing the lottery, backing a horse, or buying life insurance; or even if they 
eschew such gambles. Most activities require the assessment of risk, for example, when crossing the 
road you usually assess your chances of getting across safely as 100 per cent, or else you do not set off.

In situations which are deterministic, data collection alone can provide the basis for 
 decision-making. If we know the sales of a product are going to be 100 next month, and we know 
the price to be £10, then we know the total revenue will be 100 × £10 = £1000 (we look at this sort 
of model in Part 7, which can be found on the book’s online platform). Even if we are not certain of 
the values next month, we may still be able to identify the minimum and maximum values for sales 
and price. Say, for example, that we know prices can vary from £9 to £11 and we know that sales can 
vary from 90 to 120. We now have a basis for looking at the worst possible and best possible cases.  

Introduction

Nothing in this world is certain but death and taxes.
Benjamin Franklin (1706–1790)

249
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250 Measuring uncertainty

In the worst case, we sell 90 at £9 each and get £810. In the best case, we sell 120 at £11 and get £1320. 
While we have identified the range of possible outcomes, each is not equally likely to happen. This 
concept will provide a vital clue in understanding the treatment of chance (or probability) in a busi-
ness context.

Most of us think we have some idea about chance (or more formally, risk assessment) because we 
have played various games involving dice or cards. Even something as simple as tossing a coin, we 
‘expect’ an equal chance of it coming down ‘heads’ or ‘tails’. This intuitive idea of chance will help in 
developing some of the basic ideas in this part of the book, and in fact, we shall use cards, dice and 
coins as examples in Chapter 9. However, the intuitive idea of probability is capable of leading us to 
question some results which ‘feel’ wrong – it is not a foolproof guide in this case (see, for example, 
the birthdays problem in Chapter 9).

We also need to distinguish between risk and uncertainty. In the former case, we can assess that 
there are some outcomes that have some, usually calculable, probability of occurring. Such situations 
can be modelled and developed in such a way that we can build the risk factor into the decision-
making process. With uncertainty, there are a large number of factors involved in some complex way 
which means that the probabilities of the occurrence of any event cannot be assessed. It is still pos-
sible to build business decision-making models in this situation, but they are by no means as simple 
as those where probabilities can be calculated.

Probability also forms the basis of the next major step forward in using statistics as we move from 
description to inference which will be the subject of Part 4 of this book. While you do not need to 
know every aspect of probability to understand inference, the knowledge and understanding of the 
concepts which you gain from this part will make understanding inferential statistics much easier.

In this part we will begin by looking at the basic concepts of probability in Chapter 9, especially 
in relation to discrete events. In Chapter 10 we move on to known discrete probability distributions 
which will be useful in a business context and will speed calculation. Finally, in Chapter 11 we look 
at an important continuous distribution in statistics, the Normal distribution.
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Carroll imitations 

CARRoll imiTATions bEgAn in THE 1990s in Coventry. It was started by two friends who, after spend-
ing some time unemployed, decided to go it alone. They produced copies of pictures, prints or small 
object d’art to order. While these were not exact copies, they bore enough of a passing resemblance 
to fool some people some of the time. There have been no problems with the copyright laws so far.

Originally these were on a ‘one-off’ basis to preserve exclusivity, but they quickly found that 
the market for such items was very small at the prices they were forced to charge, and that the 
number of pictures which people actually wanted copying was rather limited. This led them to 
producing small batches of copies which companies used as marketing and promotional aids. (In 
fact, some of these are now rather sought after and are expected to become ‘collectors’ items’ 
in their own right.) These items take rather longer to produce, since it is necessary to incorporate 
the sponsoring company’s logo or message into the picture in an acceptable way, but the return 
to Carroll Imitations is relatively higher, given the volume produced.

In the early days, getting commissions from companies or individuals was a major problem. 
Sometimes they would get no work for several weeks, and then get three or more orders at the 
same time. This often led to very long working sessions for the partners. Some jobs took a couple 
of hours, others might take up to a week. The pattern of demand over a period was as follows:

Orders per week Number of Weeks

0 4
1 10
2 10
3 4
4 3
5 1

Carroll Imitations are now considering expanding by producing much larger batches as well as 
keeping their ‘exclusive’ copies for individual clients or company promotions. As a friend of the 
partners you have been asked to help them assess what they have achieved so far and understand 
the uncertainties in their market place. l l l

illusTRATiVE
EXAmPlE

measuring uncertainty
Probability is about assessing the chance of an 
event or a series of events happening.

The basic relationships of probability are:

 ➔  P (A or B) = P (A) + P (B) for mutually exclusive 
events

 ➔  P (A or B) = P (A) + P (B) – P (A and B) for  non-
mutually exclusive events

QuiCK                             sTART

(Continued )
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252 Measuring uncertainty

 ➔ P (A and B) = P (A).P (B) for independent events

 ➔  P (A and B) = P (A).P (B|A) for non-independent 
events

There is no definition of probability as such –  
none of the various attempts actually work 
adequately. Instead, the theory can be built up 
from a series of axioms.

All of the ideas within probability can be built 
up from these basic relationships, although the 
more common relationships which relate to 
combinations of events are summarized into 
probability distributions as seen below.

Most useful discrete probability distributions:

 ➔ Uniform – all outcomes have same probability
–  applies to dice or random number tables. 

Often used as a fallback position if you have 
no idea of what might happen.

 ➔ Binomial – 

P r n
r

p qr n r( ) =






−

–  used where there are two outcomes and 
the probability of a particular outcome 
remains constant, no matter how many 
times you combine the events.

 ➔ Poisson – 

P x
e
x

x

( )
!

=
λ −λ

–  used when the probability of ‘success’ is 
very small, or unknown, and there are a 
large number of events (also a distribution 
in its own right).

Most useful continuous distribution:

 ➔  Normal distribution – many factors having 
small effect, each give a symmetrical distribution 
that occurs in many ‘natural’ and other 
situations. It is a known distribution for which 
there are tables of probabilities. Strong links 
to sampling theory. l l l

(Continued )
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9

objectives By the end of this chapter, you should be able to:

 ➔ describe the concept of probability

 ➔ identify mutually exclusive events

 ➔ identify independent events

 ➔ solve a range of problems involving probability

 ➔ understand conditional probability

 ➔ construct a probability tree

 ➔ calculate expected values

 ➔ use a simple Expected Monetary Value decision model

THERE ARE A numbER of words and phrases that encapsulate the basic concept of 
probability: likelihood, chance, probable, quite certain, what are the odds and so on. In 
all cases we are faced with a degree of uncertainty and concerned with the likelihood of 
a particular event happening. Even if you don’t realize it, you are already making many 

probability judgements and basing decisions on them every day. Some of these are trivial, such as 
tossing a coin to see who starts a sports match, others may affect your financial well-being, such as 
investments you make (or let others make for you), while others effect your actual well-being, such 
as crossing the road. 

This chapter aims to help you take a more structured view of probability, even getting to a point 
where you can put numerical values on the probability of certain events happening. One of the most 
obvious and public shows of probability decisions is the number of people who play the National 
Lottery each time, even with the odds being about 14 000 000 to 1 against winning. Chance and the 
assessment of risk play a part in everyone’s life, maybe playing card games, owning Premium Bonds 
or playing the National Lottery, or it could be in relation to more ‘serious’ issues such as car insur-
ance, life insurance or being selected for a clinical trial of a new drug. Even events which seem to 
have sound logical reasons for occurring may have their timing selected by chance. Other events, 
especially those involving large groups of people or items, often have characteristics that can be 
 represented, or modelled, by some reference to probability.

Probability
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Probability was first studied in relation to gambling, and many examples, including some in this 
chapter, may still be drawn from the use of cards, dice, roulette wheels, etc. simply because these 
items are familiar to many people. However, it quickly became apparent to mathematicians working 
in this area that the ideas being investigated had a much wider application, initially in relation to 
rates to be charged for insurance of freight carried by sea.

Probability has found a wide range of business applications. In addition to the calculation of risk 
in the banking and insurance industries, probability provides the basis of many of the sampling pro-
cedures used in market research and quality control. Investment appraisal requires an assessment 
of risk and a measure of expected outcomes. The planning of major projects needs to take account 
of uncertainties, whether it is the effects of the weather on building site schedules or fashions in the 
market place.

However, an understanding of probability will give you far more than an ability to get the 
right answers to statistics questions, or a way of incorporating chance into project planning. Prob-
ability represents a new set of conceptual tools. Rather than looking at the world as consisting of 
deterministic situations, where everything is known with certainty, we can now consider a range 
of outcomes to every situation. More than this, by treating the world as stochastic, we can assess 
the chances of particular outcomes happening in a given situation. This, in fact, may lead us to 
reconsider the number of outcomes from that situation, so that we can acknowledge that certain 
outcomes are possible, even if, very unlikely. In some circumstances, assessing the probabilities of 
the various outcomes may be done by using tried and tested probability models, but this is by no 
means always the case.

9.1 Basic concepts
Before we look at the formal approaches to probability, we will consider a small group of 

people who have taken part in a survey. On the basis of their answers, we know a little about them, 
and this will allow us to consider what would be likely to happen if we were to select an individual or 
subgroup from the respondents.

The sample survey had 500 respondents, of whom 200 were men and 300 were women. In relation 
to a question about their leisure time activities which specifically asked for their favourite Sunday 
morning activity, the responses were as shown in Table 9.1.

Table 9.1 Sunday morning activities

Response Number of respondents

Walking the dog 50
Reading the papers 100
Washing the car 20
Staying in bed 300
Other 30

Imagine for a moment that you were to pick just one person from these respondents. What is the 
chance of picking a man? Well, there are 200 men, and there are 500 people in total, so the chance 
(or probability) is:

Probability (Man) = 200/500 = 0.4
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Similarly, you can find the probability that the person who is selected has walking the dog as their 
favourite Sunday morning activity:

Probability (Walking the dog) = 50/500 = 0.1

What this information does not tell you is how many men think walking the dog is their favourite 
Sunday morning activity. However, we might make a guess from these probabilities. A probability of 
0.1 is another way of saying 10 per cent, so we can say that 10 per cent of people in the survey had 
walking the dog as their favourite Sunday morning activity. Since there were 200 men in the survey, 
we might legitimately assume that 10 per cent of them chose walking the dog. This would give us 20 
(200 × 0.1) men. Therefore the anticipated probability of selecting a man who chose walking the dog 
would be:

20/500 = 0.04

Note the assumption that we have to make in order to make this calculation work! It is that men 
and women acted in the same way in choosing their favourite Sunday morning activity. You might 
question this assumption in this case! Where we have survey results of this type, then we can actu-
ally check on the specific probability for these people, since we can produce a cross-tabulation of the 
answer to the question on favourite Sunday morning activity with the gender of the respondent. This 
might give the table shown in Table 9.2.

Table 9.2 Sunday morning activities by gender

Response Men Women Total

Walking the dog 30 20 50
Reading the papers 40 60 100
Washing the car 15 5 20
Staying in bed 100 200 300
Other 15 15 30
Total 200 300 500

From the actual data we can see that the chance of selecting a man who chose walking the dog is:

Actual proportion = 30/500 = 0.06

which is higher than our guess just using probability. Where we do not have access to the actual data, 
then the probability method is the best we can do. We return to this issue in Chapter 14 when we 
consider chi-squared tests.

We can draw a few more conclusions about probability from this set of responses. The probability 
of selecting a man was 200/500 = 0.4, and you can easily work out that the probability of selecting a 
woman is 0.6. This means that:

P(Man) + P(Woman) = 0.4 + 0.6 = 1

but this can be turned around so that we have:

P(Woman) = 1 − P(Man)
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and since being a man is ‘not being a woman’, we could also write this as:

P(Woman) = 1 − P(not a Woman)

In this context, the manipulation above seems very obvious, but in many cases it will be easier to find 
the probability of something not happening than to find the probability that it does occur. For example, 
if items were packed in boxes of 1000 and we wanted to find the probability that there were 2 or more 
defective items in a box, then to calculate this directly, we would need to use the following relationships:

P(2 or more) = P(2) + P(3) + P(4) +......+ P(999) + P(1000)

However, if we notice that the only alternatives to ‘2 or more’ are ‘no defective items’ or ‘1 defective 
item’, then:

P(2 or more) = 1 − P(not 2 or more) = 1 − P(1 or less) = 1 − [P(0) + P(1)]

and this will usually be very much easier to evaluate.
Probabilities are often used to suggest what is likely to happen. If a fair coin were tossed 500 

times you would expect 250 heads and 250 tails. The number of trials or samples (n) multiplied by  
a probability (in this case n = 500 and P(head) = P(tail) = ½) gives the expected value. As with all 
probabilistic measures what is most likely to occur may not occur. You could toss a fair coin 500 times 
and get 251 heads or 235 heads or 300 heads; all these outcomes are possible even if they are less likely. 
What expectation tells you is what will happen on average. The general formula is given by:

Expected outcome =  (probability of that × (total number of trials) 
particular outcome 
on a single trial)

e.g. expected    =        0.5 × 500 = 250 
no. of heads

With considerably more mathematical calculation, we can also work out the probability of getting exactly 
the expected number of outcomes, but this will involve us using probability distributions described in 
later chapters. (Just for interest, the answer here is P (exactly 250 heads) = 0.036, a relatively low chance.)

9.2 Definitions
Before moving on to defining probability it would be useful to provide some of the termi-

nology that we shall be using; terms such as experiment, sample space, outcomes and events.
An experiment, or trial, refers to an action that leads to one of several outcomes. For example 

the experiment of tossing a coin will lead to two possible outcomes: head or tails. Another example 
would be recording the response to the question ‘favourite Sunday morning activities’ would lead to 
the five outcomes recorded in Table 9.1.

Think about throwing a die with six sides. What would be the probability of getting a four? If 
you threw it 200 times, how many fours would you expect to get? You should get 33.333 for 
the second answer.

EXERCisE
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To assign probabilities we would need to list all of the outcomes of an experiment. These out-
comes must be mutually exclusive, that is they cannot occur at the same time. For example in 
recording a person’s gender, the outcome can only be male or female and not both male and female.  

The sample space refers to the list of all possible mutually exclusive outcomes. For example 
the responses of Sunday morning activities  recorded for men and women in Table 9.2 represents a 
sample space; each outcome such as ‘Men walking the dog’, ‘Women walking the dog’ and so on are 
mutually exclusive. 

An event can either be a single outcome and is called a simple event, or a collection of simple 
events. For example ‘Men walking the dog’ and ‘Women walking the dog’ are two simple mutually 
exclusive events. These can be combined to give the event ‘Men and women walking the dog’ or just 
‘Walking the dog’.

9.2.1 Axioms of probability
The theory of probability is built upon a number of axioms, some of them may be paraphrased as 
follows:

1. The probability of any event, denoted P(E), lies in the interval 0 < P(E) < 1. No other values 
are possible.

2. If something is certain to occur, then it has a probability of 1.

3. The sum of the probabilities of all outcomes, or simple events, in a sample space will equal 1.

4. If an experiment results in two or more mutually exclusive events then the probability of one 
or other occurring is the sum of the individual probabilities, for example:

if P(E1) = ¼  and P(E2) = ½, 
then P(E1 or E2) = ¼ + ½ = ¾.

5. If we know the probability of an event, then the probability of it not occurring (known as its 
complement) is:

1 − P(E).

These axioms have been the starting point for the theoretical development of probability. You would 
think therefore that coming up with a definition of probability would be a relatively easy task. But it 
is not! Almost everyone starts off by using a sort of intuitive definition, a bit like the way in which we 
found probabilities in Section 9.1. Many of us go on using this, even after we have been shown that 
it doesn’t always work. This failure of the intuitive notion has sparked other people to try to come 
up with alternative measures and definitions for probability, but these too, have their problems. We 
shall therefore look at these various attempts to define probability, since each adds something to our 
overall understanding of the concept.

9.2.2 The ‘classical’ definition
This definition was the first to be developed and used for analyzing gambling problems. It involves 
thinking about the problem and applying logic to determine: 

a) the number of outcomes in a sample space.  
For example in throwing a die the sample space consists of six outcomes {1, 2, 3, 4, 5, 6};
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b) the number of ways a particular event can occur.  
For example a ‘5’ can only occur one way when you throw the die. By dividing (b) by (a) we 
arrive at the probability of obtaining a ‘5’, that is 1/6. Generalizing this idea for an event E, 
we have:

( ) no. of ways can occur
total number of outcomes

P E E
=

This definition is widely used when trying to assess a particular situation but it is not complete. If you 
consider a die, there are six different faces, and this definition would suggest that P(1), P(2), P(3), 
P(4), P(5) and P(6) = 1/6. However, if the die has been weighted so that, say, six will appear each 
time it is thrown, then the probability of any other number is zero, for example P(5) = 0 despite the 
fact that there is one five, and there are six faces on the die. To complete the definition, we need to 
add that each outcome is equally likely; equally likely means equally probable, and thus we have a 
 definition of probability which uses probability in that definition, i.e. a tautology. Even if we are sure 
that the outcomes are equally likely, the definition cannot deal with situations where there are an 
infinite number of outcomes. Despite these comments, most people will use this definition when 
considering simple probability situations, see Figure 9.1.

9.2.3 The relative frequency definition
If the ‘sit back and think about it’ approach to assessing probabilities can lead us into problems, as 
outlined above, then maybe we should take a more proactive approach to the problem. An alterna-
tive way to look at probability would be to carry out an experiment to determine the proportion that 
an outcome occurs in the long run. It is called the relative frequency definition of probability.

( ) no. of times occur
no. of times the experiment was conducted

P E E
=

So, for example, we can think of the cases demonstrated in Section 9.1 as using this definition. Each 
person asked about their Sunday morning leisure activities can be thought of as an experiment which 
was repeated 500 times.  

This approach would certainly overcome the problem involving the biased die given above, since 
by performing the experiment a number of times we would have P(5) = 0 and P(6) = 1. 

P(E) =
Number of ways

Number of outcomes

Equally likely

Equal probability of events

figure 9.1

Tautology in the classical definition

Think of a coin and write down the probability of a ‘head’. Now think of tossing three coins 
and, by working out all of the possible outcomes, write down the probability of three ‘heads’. 
You should get 0.5 and 0.125.

EXERCisE
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The relative frequency approach is often used to analyze business problems. For example if we were 
to consider items on a production line and class these items according to two outcomes:  ‘defective’ or 
‘not defective’. If there is no reason to suspect that these two outcomes are equally likely then the ‘classi-
cal’ approach would be inappropriate. The only way to determine their probabilities would be to exam-
ine samples of the items to determine the proportion and hence the relative frequency of, say, defective 
items. The examination of past events also allows us to determine relative frequencies by determining 
how often something has occurred and using that probability to determine the likelihood of it happen-
ing in the future. For example, insurance companies can determine the probability of you making a 
claim by looking at past incidents by age of the claimant. One problem with this definition is assessing 
how long the long run is: how many times should we repeat the experiment? How large should our 
sample size be?  How far back in the past should we go to count events? Experiments, for example, with 
a theoretical, unbiased coin do not necessarily conclude that the probability of a ‘head’ is ½, even after 
ten million tosses, and it can be shown that this frequency definition will not necessarily ever stabilize 
at some particular proportion. A second problem is that the conditions under which past or present 
events occur, and their relative frequencies determined, are assumed to  remain stable in the future. 

As an example of the frequency definition, if possible, go to the book’s online platform  and 
 download the file CSE13.xlsx.

This shows a sample of 20 tosses of a coin and calculates the frequency definition of probability. Press 
F9 to recalculate the spreadsheet. An example of the screen you are likely to see is shown in Figure 9.2.

Press the F9 key to
recalculate the probabilities

figure 9.2 The relative frequency definition of probability and the ‘long run’

1  Roll a die ten times and count the number of sixes. What do you estimate the probability 
of a six to be from your experiment?

2  Continue your experiment until you have rolled the die 100 times. What is the estimate 
of P(6) now? Is there a lesson here?

EXERCisE
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9.2.4 The subjective definition
It is often said that there is no substitute for experience, and it is also often observed that someone 
doing a particular job, say stock control, does not need to refer to mathematical models to decide 
when and how to act. Maybe we can incorporate this experience into our assessment of probability.

 To do this we would ask a series of questions to find out people’s subjective probabilities, or their 
degree of confidence in certain events happening. This situation will work for ‘one-off ’  situations as 
well as recurrent positions. For example, you might ask about the chance of rain tomorrow for a 
 particular area; it may be that locals will give you ‘better’ answers than strangers to the area. Similarly, 
you might ask a series of shopkeepers about the likely success of new packaging for your product. As 
with all sampling, the larger the number of the relevant population who take part in the survey, the 
better the results.

This idea is similar to the management technique known as Delphi forecasting.

illusTRATiVE
EXAmPlE

Carroll imitations

WHo Would you AsK To assess the likely profitability of Carroll Imitations in the next year? l l l

The Problem With Probability
mini CAsE 9.1

AuTHoRs suCH As fisCHbEin , Shaugnessey Green, Konold and Kahneman and Tversky have written 
about the difficulties that even the ‘educated’ have in coping with the probabilistic world. The fact is, 
as a focus of mathematical study, probability is unique in that it seeks to describe and quantify a world 
of random events that are unpredictable and irreversible. Moreover, mathematicians have different 
ways in which they view probability; Classical, Frequentist and Subjective. But most fascinating are 
the times when the results of probability theory run contrary to our expectations and intuition. Let 
me give you a quick example, quoting from Darell Huff’s excellent How to Take a Chance. Huff tells the 
story of a run on black in a Monte Carlo casino in 1913:

‘ . . . black came up a record 26 times in succession. Except for the question of the house limit, if a 
player had made a one-louis ($4) bet when the run started and pyramided for precisely the length 
of the run on black, he could have taken away 268 million dollars. What actually happened was  
a near-panicky rush to bet on red, beginning about the time black had come up a phenomenal  
15 times . . . players doubled and tripled their stakes (believing) that there was not a chance in a 
million of another repeat. In the end the unusual run enriched the Casino by some millions of francs’.

(Continued )
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9.3 Basic relationships in probability
Once we have developed our ideas of what is meant by probability, we can think of the 

chance of certain events happening, as well as what those events might be. However, the assess-
ment of the probability of a single event is likely to be of limited interest. Particularly in a business 
context, we are concerned about the chances of two or more events happening at the same time, 
or maybe, not happening together. In this section we will look at ways of classifying events, and 
the various approaches to finding probabilities of these combined events. To illustrate these basic 
relationships of probability we will take a small group of people. This group consists of 40 men and 
60 women. Each was asked about whether or not they had seen the last ‘blockbuster’ film – 25 of 
the men, and 20 of the women had done so. We could illustrate this group by the ‘venn’ diagram 
in Figure 9.3. (Although the diagram is not strictly necessary, it often helps to clarify your thinking 
on complex situations.)

This tale illustrates one of the most familiar probabilistic misconceptions – the Gambler’s Fallacy or 
Recency Bias. It is the same fallacy that makes the Coin thrower think that Tails is more likely after 
he has tossed three Heads in succession. There are many other biases and misconceptions in the 
world of probability. Another is the Representative Bias which leads one to believe that, for example, 
the outcome BBBGGG for a family of six children is more likely than GGGGGG because it appears to 
represent the ‘typical’ member of the distribution more than GGGGGG, which seems ‘unusual’ and 
hence less probable. This is analogous to the misconception that 9, 14, 29, 32, 39, 43 is more likely to 
be chosen as the winning outcome for the National Lottery than 1, 2, 3, 4, 5, 6.

Source: http://www.planetqhe.com (Probabilistic Learning Activities Network) David Kay Harris

(Continued )

Seen
= 25

Men = 40

Seen
= 20 Women

= 60

Total outcome
= 100

figure 9.3

People who had seen the film by gender
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From this we can find some probabilities:

 P(Man) = 40/100 = 0.4
 P(Woman) = 60/100 = 0.6
 P(Saw film) = 45/100 = 0.45

P(not seen film) = 55/100 = 0.55

9.3.1 Mutually exclusive events
As we have seen in axiom 4 of probability (Section 9.2.1) we can add the probabilities of mutually 
exclusive events (events that cannot occur at the same time) to find the probability that one or other 
of the events will occur. For example, for our group of people, if we want to find the probability of 
finding a man or woman who has seen the film, we have:

P(Woman who has seen the film) = 0.2;
P(Man who has seen film) = 0.25

These two groups are mutually exclusive (you can’t be a man and a woman at the same time), so we 
can add the probabilities:

P(seen film) = 0.2 + 0.25 = 0.45

(In this case, of course, you can read the answer from Figure 9.3.)
The complement event, not seen the film, can also be determined using axiom 5 in Section 9.2.1:

P(not seen film) = 1 − P(seen film) = 0.55 

To generalize: if two or more events are mutually exclusive:

P(A or B) = P(A) + P(B)
P(A and B) = 0

P(not A) = 1 − P(A)

9.3.2 Non-mutually exclusive events
Where you have a shared characteristic, then these outcomes are said to be non-mutually exclusive. In 
this case it will not be possible simply to add the probabilities together as this would involve counting 
some outcomes twice as illustrated in Figure 9.4. For example, if we wanted the probability of selecting 
one person from the group who was either a woman or who has seen the film, we would have:

P(Woman) = 60/100 = 0.6
P(Saw film) = 45/100 = 0.45

But we also know that each of these probabilities contains some people of the other group – the women 
have 20 who saw the film, and the people who saw the film includes 20 women – it is no coincidence 
that the numbers are the same, they are the same people! This shared characteristic is depicted by the 
overlap of the two events in Figure 9.4. This means that if we just added the probabilities together, as 
we did in the last section, then we would be counting these 20 women twice. Our answer must be:

P(Woman) + P(Saw film) − P(Woman and saw film) = 0.6 + 0.45 − 0.2 = 0.85

We can see this as the intersecting overlapping area in Figure 9.4.
To generalize: if two events are non-mutually exclusive:

P(A or B) = P(A) + P(B) − P(A and B)
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9.3.3 Independent events
When one event is known to have no effect on another event, then the events are said to be  independent 
and the sample space remains constant. For example, if we have a bag containing ten balls of which 
six are red and four are black then the sample space comprises ten outcomes and P(red) = 0.6 and 
P(black) = 0.4. If we randomly pick out one ball, replace it and pick out another ball, the sample space 
for the second selection remains at ten outcomes and the probabilities remain the same as the first 
selection. In this case the events ‘red’ or ‘black’ are independent. Thus, the occurrence of one of these 
events does not affect the probability of the other. To determine the probability of the joint event ‘first 
selection red and second selection black’ we multiply the two probabilities together.  

P(1st Red and 2nd Black) or P(R, B) = 0.6 × 0.4 = 0.24

Another example: 
If the probability of a machine breaking down is 1/10 and the probability of stoppage of raw mate-

rial supplies is 1/8, and these two events are considered independent then:

P(breakdown and stoppage of supplies) = 1/10 × 1/8 = 1/80 = 0.0125

You might like to note that if gender and seeing the film were independent, then the probability of 
finding a man who had seen the film would be:

0.4 × 0.45 = 0.18

when the actual probability is 0.25 (from Figure 9.4). We will make use of this relationship when we 
consider chi-squared tests in Chapter 14.

To generalize: if we have two or more independent events: 

P(A and B) = P(A) × P(B)

9.3.4 Non-independent, conditional events
If two events are such that the outcome of one affects the probability of the outcome of the other, 
then the probability of the second event is said to be dependent, or conditional on the outcome of 

figure 9.4

People that had seen the film or are women

Seen Film = 45
Women
and seen
film = 20

Women = 60

Total outcomes
= 100
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the first. Again we can use the Section 9.3.3 example of selecting a ball from a bag containing six red 
and four black balls. For the first selection P(red) = 0.6 and P(black) = 0.4. If we do not replace the 
first selected ball the sample space will be reduced from ten to nine balls. The probabilities of the 
second selection will change and will be dependent, or conditional, on  the first selection. 

If a red ball is selected first then P(2nd Red given that 1st Red) = 5/9
For these conditional probabilities we can use the following notation:

P(2nd Red|1st Red) or P(R2|R1) where ‘|’ means ‘given that’

The other conditional probabilities for the selection of the second ball will be:

P(2nd Red|1st Black) = 6/9; P(2nd Black|1st Black) = 3/9; P(2nd Black|1st Red) = 4/9

To determine the probability of the joint event ‘first selection red and second selection black’ we 
again multiply the two probabilities together:  

P(1st Red and 2nd Black) = P(1st Red) × P(2nd Black|1st Red) = 0.6 × 4/9 = 0.2667

For the group of film lovers we have been looking at in this section, the probability that a person has 
seen the film seems to be dependent on their gender: 

– if it is a man, the conditional probability is P(saw film|man) = 25/40 = 0.625
– if it is a woman, the conditional probability is P(saw film|women) = 20/60 = 0.3333.

So, P(women and saw film) = P(women) × P(saw film|women)
 = 0.6 × 0.3333 = 0.20 (as indicated in 9.3.2)

To generalize: if we have two non-independent events

P(A and B) = P(A) × (B | A)

illusTRATiVE
EXAmPlE

Carroll imitations 

TAKing THE PATTERn of dEmAnd given in the introduction:

Orders per week Number of weeks

0 4
1 10
2 10
3 4
4 3
5 1

What is the probability of two weeks with no orders (assuming independence)? What is the 
probability of two weeks with two orders each (assuming independence)?

P(0) = 0.125, so for two weeks we have 0.125 × 0.215 = 0.015625  
P(2) = 0.3125, so for two weeks we have 0.3125 × 0.3125 = 0.09766 l l l
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9.3.5 Summary
These relationships are fundamental to understanding and working with probabilities. If you are able 
to identify the type of event or events with which you are dealing, then you are a considerable way into 
solving a problem. At this stage, practice in answering questions on probability is likely to be the best way 
of ‘growing’ this understanding. The different types of event can be summarized as shown in Figure 9.5.

If events A and B are mutually exclusive, then 

P(A or B) = P(A) + P(B)

and, by definition,     P(A and B) = 0 

If events A and B are non-mutually exclusive, then 

P(A or B) = P(A) + P(B) – P(A and B)

If events A and B are independent, then  

P(A and B) = P(A) × P(B)

If events A and B are dependent, then  

P(A and B) = P(A) × P(B|A) 

Where P(B | A) is the conditional probability that B occurs given that A has
already happened.

figure 9.5 Summary of Probability relationships

1  When will the probability reach one?
2  If the group are all from the same country or cultural background, what factors will 

increase the probabilities proposed in the model given above?

EXERCisE

Probability occasionally gives answers which do not seem to match our intuition. For instance, 
if you were asked ‘What is the probability of two or more people in a group of 23 having the same 
birthday in terms of day and month, but not necessarily year?’ what would you guess the answer to 
be? It is in fact more than half! To build up to this answer, consider a group size of two. Whenever the 
first person’s birthday, if all birthdays are equally likely, then the probability that they have the same 
birthday will be 1/365 or 0.0027397 (ignoring leap years), and that they do not 364/365. For a group 
of three, given the first person’s birthday, the probability that the second has a different birthday is 
364/365 and that the third has a different birthday is 363/365. Thus, for a group of three we have:

P(at least two same) = 1 − P(all different) = 1 − {364/365} × {363/365} = 0.00802

For a group of four, we have:

P(at least two same) = 1 − {364/365} × {363/365} × {362/365} = 0.01636

We can continue this process, to give Table 9.3 
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Table 9.3 Probability that two people have the same birthday in a given group

No. of People Probability No. of People Probability No. of People Probability

2 0.002740 17 0.315008 32 0.753348
3 0.008204 18 0.346911 33 0.774972
4 0.016356 19 0.379119 34 0.795317
5 0.027136 20 0.411438 35 0.814383
6 0.040462 21 0.443688 36 0.832182
7 0.056236 22 0.475695 37 0.848734
8 0.074335 23 0.507297 38 0.864068
9 0.094624 24 0.538344 39 0.878220

10 0.116948 25 0.568700 40 0.891232
11 0.141141 26 0.598241 41 0.903152
12 0.167025 27 0.626859 42 0.914030
13 0.194410 28 0.654461 43 0.923923
14 0.223103 29 0.680969 44 0.932885
15 0.252901 30 0.706316 45 0.940976
16 0.283604 31 0.730455 46 0.948253

9.4 Probability trees
As we have already seen in Chapter 5, diagrams are a very useful way of representing a 

situation. In the case of probability a diagram may help you to explain the problem to other peo-
ple. It may also help you to clarify the problem in your own mind and it is a useful way of ensur-
ing that you have taken into account all of the possible outcomes. One method of illustration 
is the probability tree. It is important to distinguish between trees that illustrate independent 
events, and those that show dependent events. It may seem very obvious, but in the former case, 
the events can be shown in any order, and the results will still be the same. In the latter case, the 
order in which the events are depicted is crucial, since the probabilities change with the order  
of events.

9.4.1 Independent events
As an illustration of a probability tree for the case of independent events, consider a competition 
of three people shooting at a target. They are asked to shoot at the same time and therefore we can 
consider that their actions will not influence how they perform, i.e. the outcome of hitting or missing 
the target are independent events. Suppose we know that the first person will hit the target 50 per 
cent of the time, the second person 80 per cent and the third person 25 per cent of the time. Now, 
if we wish to know the proportion of these three people hitting the target we can use the rule for 
independent events, and multiply the probabilities to determine, for example, two out of the three 
people hitting the target. To help determine this probability we can map out all of the possibilities of 
this contest using a probability tree as shown in Figure 9.6
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Constructing and using the tree
 ➔ The first two branches of the tree give the possible outcomes (and probabilities) of  the first 

person, the next set of branches the outcome of  the second person and the final set the 
outcomes of the third person.
For example, and reading across the branches of the tree:
•  the first man’s outcome is a hit or a miss;
•  the first man’s outcome is a hit, followed by the second man’s outcome of a hit or a miss;
•  the first man’s outcome is a hit, followed by the second man’s outcome of a hit, followed by 

the third man’s outcome of a hit or a miss.
 ➔ Moving along the branches we arrive at final outcomes. 
 ➔ The joint probabilities of these final outcomes are derived by multiplying the probabilities 

along the branches. For example:

P(first person hits and second person hits and third person hits) = P(H1, H2, H3)
 = 0.5 × 0.8 × 0.25 = 0.10

 ➔ Since each of the final outcomes are mutually exclusive events we can find probabilities for 
combinations of these outcomes by adding probabilities together.
For example, to find the probability that only one person will hit the target we will need to 
consider those final outcomes that contain only one hit: 

H1, M2, M3 or M1, H2, M3 or M1, M2, H3

P(only one person will hit the target) = P(H1, M2, M3 or M1, H2, M3 or M1, M2, H3)
 = P(H1, M2, M3) + P(M1, H2, M3) + P(M1, M2, H3)
 =  0.075 + 0.30 + 0.025 = 0.40

P(H) = 0.5

where H = Hit target; M = Miss target

P(M) = 0.5

P(H) = 0.8

P(H) = 0.25

P(Hit and Hit and Hit)
= P(H,H,H) = 0.5×0.8×0.25 = 0.10

P(H,M,H) = 0.5×0.8×0.75 = 0.30

P(H,M,H) = 0.5×0.2×0.25 = 0.025

P(H,M,H) = 0.5×0.2×0.75 = 0.075

P(M,H,H) = 0.5×0.8×0.25 = 0.10

P(M,H,M) = 0.5×0.8×0.75 = 0.30

P(M,M,H) = 0.5×0.2×0.25 = 0.025

P(M,M,M) = 0.5×0.2×0.75 = 0.075

Total Probability = 1.00

Joint Probability
3rd Person2nd Person1st Person

P(M) = 0.75

P(M) = 0.25

P(H) = 0.25

P(H) = 0.25

P(M) = 0.75

P(M) = 0.75

P(M) = 0.75

P(M) = 0.2

P(H) = 0.8

P(M) = 0.2

figure 9.6
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9.4.2 Dependent events
If we have three groups of people, a red team of ten men and ten women, a blue team of seven men 
and three women and a yellow team of four men and six women, then using a two-stage selec-
tion procedure, first selecting a team, and then selecting an individual, the probability of selecting a 
woman will be dependent on which team is selected. The probability tree is constructed in the same 
way as in Section 9.4.1 but as the selection of a person is dependent on the selection of a team the 
order of the stages is important. The selection order is explicit in the probability tree of Figure 9.7.  
The  probabilities of selecting a red, blue or yellow team are respectively 0.5, 0.25 and 0.25. The 
 conditional probabilities of the second stage of being a man or a woman given their team were derived 
from the numbers in each team. Since individuals can only belong to one team, then we can treat the 
teams as mutually exclusive. This means that we can add the probability of selecting a woman in the 
red, blue and yellow teams to get the overall probability of selecting a woman:

P(woman) = P(woman and red) + P(woman and blue) + P(woman and yellow) 
= P(W, R) + P(W, B) + P(W, Y )
= 0.25 + 0.075 + 0.15 = 0.475

Work out the probability that at least two people will hit the target. You should get 0.525EXERCisE

Work out the probability of selecting a man for this example.EXERCisE

Red Team
P(R) = 0.5

Blue Team
P(B) = 0.25

Yellow Team
P(Y) = 0.25

P(Man|R) P(Red and Man)
= P(R,M) = 0.5×0.5 = 0.25

P(R,W) = 0.5×0.5 = 0.25

P(B,M) = 0.25×0.7 = 0.175

P(B,W) = 0.25×0.3 = 0.075

P(Y,M) = 0.25×0.4 = 0.10

P(Y,W) = 0.25×0.6 = 0.15

Total Probability = 1.00

Joint ProbabilitySelect GenderSelect Team

0.5

P(Man|R)

0.7

P(Man|Y)

0.4

P(Women|R)

0.5

P(Women|R)

0.3

P(Women|Y)

0.6

figure 9.7
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bicycle helmets: the risk of injury
mini CAsE 9.2

THERE HAVE bEEn A numbER of studies that have found that cycle helmets are effective in reducing head 
injury to cyclists. By integrating the results of these independent studies (using a statistical procedure 
known as ‘meta-analysis’) Attewell et al. (2001) found that wearing cycle helmets reduced the risk of head 
injury, facial injury and fatal injury by 60 per cent, 47 per cent and 73 per cent respectively. However, the 
risk of neck injury was increased by 36 per cent. In re-examining the Attewell study, Elvik (2011) suggests 
that some earlier studies had not been included and therefore the analysis had ‘publication’ bias, i.e. the 
researcher attaches more weight to positive outcomes than negative outcomes. Elvik re-analyzed the 
Attewell data, adjusted for ‘publication’ bias and also added post-2001 study data. He concluded that 
the protective effects attributed to cycle helmets where not as great as Attewell suggests: the risk of 
head injury was reduced by 42 per cent, risk of facial injury was reduced by only 17 per cent, and the risk 
of neck injury was increased by 32 per cent. Elvik also makes the comment that although cycle helmets 
clearly reduce the risk of head injury this risk varies according to the type of helmet used, and suggests 
that the more common soft shell helmets offer less protection than hard shell helmets. 

In New Zealand, where cycle helmets are compulsory, the media reported on Elvik’s findings. One 
newspaper report, although supporting the wearing of helmets because they can reduce the risk of 
head injuries, highlighted one finding: the wearing of a helmet had negligible effect on the combined 
risk of head, face or neck injury.

Elvik’s findings were also reported in the cycling press prompting debate between the pro and 
anti-cycle helmet wearers.

Sources: Attewell E et al. (2001) Bicycle helmet efficacy: a meta-analysis. Accident Analysis & Prevention 33, pp345–352

Elvik R (2011) Publication bias and time-trend bias in meta-analysis of bicycle helmet efficacy: A re-analysis of 
Attewell, Glase and McFadden, 2001. Accident Analysis & Prevention 43, pp1245–1251

New Zealand Herald. 11th April 2011 (www.Nzherald.co.nz)

Road.cc, road.cc/content/news/34527-cycle-helmets-dont-reduce-head-injury-risk-much-its-thought-claims-new-
analysis (accessed 24 April 2012)

9.5 Expected values
When evaluating problems or situations where uncertainty exists, the concept of expected val-

ues is particularly important. Consider a simple game of chance. If a fair coin shows a head you win £1 
and if it shows a tail you lose £2. If the game were repeated 100 times you would expect to win 50 times, 
that is £50 and expect to lose 50 times, that is £100. Your overall loss would be £50 or 50 pence per game 
on average. This average loss per game is referred to as expected value (EV) or expected monetary 
value (EMV). Given the probabilistic nature of the game, sometimes the  overall loss would be more 
than £50, sometimes less. Rather than work with frequencies, expected value is usually determined by 
weighting outcomes by probabilities (see Section 6.4.3). As we have seen, the probabilities may have 
been derived from relative frequency. In this simple game, the expected value of the winnings is:

£1 × ½ + (–£2) × ½ = −£0.50 or 50 pence loss

where −£2 represents a negative win, or loss.
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You will of course, never lose 50 pence in a single game, you will either win £1 or lose £2. Expected 
values give a long-run, average result. In general:

== ××Σ( ) ( ( ))E x x P x

where E(x) is the expected value of x.
If we link together the idea of probability trees and the concept of expected values, then we can 

show what the situation might be if two characteristics or events were independent. Take the results 
of the survey reported in Table 9.2. There were five different choices for the favourite activity on a 
Sunday morning. There were two genders. Assuming that the two factors are independent, we can 
construct the probability tree shown in Figure 9.8.

Table 9.4 Sunday morning activity and gender

Outcome Probability P(x) Expectation 500 × P(x) Actual

Walking the dog and male 0.04 20 30
Walking the dog and female 0.06 30 20
Reading the papers and male 0.08 40 40
Reading the papers and female 0.12 60 60
Washing the car and male 0.016 8 15
Washing the car and female 0.024 12 5
Staying in bed and male 0.24 120 100
Staying in bed and female 0.36 180 200
Other and male 0.024 12 15
Other and female 0.036 18 15

Dog 0.1

Papers 0.2

Car 0.04

Bed 0.6

Other 0.06

Male 0.4
0.04

Male 0.4 0.08

Male 0.4
0.016

Male 0.4
0.24

Male 0.4 0.024

Female 0.6 0.06

Female 0.6 0.12

Female 0.6 0.024

Female 0.6 0.36

Female 0.6 0.036

figure 9.8

Probability tree assuming independence

Since we know that there were 500 people in the survey, we can take the results of the probability 
calculations (in Figure 9.8) and multiply each of these by 500 to find the expected numbers. This is 
shown in Table 9.4.

In Table 9.4 we have included the actual numbers of people who answered the survey. As you 
can see, in some cases there is a considerable difference between what we might have ‘expected’ to 
happen, and what actually occurred. Looking at whether or not this difference is significant will be 
deferred until Chapter 14.
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9.6 Decision trees
We have now brought together enough ideas to make practical use of probability within busi-

ness decision-making. Managers, as part of their job, have to make choices between various courses of 
action. Each course of action will have consequences that will depend on other factors. It is quite likely 
that probabilities can be attached to these other factors, and hence a range of expected consequences 
found. If we assume a rational decision-maker, then the choice will be the course of action which has 
the most favourable expected consequences and this can be illustrated on a  decision tree.

Suppose now you are given two opportunities to invest your savings. The first opportunity, 
Option A, is forecast to give a profit of £1000 with a probability of 0.6 and a loss of £400 with a prob-
ability of 0.4. The second opportunity, Option B, is forecast to give a profit of £1200 with a probability 
of 0.5 and a loss of £360 with a probability of 0.5. These two opportunities actually give you three 
choices, the third choice being not to invest. 

The possible decisions and likely outcomes are represented in the decision tree shown in 
Figure 9.9. 

This shows the decisions to be taken (a decision node is denoted by a square), the possible out-
comes associated with a decision (a chance node is denoted by a circle) and their monetary value. To 
determine the expected monetary value (EMV) of each decision we ‘rollback’ from the end of the tree 

What reasons would you suggest for the differences between the final two columns of 
Table 9.4?

EXERCisE

illusTRATiVE
EXAmPlE

Carroll imitations 

fRom THE dATA giVEn in the introduction we know that the average number of orders per week 
for Carroll Imitations is 1.8 (∑fx/ ∑f ). If we are also told that the selling price per item is £11.60, the 
fixed weekly cost is £25 and the variable cost per item is £8.20 and that each order consists of 25 
items, what is the expected profit per week? l l l

Answer:

Expected profit per week:

Av Order Items Variable Cost Fixed Cost Total Cost

Costs 1.8 45 £369.00   £25.00 £ 394.00
Price Total Revenue

Revenue 1.8 45 £ 11.60 £ 522.00
Expected Profit £ 128.00 per week
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(right-hand side) and calculate the EMV at each chance node.  The expected value associated with 
each chance node is placed above the node and the values compared.

E(Option A) = £1000 × 0.6 + (−£400) × 0.4 = £440
E(Option B) = £200 × 0.5 + (−£360) × 0.5 = £420

On the basis of highest expected value, Option A would be chosen. However, once the decision is 
made and if the forecasts are correct, Option A will yield a profit of £1000 or a loss of £400. It is impor-
tant to recognize that £440 is an average, like 2.5 children, and may never occur as an outcome. Indeed, 
if you only make this type of decision once, you either win or lose. The highest expected value provides 
a useful decision criterion if the type of decision is being repeated many times, e.g. car insurance, but 
may not be appropriate for a one-off decision, e.g. whether to extend an existing factory. There are other 
decision criteria. A risk taker, for example, would be attracted to the larger possible profits of Option B. 
A risk avoider would be deterred by possible losses and choose not to invest or choose the option with 
least loss, i.e. Option B. Different decision criteria do lead to different choices, so the selection of criteria 
is important. As an example of a more complex decision tree, consider the following scenario.

Option A

Option B

Do not invest

0.6

£1000

–£400

£1200

–£360

£0

0.4

0.5

0.5

figure 9.9

A company has developed a new product. It needs to decide whether or not to product test and market 
test before launch, and has been advised that, even though these processes do cost money, they 
increase the likelihood of success for the product. (Note that it has been agreed within the company 
that you can only market test a product once it has passed product testing. If a product fails either test it 
is regarded as worthless.) You have been able to obtain details of the costs of these testing processes, 
together with historical data which suggests how much the likely success of the product is enhanced by 
successful testing. Launching the product will cost £300 000 and the estimates of profit are as follows:

Highly successful = £2 000 000
Moderately successful = £1 000 000

Low level success  = £500 000
Failure = £100 000

Example

(Continued )
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You can see from the diagram in Figure 9.10, selling the design is the best course of action. This 
type of decision tree and decision criteria is perhaps the simplest. Should you study management 
decision-making in more detail, you will find many complex decision rules. 

Highly sucessfu
l

£100 000

£0

£0

EV
 = £705 000 

EV = £634 500

£300 000
La

unch

Pass

Pass

P = 0.8

Moderately sucessful

Low sucess

Fail

High

Fail

Fail

Fail

Moderate

Low

P = 0.1

P = 0.2

P = 0.4

P = 0.3

P = 0.1

P = 0.4

P = 0.4

P = 0.1

P = 0.1

P 
= 

0.
2

P = 0.45

P = 0.05

P = 0.3

P = 0.9

P = 0.2

£1 000 000

Sell design

Product test

Cost £100 000

La
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es

t

Co
st

 £
30

0 0
00

£2 000 000

£500 000

Launch

H
ig

h

Moderate

Low

Fail

£2 000 000

£1 000 000

£500 000

£100 000

£2 000 000

£1 000 000

£500 000

£100 000

£300 000

M
arket test

Cost £100 000

£630 000

£534 500

(£2m × 0.1 + £1m × 0.2
+ 500 000 × 0.4 + 100 000 × 0.3)

EV = £427 600

EV = £1 005 000 

Notes: Work from right to left to
            find expected values.
            Sell: EV = £500 000 
            Launch: EV = £630 000 – £300 000 = £330 000
            Test: EV = £427600 – £100000 = £327600
            Choose to sell.

£500 000

EV = £810 000 

EV =

figure 9.10

The historic data that has been collected gives the following results:

Chance of: No testing Product testing
Product testing  

& market testing

High success 0.1 0.1 0.2
Medium success 0.2 0.4 0.45
Low success 0.4 0.4 0.3
Failure 0.3 0.1 0.05

Product testing costs £100 000 and Market testing costs £100 000. Should the product fail either 
of these tests it is abandoned. The probability of passing product testing is 0.8 and the probability of 
passing market testing is 0.9.

The alternative to this process is to sell the product design for £500 000.
What do you advise the company to do?

(Continued )
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9.7 Bayes’ theorem
As we have seen in Section 9.4.2, when events are described as dependent, this means that the 

probabilities of their occurrence depend on the outcome of some previous event. Suppose we have the 
initial or prior probabilities of the events associated with this sequence but then obtain some  further 
information; with this new information we can revise the prior probabilities.  Bayes’ theorem is a 
way of looking at this situation to revise prior probabilities. This revised probability is known as a 
 posterior probability, since it is calculated with the benefit of hindsight. This probability will almost 
always be different from the prior probabilities, which were those we knew before the sequence began. 
This idea can be illustrated by an example of a company that uses three machines, labelled A, B and C, 
to produce items. Of all items 40 per cent of production goes to A, 50 per cent to B and the remaining 
10 per cent to C. Each machine has a different wastage rate, due to differing ages and manufacturing 
tolerances. The wastage rates are 6 per cent for Machine A, 1 per cent for Machine B, and 10 per cent 
for Machine C (which is now very old). These rates are dependent on the machine and therefore are 
conditional probabilities. For example P(Defective|Machine A) = 0.06 and thus P(Acceptable|Machine 
A) = 0.94. The prior probabilities and outcomes are shown in Figure 9.11(a).

When defective items are found, it is not immediately possible to say from which machine they 
came. However, we can use Bayes’ theorem to identify the machine which is most likely to have pro-
duced a faulty item, and check that one first. This will save time and cost, although it, obviously, will 
not be ‘correct’ every time. The prior probabilities will need to be revised and are shown as posterior 

P(A) 0.4

P(Acc|A) = 0.94

Conditional Joint Probabilities

(b) Posterior Probabilities(a) Prior Probabilities

Machine

P(A,Acc)
= 0.4×0.94 = 0.376

P(Acceptable)

P(Acc,A)

P(Acc,B)

P(Acc,C)

P(Def,A)

P(Def,B)

P(Def,C)

P(B|Acc)

P(A|Acc)

P(C|Acc)

P(A|Def)

P(B|Def)

P(C|Def)

P(Defective)

P(A,Def)
= 0.4×0.06 = 0.024

P(B,Def)
= 0.5×0.01 = 0.005

P(C,Acc)
= 0.1×0.9 = 0.09

P(C,Def)
= 0.1×0.1 = 0.01

P(B,Acc)
= 0.5×0.99 = 0.495

P(Def|A) = 0.06

P(Acc|B) = 0.99

P(Acc|C) = 0.90

P(Def|B) = 0.01

P(Def|C) = 0.10

P(B) 0.5

P(C) 0.1

figure 9.11 Prior and posterior probabilities

What would be the ‘best’ decision if the profit from the highly successful product were 
estimated to be £3 500 000 rather than £2 000 000?

EXERCisE
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probabilities in Figure 9.11(b). In particular we would like to determine the posterior conditional 
probabilities P(Machine ‘X’|Defective Item), for example P(A|Def).

We can use our prior probabilities to determine some posterior probabilities. Looking at the joint 
probabilities given in Figure 9.11(a), we can see that the probability of getting a defective item is:

P(defective) = P([A and Defective] or [B and Defective] or [C and Defective]) 
= P(A, Def or B, Def or C, Def) = 0.024 + 0.005 + 0.010 = 0.039

 and similarly P(Acceptable) = 0.961.

In addition, the prior joint probabilities in Figure 9.11(a) also represent the posterior joint 
 probabilities in Figure 9.11(b). For example in (a) we have P(A and Defective) = P(A, Def), and in 
(b) we have P(Defective and A) = P(Def, A). Both are the same. Consequently we can now put in the 
known posterior probabilities as shown in Figure 9.12.

The only probabilities that we do not know in Figure 9.12 are the posterior conditional probabili-
ties, for example P(Machine A|Defective Item). Using the general derivation of a joint conditional 
probability, P(A and B) = P(A) × P(B|A), we can look at a particular outcome, for example that the 
defective item came from Machine A.

We could write the probability as:

P(defective item came from Machine A) = P(Machine A|Defective)
 =   P(Machine A and Defective)
    P(defective from any machine)
 = {0.024/0.039} = 0.615

In deriving the posterior conditional probability we have applied Bayes’ theorem whose general 
formula is:

( | ) ( | ) ( )
( | ) ( )

1

P A X P X A P A
P X A P Ai

i i

i ii

i n∑
==

==

==

P(Acceptable)

P(A|Acc)

Posterior
Conditional
Probabilities

Posterior Joint
Probabilities

P(Acc,A) = 0.376
{P(Acc) × P(A|Acc)}

P(Def,A) = 0.024
{P(Def) × P(A|Def)}

P(Acc,B) = 0.495

P(Acc,C) = 0.090

P(Def,B) = 0.005

P(Def,C) = 0.010

P(B|Acc)

P(C|Acc)

P(A|Def)

P(B|Def)

P(C|Def)

0.961

P(Defective)

0.039

figure 9.12

Known posterior probabilities
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where X is the known outcome (e.g. Defective item), and Ai is the particular route in which we are 
interested (e.g. Machine A). 

So for example, P B P B P B
P A P A P B P B P C P C

=
+ +

( |Defective)
(Defective| ) ( )

(Defective| ) ( ) (Def| ) ( ) (Def| ) ( )

This formula could be applied to each possible route to the known outcome, and the sum of the 
probabilities would be one. Using the information from Figure 9.12(a), we can construct Table 9.5.

Table 9.5 Prior and posterior probabilities (given defective)

Machine Prior probability Posterior probability

P(Machine) P(Defective|Machine) P(Machine|Defective)

A 0.4 0.06 0.615
B 0.5 0.01 0.128
C 0.1 0.10 0.256
Total 1.0 0.999*

*Note that sum does not equal 1 due to rounding.

9.8 Conclusions
Probability is about a way of looking at the world and we have set out some of the implica-

tions of this probabilistic view in this chapter. We all have some intuitive ideas about probability, 
whether we recognize it or not, and this chapter gives you a framework for organizing your own ideas. 
Many business decisions involve elements of chance (e.g. the chance that a competitor will match your 
price change), and thus we need to include aspects of probability when we consider these situations. 
In the absence of concrete information, we may opt to act as if the most likely outcome will actually 
occur; but then, of course, we need to define and calculate the most likely outcome. A further applica-
tion of probability is in Markov Chains – please see Part 7 found on the online platform.

In looking at a situation it is always important to identify which factors are independent and 
which are dependent. It is also necessary to see if events happen in sequence or in parallel. Both 
of these concepts can be dealt with using probability, and the consequences of such dependencies 
can easily be shown. The ideas shown in Sections 9.1 and 9.3, although very simple, are particularly 
powerful in analyzing situations, and this chapter has given you a start in understanding probability. 
It seems that practice and experience are also quite important in developing your ideas in this area. 
The Mini Cases give you a further insight into the use of probability as applied to everyday situations.

Use Bayes’ theorem to derive the conditional probabilities P (Machine|Defective) given in 
Table 9.5.

EXERCisE
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9.8.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

 ➔ Data for the coin tossing experiment to illustrate the frequency definition of probability, 
EXCEL file CSE13.xlsx.

 ➔ Application of probability to Markov Chains found in Part 7 of the online platform.

 ➔ A student guide to EXCEL can be found in Part 8 of the online platform.

9.9 Questions

Discussion questions
1 Define the following events and provide business examples of each: 

 (i)  Mutually exclusive events.
 (ii)  Non-mutually exclusive events.
 (iii)  Independent events.
 (iv)  Conditional events.

2 What is Bayes’ theorem and how might it be applied in a business context?

3 In tennis you win a game if you score four points before your opponent scores three points. Or, 
if you both score three points at some stage you win if you manage to score two points in a row 
after the three-all stage before your opponent does. 
Suppose that you have a fixed chance of 0.6 of winning any given point. 
 (i)  How can a game be represented?
 (ii)  What is the shortest possible game?
 (iii)  How many different sorts of games result in two losses and four wins?

EXCEl

illusTRATiVE
EXAmPlE

Carroll imitations 

fRom THEiR EXPERiEnCE, THE TWo friends think that the probability of getting a ‘two-hour’ job is 
0.5 (because they try to be selective over who they approach) and the probability of getting a 
‘three-day’ job 0.1. After a rather slack period, they decide to increase their marketing effort, and 
approach 30 firms which they suspect can provide work for them. On the basis that the partners 
work an eight-hour day, how much work would you expect them to generate from these efforts? 
What factors would you want to take into account to assess how realistic this is likely to be? (You 
should get 4.875 days.) l l l
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 (iv)  What is the probability of a game hitting deuce? (i.e. three points each)
 (v)  What is your chance of winning a game?

Source: Adapted from nrich.maths.org University of Cambridge
Reproduced by permission of NRICH Project, Centre for Mathematical Sciences, University of 
Cambridge

4 Two students at a university were to take a mid-term test in statistics. The night before the test the 
two students went to a party in another town and did not get back to the university in time for the 
test. They gave as an excuse to the lecturer concerned that they had had a flat tyre and asked if they 
could re-take the test. The lecturer agreed and set a new test and sent the two to separate rooms 
to take it. The first question (on one side of the paper) was worth five marks, and they answered it 
easily. Then they turned the paper over and found the second question, worth 95 marks: ‘Which 
tyre was it?’ What was the probability that both students would say the same thing?

Many of the exercises below use coins, dice and cards; this does not imply that this is the only use to 
which these ideas can be put, but they do provide a fairly simple mechanism for determining if you 
have absorbed the ideas of the previous section.

Multiple choice questions
1 Throwing a die, the probability of an even 

number is:
a. 1/6
b. 2/6

c. 3/6
d. 4/6

2 Throwing two die, the probability of an 
even total score is:
a. 6/36 
b. 9/36 

c. 18/36 
d. 27/36

3 Throwing two die, the probability of an 
total score below six is:
a. 6/36 
b. 16/36 

c. 20/36 
d. 26/36

4 From a standard pack of cards, the 
probability of selecting an ace or a spade is:
a. 13/52 
b. 16/52 

c. 17/52 
d. 18/52

5 From a standard pack of cards, the 
probability of selecting a picture card  
(K, Q, J) on either or both of two selections 
without replacement is:
a. 69/169 
b. 1082/2652 

c. 1560/2652 
d. 100/169

6 From a standard pack of cards, the 
probability of not selecting a queen or a heart 
on two selections without replacement is:
a. 1/51 
b. 105/221 

c. 315/679 
d. 36/52

7 You have 12 black and six blue socks in 
a draw. The lights stop working and you 
pick out two socks in the dark. What is 
the probability you get a pair the same 
colour?
a. 30/306 
b. 102/306 

c. 132/306 
d. 162/306

8 You have bought a box of 100 badges to 
sell for charity. There are 60 red ones of 
which 10 are faulty and the rest are blue 
of which a quarter are faulty. What is the 
probability of picking out a faulty badge?
a. 0.2 
b. 0.5 

c. 0.6 
d. 0.7

9 What is the probability of picking out a 
badge which is red or faulty?
a. 0.2 
b. 0.5 

c. 0.6 
d. 0.7

10 What is the probability that a faulty badge 
that has been selected is red?
a. 0.2 
b. 0.5 

c. 0.6 
d. 0.7
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Exercise questions
1 If you toss two fair coins, what is the probability of two heads?

2 If you toss two fair coins, what is the probability of a head followed by a tail?

3 If you toss three fair coins, what is the probability of a head followed by two tails?

4 How do the probabilities in questions 1, 2 and 3 change if the coins are biased so that the 
probability of a tail is 0.2?

5 If the experiment in question 1 were done 100 times, what is the expected number of times that 
two heads would occur?

6 Construct a grid to show the various possible total scores if two dice are thrown. From this, 
find the following probabilities:
a. a score of three;
b. a score of nine;
c. a score of seven;
d. a double being thrown.

7 When two dice are thrown, what is the probability of a three followed by a five?

8 A die is thrown and a coin is tossed, what is the probability of a one and a tail?

9 From a normal pack of 52 cards, consisting of four suits each of 13 cards, on taking out one 
card, find the following probabilities:
a. an ace;
b. a club;
c. an ace or a club;
d. the ace of clubs;
e. a picture card (i.e. a jack, queen or king);
f. a red card;
g. a red king;
h. a red picture card.

10 The table below provides information about 200 school leavers and their destination after 
leaving school.

Leave school at 16 Leave at a higher age

Destination (L16) (L>16)
Go into full-time ed. (E) 14 18
Go into full-time job (J) 96 44
Other (unemployed, part-time job etc.) (O) 15 13

Determine the following probabilities that a person selected at random: 
 (i) went into full-time education;  
 (ii) went into a full-time job;
 (iii) either went into full-time education OR went into a full-time job; 
 (iv) left school at 16; 
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 (v) left school at 16 AND went into full-time education;  
 (vi) went into full-time education AND went into a full-time job.

11 An office has 100 typewriters. Some are electric (E) and some manual (M), and some of the 
machines are new (N) and others used (U). The mix is shown in the table below:

Electric (E) Manual (M) Total

New (N) 40 30 70
Used (U) 20 10 30
Total 60 40 100

A person picks one machine at random:
 (i) What is the probability it is new? 
 (ii) What is the probability it is electric? 
 (iii) If he discovers that it is electric what is the probability it is new? 

12 A company manufactures red and blue plastic pigs; 5 per cent red and 10 per cent blue are 
misshapen during manufacture. If the company makes equal numbers of each colour, what is 
the probability of selecting a misshapen pig on a random selection? How would the probability 
change if 60 per cent of the pigs manufactured were blue? In a sample of three, what is the 
probability of getting two misshapen red pigs?

13 A student group contains 40 men and 50 women. Of the men, 60 per cent support longer 
opening hours for the Union Bar, while the corresponding figure is 80 per cent for the women. 
What is the probability of:
a. selecting a woman;
b. selecting someone against longer opening hours;
c. selecting someone against longer opening hours, given you have selected a man.

14 A switch has a 0.9 probability of working effectively. If it does work, then the probability 
remains the same on the next occasion that it is used. If, however, it does not work effectively, 
then the probability it works on the next occasion is 0.1. Use a tree diagram to find the 
probability:
a. it works on three successive occasions;
b. it fails, but then works on the next two occasions;
c. on four occasions it works, fails, works and then fails.

15 A man arrives home at midnight drunk. In order to placate his partner he decides to present 
her with some flowers picked from the flower bed. The flower bed contains a randomly placed 
selection of 10 tulips, 15 daffodils and 5 assorted weeds. He picks at random 3 flowers. Use a 
probability tree to determine the probability that: 
a. they are all weeds; 
b. the bunch contains two tulips and one daffodil; 
c. the bunch contains one tulip, one daffodil and one weed.

16 Each month DINGO Ltd. receive a shipment of 1000 parts from their supplier. Past experience 
indicates that on average 100 will be defective. As part of DINGO’s quality control a sample of 
three items are selected randomly for inspection. If more than one of the sample is defective 
the order is returned. What proportion of shipments might be expected to be returned?
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17 Three bus companies serve a small town in Yorkshire. Company X has 50 per cent of all 
scheduled routes, company Y has 30 per cent and company Z has the remaining 20 per cent. 
The likelihood of them leaving the town’s bus station on time are 80 per cent, 65 per cent and 
40 per cent respectively. A bus has just left the bus station on time, what is the probability that 
it was a company Z bus? 

18 In a jam factory a metal detector is used to locate pieces of metal in pots of jam. In 95 per cent 
of the time it will detect metal given it is present and 6 per cent of the time it will detect metal 
given it is not present. Experience has shown that 2 per cent of pots contain metal.
a. Find the probability that the detector correctly diagnoses the presence of metal in a jar.
b. Find the probability that metal is detected if metal is either present or not.  
c. Find the probability that detector correctly diagnoses a jar.
d.  Given that 95 per cent of customers would sue if metal was present, find the percentage 

of pots, not discovered by the detector, that would otherwise result in litigation.  

19 A small company has developed a new product for the electronics industry. The company 
believes that an advertising campaign costing £2000 would give the product a 70 per cent 
chance of success. It estimates that a product with this advertising support would provide a 
return of £11 000 if successful and a return of £2000 if not successful. Past experience suggests 
that without advertising support a new product of this kind would have a 50 per cent chance of 
success giving a return of £10 000 if successful and a return of £1500 if not successful.
Construct a decision tree and write a report advising the company on its best course of action.

20 In order to be able to meet an anticipated increase in demand for a basic industrial material a 
business is considering ways of developing the manufacturing process. After meeting current 
operating costs the business expects to make a net profit of £16 000 from its existing process 
when running at full capacity. All the data relates to the same period.
The Production Manager has listed the following possible courses of action.
a. Continue to operate the existing plant and not expand to meet the new level of demand.
b.  Undertake a research programme which would cost £20 000 and has been given a 0.8 

chance of success. If successful, a net profit of £60 000 is expected (before charging the 
research cost). If not successful a net profit of £5000 is expected.

c.  Undertake a less expensive research programme costing £8000 which has been given a 0.5 
chance of success. If successful, a net profit of £5000 is expected and if not successful a net 
profit of £4000 is expected.

Present a decision tree. On the basis of this analysis determine the most profitable course of 
action. Comment on your findings.
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Objectives

10

 After working through this chapter, you will be able to:

➔➔ appreciate the importance of probability distributions

➔➔ describe a uniform distribution

➔➔ recognize a binomial situation

➔➔ calculate probabilities for a binomial

➔➔ calculate probabilities for a Poisson

The lasT chapTer lOOked aT some of the basic concepts which underlie almost eve-
rything we can do with statistics. Developing these ideas into useful ways of assessing 
business situations is now the task of the next chapters. If we only stay with the basic 
probability ideas, then every time we want to assess a situation, we have to start from 

scratch and work our way through to a solution. This is possible, but very time consuming; there has 
to be a quicker and better way. As the ideas of probability were developed, patterns were noticed in 
the results and in the steps being taken each time, and this led people to suggest probability distribu-
tions which could be applied in a wide variety of situations. It turns out that the range of applications 
is very much wider than was proposed when the ideas were first put forward. This means that if you 
can understand these (relative small number of) distributions and when to apply each one, then you 
can deal with the majority of business related probability problems. (There will always, however, be 
a few problems that have to be analyzed from first principles!)

These distributions can be split into two groups, those dealing with discrete events, the sub-
ject of this chapter, and those which deal with continuous events, which we look at in the next 
chapter.

Probability distributions form a frame of reference that summarizes the theoretical position. In 
fact, for some distributions, there are tables of values (see Appendices A and B), so that all you need 
to do is look up the required probability, rather than do the calculations. Even though the calcula-
tions can be simplified considerably by the use of tables or computers, there is no substitute for a 
basic understanding of the principles of probability. An understanding of Chapter 9 will help you in 
deciding which probability distribution is most appropriate in each situation. We must emphasize 

Discrete 
Probability 
Distributions
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that practice in using probability, even with questions involving die and cards, is the best way to 
grasp this understanding which allows you to assess a situation and apply an appropriate probability 
distribution.

We cannot deal with every possible probability distribution, and so have chosen the most fre-
quently used ones. To simplify dealing with these, we will look at discrete distributions in this 
chapter and postpone consideration of continuous distributions until Chapter 11. (For notes on the 
distinctions between discrete and continuous data, see Chapter 2.)

10.1 Probability distributions
In Chapter 5 we described frequency distributions as a way of summarizing data.  

Probability distributions are related to frequency distributions and describe how values are 
expected to vary with each value being assigned a probability. For example, Table 10.1 (Table 6.2 of 
Chapter 6) represents the frequency distribution of number of working days lost by employees of 
a particular organization and the associated probability distribution. The probabilities have been 
derived directly from the sample data using the relative frequency definition of probability intro-
duced in Section 9.2.2

Like a frequency distribution the mean and the variance, and hence the standard deviation, for a 
probability distribution can also be determined. However the mean is called expectation, denoted 
E[X] (see also Section 9.5), where:

E[X] = Σ (x P(x))

The variance, denoted Var[X], and the standard deviation, denoted Sd[X], for a probability 
 distribution is:

Var[X] = Σ (x2 × P(x)) − {E[X]}2

Sd[X] = √(Var[X]) = √(Σ (x2 × P(x)) − {E[X]}2)

For the probability distribution in Table 10.1, the calculation of these values are shown in Table 10.2

Table 10.1: Frequency and probability distribution of working days lost by employees

Number of days Number of Employees P (No. of days)
(x) (f) [f/ Σf]

0 410 0.285
1 430 0.299
2 290 0.201
3 180 0.125
4 110 0.076
5 20 0.014

Total (Σf ) 1440 1.00
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10.2 Discrete probability distributions
In this section we shall look at three common discrete probability distributions:

➔➔ Uniform Distribution
➔➔ Binomial Distribution
➔➔ Poisson Distribution

Table 10.2: The expectation, variance and standard deviation for the probability distribution of working  
days lost

Number of days 
(x)

P(No. of days) 
P(x) x P(x) x2 P(x)

0 0.285 0.0000 0.0000
1 0.299 0.2986 0.2986
2 0.201 0.4028 0.8056
3 0.125 0.3750 1.1250
4 0.076 0.3056 1.2222
5 0.014 0.0694 0.3472

Total 1.000 1.451 3.799

E [X ] = 1.451
Var [X ] = 3.799 − (1.451)2 = 1.694
Sd [X ] = √Var [X ] = 1.301

In a game you are offered the chance to toss a fair coin until a ‘tail’ appears. If a tail appears on the first 
toss you win £2. If the first tail appears on the second toss you win £4. If the first tail appears on the 
third toss you win £8. How much should you be willing to pay to participate in the game if you intend 
to quit after the third toss, win or lose?
For this example we can construct a probability distribution for winning the given amounts and then 
determine the expectation of the distribution. For example the probability of winning 

£4 =E [X ] = Σ(x × P(x)) = £3.00

P (Head 1st Toss and Tail 2nd Toss) = 0.5 × 0.5 = 0.25

Amount Won (x) P(Only one Tail) x × P(x)

£2 0.5 £1.00
£4 0.25 £1.00
£8 0.125 £1.00

Total £3.00

example
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10.2.1 Uniform distribution
The simplest possible discrete probability distribution is one which we have already met. This is the 
position we assume when tossing a ‘fair’ coin. There are two possible outcomes, and each has a prob-
ability of 0.5. A definition might be:

If we generalize this situation we might define a discrete uniform distribution as one where there are a 
given number of possible outcomes, and each has the same probability. Putting this another way, if there 
are n outcomes, then the probability of any particular outcome will be 1/n.

In fact, we have already met the uniform distribution in Chapter 4 where we used random num-
ber tables (which are based on the premise that each digit has an equal probability of occurrence) 
and in Chapter 9 where we used coins and dice (each of which assumed that each outcome was 
equally likely).

Thus the theoretical distribution for a set of random numbers is such that each of the digits 0, 1, 
2, 3, 4, 5, 6, 7, 8 and 9 occurs an equal number of times. This is illustrated in Figure 10.1. If you were 
to look through a set of random number tables (such as Appendix K) you would see that each digit 
occurs an approximately equal number of times, provided that you take a big enough sample.

Most spreadsheets will allow you to create random numbers, and you can use these both to 
illustrate the concept of the Uniform Distribution and to check on the numbers produced if you 
create a column of random numbers and then draw a histogram of the results. Try this for a 
sample of 10, then 20 then 200 random numbers.

You could download the spreadsheet CSE14.xlsx (see Figure 10.2) from the book’s online 
platform and then use the F9 key to recalculate the answers.

What you should notice is that typically you do not get the theoretical distribution shown in 
Figure 10.1, but that, as the sample size increases, the histogram looks more and more like this 
theoretical diagram.

Add to the spreadsheet so that you have a histogram of a sample size of 1000 and comment 
on the shape achieved.

eXercIse

Take a page of random numbers from Appendix K and reading them as single digits create a 
frequency distribution. From this produce a histogram and compare your result with Figure 10.1.

eXercIse

0

Probability

1 2 3 4 5 6 7 8 9 10

1
10

Figure 10.1

Uniform distribution
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The uniform distribution is useful when we are trying to compare what has actually happened 
with our preconception that all of the outcomes were equally likely. For example, if you toss a coin, 
you presume that heads and tails are equally likely (i.e. you have an unbiased coin). We could check 
a particular coin by tossing it many times and counting the number of heads and tails. If it turned 
out that we got an equal number of each, then it would be reasonable to conclude that the coin was 
unbiased. If we did not get exactly equal numbers, then it would be necessary to use some form of 
significance test to determine whether or not the coin was biased (see Chapter 13).

You might also like to note that if we add together the results from two uniform distribu-
tions, then we do not get a uniform distribution. Think back to the case of the two die. Each can 
take values from one to six, and each has a uniform distribution. If we add the values on the two  
die together, then the results can vary from 2 to 12, but the distribution is far from uniform (see 
Figure 10.2).

The uniform distribution is also used within simulation models, and is discussed again in Part 6 
of the online platform.

10.2.2 Binomial distribution
In many cases, the variable of interest is dichotomous, has two parts or two outcomes. Examples 
include questions that only allow a ‘YES’ or ‘NO’ answer, or a classification such as male or female, 
or recording a component as defective or not defective. If the outcomes are also independent, e.g. 
one respondent giving a YES answer does not influence the answer of the next respondent, then the 
variable is binomial.

Figure 10.2  Screenshot from CSE14.xlsx
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If we generalize this situation we might define a binomial distribution as one where there are only 
two defined outcomes of any particular trial and the probability of each outcome remains constant 
from trial to trial (i.e. the events are independent).

Consider the situation of items coming off the end of a production line, some of which are defec-
tive. If the proportion of defective items is 10 per cent of the flow of items, we can regard the selec-
tion of a small sample as consisting of independent selections, and thus the probability of selecting 
a defective item will remain constant as P(defective) = 0.1. (Note that if there were a small, fixed 
number of items in total and selection were without replacement, then we would have a situation 
of conditional probabilities, and P(defective) would not remain constant.) Samples will be selected 
from production lines to monitor quality, and thus we will be interested in the number of defective 
items in our sample. However, the number of defectives may be related to the size of the sample and 
to whether or not the process is working as expected. This type of system was often used in quality 
control procedures. Many organizations have attempted to move to quality assurance, where the 
checking is performed at earlier and earlier stages, and an attempt is made to ensure 100 per cent of 
production meets the standards (zero defectives).

Figure 10.3  Total score on two die

Which would lead to most concern, one defective in a sample of ten, or ten defectives in a 
sample of 100?

eXercIse

We shall return to this exercise to compare your impressions with the theoretical results of the 
appropriate probability model, but first we will consider much smaller samples.

For a sample of size one, the probability is that the item selected is defective is 0.1 and the  probability 
that it is not defective is 0.9.
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For a sample of two, for each item the probabilities are as above, but we are now interested in the 
sample as a whole. There are four possibilities:

1 both items are defective;
2 the first is defective, the second is OK;
3 the first is OK, the second is defective;
4 both items are OK.

Since the two selections are independent, we can multiply the unconditional probabilities together, 
thus:

1 P(both defective)  = (0.1)(0.1) = 0.01
2 P(1st defective, 2nd OK) = (0.1)(0.9) = 0.09
3 P(1st OK, 2nd defective) = (0.9)(0.1) = 0.09
4 P(both OK)  = (0.9)(0.9) = 0.81

         1.00

However, (2) and (3) both represent one defective in the sample of two. If we are not interested in the 
order in which the events occur, then:

P(2 defective) = 0.01
P(1 defective) = 0.18
P(no defectives) = 0.81
 1.00

If p = probability of a defective, then q = (1 − p) is the probability of a non-defective item, we have:

P(2 defective) = p2 

P(1 defective) = 2pq
P(0 defective) = q2

This situation is illustrated in Figure 10.4 (where S = defective and F = OK).

Figure 10.4

Binominal properties with 
two trials

p2

q2

pq

qpF

S

S F

For a sample of three, the following possibilities exist (where def. is an abbreviation for defective):

1 3 defective P(3 def.) = (0.1)3 = 0.001
2 1st, 2nd defective; 3rd OK P(1,2 def.; 3 OK) = (0.1)2(0.9) = 0.009
3 1st, 3rd defective; 2nd OK P(1,3 def.; 2 OK) = (0.1)(0.9)(0.1) = 0.009
4 2nd, 3rd defective; 1st OK P(2,3 def.; 1 OK) = (0.9)(0.1)2 = 0.009
5 1st defective; 2nd, 3rd OK P(1 def.; 2,3 OK) = (0.1)(0.9)2 = 0.081
6 2nd defective; 1st, 3rd OK P(2 def.; 1,3 OK) = (0.9)(0.1)(0.9) = 0.081
7 3rd defective; 1st, 2nd OK P(3 def.; 1,2 OK) = (0.9)2(0.1) = 0.081
8 all OK P(3 OK) = (0.9)3 = 0.729

 1.000
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Again, we can combine events, since order is not important; (2), (3) and (4) represent two defectives; 
(5), (6) and (7) represent one defective. Thus:

P(3 defectives) = 0.001 = p3

P(2 defectives) = 0.027 = 3p2q
P(1 defective) = 0.243 = 3pq2

P(0 defectives) = 0.279 = q3

 1.000

This situation is illustrated in Figure 10.5.

Figure 10.5

Binominal properties with 
three trials

F,F

F,S

S,F

S,S

FS

p3 p2q

p2q pq2

p2q pq2

pq2 q3

Figure 10.6

Binominal properties with four trials S,S,S

S,S,F

S,F,S

F,S,S

F,F,S

F,S,F

S,F,F

F,F,F

S F

p4 p3q

p3q p2q2

p3q p2q2

p3q p2q2

p2q2 pq3

p2q2 pq3

p2q2 pq3

pq3 q4

We could continue with the procedure, looking at sample sizes of four, five and so on, but a pat-
tern is already emerging from the results given above. At the extreme, the probability that all of the 
items are defective is p2 or p3, and for a sample of size n, this will be pn. With other outcomes, these 
consist of a series of possibilities, each with the same probability, and these are then combined. For 
example, in a sample of ten, the probability of four defectives would consist of a series of outcomes, 
each of which would have a probability of (0.1)4(0.9)6 = p4q6 = 0.0000531. (Note that four defective 
items means that there are also six items which are OK, since the sample size is ten.)

Continuing with the diagrammatic approach, consider Figures 10.6 and 10.7. These illustrate the 
binomial position with four and five trials, respectively. Looking at the shaded squares you should 
be able to identify a pattern emerging from the series of diagrams from 10.4 to 10.7. Where we have 
large numbers of trials the question that needs to be answered now is:

‘How many of the outcomes from a set of trials have the same number of defective items?’
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To answer this question we will use the idea of combinations. The number of combinations of r 
defective items in a sample of n items is given by:

!
!( )!

C n
r

n
r n r

n
r =







=
−

where nCr and 
n
r







 are the two most commonly used notations for combinations, and n! is the 

factorial of n. This means, n times (n − 1) times (n − 2), etc., until 1 is reached.

For example:

2! = 2 × 1 = 2

3! = 3 × 2 × 1 = 6

4! = 4 × 3 × 2 × 1 = 24

10! = 10 × 9 × 8 × 7 × 6 × 5 × 4 × 3 × 2 × 1 = 3 628 800

However, 0! = 1.

S,S,F,S

S,F,S,S

F,S,S,S

S,S,F,F

S,F,S,F

F,S,S,F

F,S,F,S

F,F,S,S

S,F,F,S

S,F,F,F

F,S,F,F

F,F,S,F

F,F,F,S

F,F,F,F

S,S,S,F

S,S,S,S

S F

p5 p4q

p4q p3q2

p4q p3q2

p4q p3q2

p4q p3q2

p3q2 p2q3

p3q2 p2q3

p3q2 p2q3

p3q2 p2q3

p3q2 p2q3

p3q2 p2q3

p2q3 pq4

p2q3 pq4

p2q3 pq4

p2q3 pq4

pq4 q5

Figure 10.7

Binominal properties with five trials
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Note also that these factorials can be written as:

10! = 10 × 9 × 8 × 7! = 10 × 9! = 10 × 9 × 8 × 7 × 6 × 5 × 4!

since this will help when calculating the number of combinations.
Returning now to the sample of ten, the number of ways of getting four defective items will be 

when n = 10 and r = 4:

10
4

10!
4!(10 4)!

10!
4!6!

10
4C =







=
−

=

If we note the highest factorial in the denominator is six, we have:

10 9 8 7 6!
4 3 2 1 6!

10 9 8 7
4 3 2 1

21010
4C =

× × × ×
× × × ×

=
× × ×
× × ×

=

There are 210 different ways of getting four defectives in a sample of ten, and thus:

P(4 defective in 10) = 10C4 (p)4(q)10−4 = 210(0.1)4(0.9)6 = 0.011151

For a small sample it may be preferable to use Pascal’s triangle to find the number of combinations, 
or the coefficients for each term in the binomial probability model. This begins with the three 1s 
arranged thus:

1
1 1

To find the next line, which will have three terms, the first and last will be 1s, the middle term will be 
the sum of the two terms just above it:

+

1
1 1

(1 1)
1 2 1

and this will apply to a sample size of two. This process continues, to give the next line:

+ +(1 2) (2 1)
1 3 3 1

which will apply for a sample of size three. The process can continue until the desired sample size is 
reached.

2C1

3C2

4C3

1
1

1
1

1
1

1
1

1
1

1
1 12 66 220 495 792 924 792 495 220 66 12 1 12

11
10
9
8
7
6
5
4
3
2

Sample size

1
1

1
1

1
1

1
1

1
1

1
1

2
3

4
5

6
7

8
9

10
11 55

45
36

28
21

15
10

6
3

4
10

20
35

56
84

120
165 330

210 252 210 120 45
3684126

56 28
126

70
35

15
5

6
7

8
9

10
1155165330462462

21
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For example:

The number of different combinations of four defective items from a sample of 11 is the fifth term 
from the left in the corresponding row of the triangle, i.e. 330. Alternatively, the binomial coefficient 
is 11C4 given by:

C = =
11!
4!7!

33011
4

Looking back to the probabilities of different numbers of defectives in a sample of three, these can 
now be rewritten as follows: 

P(3 defective) = p3

P(2 defective) = 3C2 p
2q

P(1 defective) = 3C1 pq2

P(0 defective) = q3

 The general formula for a binomial probability will be:

P(r items in a sample of n) = P(X = r) =  nCr (p)r(q)n−r

What is the probability of more than three defectives in a sample of 12 items, if the probability of a 
defective item is 0.2? The required probability is:

P(4) + P(5) + P(6) + P(7) + P(8) + P(9) + P(10) + P(11) + P(12)

But this may be written as:

1 − [P(0) + P(1) + P(2) + P(3)] from the basic rules in Chapter 9

which will considerable simplify the calculation.

We have: n = 12; p = 0.2; and q = 1 − p = 1 − 0.2 = 0.8; so

                            P(0)    = q12 = (0.8)12 = 0.0687195

                          P(1)    = 12pq11 = 12(0.2)(0.8)11 = 0.2061584

                          P(2)    = 66p2q10 = 66(0.2)2(0.8)10 = 0.2834678

                          P(3)    = 220p3q9 = 220(0.2)3(0.8)9 = 0.2362232

 0.7945689

therefore the required probability is:

1 − 0.7945689 = 0.2054311

or more simply 0.21.

example

An alternative to this calculation would be to use tables of the cumulative binomial distri-
bution (see  Appendix A) and an extract is given in Figure 10.8 . For example, if we require the 
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Figure 10.8  Cumulative Binomial probabilities P(X ≥ r) (Extract from Appendix A)

p = 0.01 0.05 0.1 0.2 0.3 .......

n = 10 r = 0 1.0000 1.0000 1.0000 1.0000 1.0000
1 0.0956 0.4013 0.6513 0.8926 0.9718
2 0.0043 0.0861 0.2639 0.6242 0.8507
3 0.0001 0.0115 0.0702 0.3222 0.6172
4 0.0010 0.0128 0.1209 0.3504
5 0.0001 0.0016 0.0328 0.1503
6 0.0001 0.0064 0.0473
7 0.0009 0.0106
: : 0.0016
: : :

probability of five or more items in a sample of ten, when p = 0.20, from the table we find that P(5 or 
more) = 0.0328.

For the same sample, if the required probability were for five or fewer, then we would look up  
P(6 or more) = 0.0064 and subtract this from 1:

P (5 or less) = 1 − 0.0064 = 0.9936

Returning now to the problem of whether it is a greater matter of concern to find more than one 
defect in a sample of ten, or more than ten defectives in a sample of 100, (see Exercise on page 287) 
we see  that:

for a sample of 10 with p = 0.1, P(2 or more) = 0.2639; 
for a sample of 100 with p = 0.1, P(11 or more) = 0.4168.

What conclusion would you draw from these figures?
Thus, if the process is working as was proposed, giving 10 per cent of items defective in some way, 

then the probability of finding two or more in a sample of ten is very much lower than the probability 
of finding 11 or more in a sample of 100, i.e. in both cases finding more than the expected number in 
a sample. However, from the note on expectations in Chapter 9, we know that we are unlikely always 
to get the expected number in a particular sample selection. Even so, the small sample result would 
suggest more strongly that something was wrong with the process and would therefore be cause for 
more concern.

For a binomial distribution, the mean can be shown to be np and the variance to be npq. Thus, for 
a sample of size ten with a probability p = 0.3, the average, or expected number, of items per sample 
with the characteristic will be:

E[X] = np = 10 × 0.3 = 3

the variance will be:

Var [X] = npq = 10 × 0.3 × 0.7 = 2.1

Determine these probabilities for the number of orders for the Carroll Imitations example and 
compare them with those given.

eXercIse
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IllUsTraTIVe
eXaMple

carroll Imitations

IF The predIcTed deMand FOr Carroll Imitations larger batches is assumed to have a probability of an 
order of 0.4 and a maximum number of orders per week of ten, find the expected pattern of demand 
over one year (52 weeks). Given that fixed costs are £20 per week and variable costs are £81.10 per 
order while the selling price is £157.25 per order, find the expected profit per year.

Answer:

Pattern of demand for larger batches (Predicted)  Product 1

Orders Prob 52 Weeks* Expected Profit  p  n

0 0.006046618 0.3 −£ 6.29 0.4 10
1 0.040310784 2.1 £ 117.70
2 0.120932352 6.3 £ 831.97
3 0.214990848 11.2 £ 2 330.37
4 0.250822656 13.0 £ 3 711.97
5 0.200658125 10.4 £ 3 764.15
6 0.111476736 5.8 £ 2 532.62
7 0.042467328 2.2 £ 1 132.97
8 0.010616832 0.6 £ 325.28
9 0.001572864 0.1 £ 54.42

10 0.000104858 0.0 £ 4.04
Totals 1.000 52 £ 14 799.20

*decimal places reduced to aid presentation

You may have noticed that there is another way to get to the same answer – see CSE15.xlsx on 
the online platform. l➔l➔l

While it is important to see the development of the binomial probabilities, in practice you would use 
tables or a computer. We have built a small spreadsheet which will allow you to find probabilities 
for values of n up to 20 and draw a histogram of the whole distribution (see Figure 10.9).

Use this spreadsheet (labelled CSE16.xlsx on the online platform) to confirm the results shown 
in this section. 

Try putting different values of n and p and watching what happens to the shape of the distribution. 
You should be able to draw some conclusions from this process about the shape of the binomial 
distribution. l➔l➔l

Visit the digital resources
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Figure 10.9  Binomial distribution

examples of using the binomial
MInI case 10.1

here are Three eXaMples OF people using the binomial in very different contexts. In the first case the 
Water Authority is using it to test if standards have been breached, the second sees its use in total 
quality management and the third applies it to a clinical trial.

(a)  The 2004 Water Quality Control Policy for California specifically states that a Binomial Model 
Statistical Evaluation is to be used:

Binomial Model Statistical Evaluation
Once data have been summarized, RWQCBs shall determine if standards are exceeded. The 
RWQCBs shall determine for each averaging period which data points exceed water quality 
standards. The number of measurements that exceed standards shall be reported in the water 
body fact sheet.

(Continued)
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When numerical data are evaluated, all of the following steps shall be completed:

A.  For each data point representing the averaging period, the RWQCB shall answer the question:  
Are water quality standards met?

B.  If the measurement is greater than the water quality standard, objective, criterion, or evaluation 
guideline, then the standard is exceeded.

C.  Sum the number of samples exceeding the standard, objective, criterion, or evaluation guideline.

D.  Sum the total number of measurements (sample population).

E.  Compare the result to the appropriate table (i.e., Tables 3.1, 3.2, 4.1 or 4.2).

F.  Report the result of this comparison in the water body fact sheet.

Source: California’s Clean Water Act, Section 303(d) List, September, 2004

(b)  Many industrial processes use Acceptance Sampling as a method of monitoring quality. A random 
sample is taken at given time intervals and the proportion defective noted. This proportion is then 
plotted on a chart which has Upper and Lower Control Limits marked. If the plot is outside of these 
limits, the process is deemed out of control. You can see that this is a binomial process since 
the item is either defective, or not defective. The Control Limits are calculated from the binomial 
distribution. (It would be fair to say that views of quality control have moved on from just using 
these samples to ideas of TQM (Total Quality Management) and Taguchi methods.

(c)  Statistical Process Control (based on the binomial distribution) has also been applied  
to clinical trials

As a clinical trial is a process, too, and as there are quality characteristics that can be measured, 
statistical quality control methods can also be applied to clinical trials. Benefits of the usage of 
statistical quality control in clinical trials: If it is relatively cheap, it is not personnel intensive, it can 
centrally be performed from the monitoring centre, it is not work intensive and it provides a fast 
and direct access to information.

However there are some special characteristics of clinical trials that have to be taken into account 
when applying statistical quality control methods. Differently from the production industry 
there are no production runs, which would form a natural sample basis. There is no sampling of 
observation. The sample size varies from time interval to time interval. Patient values will change 
over time, due to therapeutic effects. Repeated measurements are possible, as patients may have 
more than one visit in a given time interval. The process ‘clinical trial’ cannot be directly corrected.

The statistical methods presented in this context have been selected for the situation of clinical 
trials. Generally two types of data are considered:

(a) measurement data which are modelled using the normal distribution;

(b) event data, where the Binomial and Poisson distribution is used.

Basically all quality characteristics are monitored over calendar time, but only values, which were taken 
at the same individual patient time in the trial, are used in analysis because of potential therapeutic 
effects. Event data and measurement data for Shewhart charts are aggregated over calendar time 
intervals. Here all observations in a time interval have the same time value, the interval midpoint time. 
All methods have been adopted for the characteristics of clinical trials.

Source: http://www.meduniwien.ac.at/medstat/misc/QC/teil1.html; (accessed 15 June 2011)

Reproduced by permission of Gerhard Svolba.

(Continued)
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The binomial distribution is a very powerful tool in looking at probabilistic situations, since, even 
where there are several outcomes, it is often possible to group these together into ‘good’ and ‘bad’ or 
some other appropriate categorization. Making use of the binomial distribution is limited by the two 
restrictions set out at the start of this section – there are two outcomes and the probability of each 
remains constant from trial to trial (i.e. events are independent). We have already suggested a way 
around the first of these, but the criterion of independence is a necessary requirement, which is often 
rather more difficult to identify in practice.

10.2.3 Poisson distribution
The binomial model is successful at modelling a very wide range of business and production situations. 
However, there are situations when we can only measure the number of times something happened but 
not the number of times it did not happen. People that arrive in a queue is one such instance; we can 
only note their arrival rate but not the rate at which they didn’t arrive. There will also be situations where 
there are a very large numbers of trials involved, and the probability of ‘success’ is very small. In both 
these instances  the Poisson distribution will give a better representation of the situation. An example 
might be where a very large number of people are potential buyers of a product, but the chances of an 
individual actually purchasing it are extremely small. A second example might be where lots of com-
ponents are packed into boxes for delivery, and there is a small chance of each being faulty. It seems to 
work well in situations where we are looking at the time taken to complete a task, the majority of the 
people completing quite quickly, but a few taking a very long time, and maybe some never complete it.

If we generalize this situation we might define a Poisson distribution as one in which each trial 
is independent so that the probability of ‘success’ remains constant and the number of trials is large, 
or where we can only define the probability of ‘success’. In fact the Poisson distribution is completely 
defined by its average.

The model works with the expected or average number of occurrences; if this is not given it can 
be found as np.

The probability model is:

P X x e
x

x

= =
λ −λ

!
( )

IllUsTraTIVe
eXaMple

carroll Imitations

The parTners aT carrOll IMITaTIOns have, unknowingly, been sent a faulty batch of paper. The 
effect of this is that one in every 20 of the sheets (on average) has a fault such that ink will just 
run off. This, of course, ruins the drawing or illustration which is being prepared. If Paul, one of the 
partners, starts to prepare a set of ten illustrations (one per sheet), what is the probability that 
none of the drawings will be ruined by the faulty paper? What is the probability that more than 
one drawing will be ruined? l➔l➔l

(Answer: P(0) = 0.5987; P(>1) = 0.0861)
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where lambda (λ) is the average number of times a characteristic occurs, x is the number of occur-
rences (x may be any integer from 0 to infinity) and e is the exponential constant 2.7183 (to 4 dp).  
A derivation of the poisson probability model can be found on the online platform. 

For example, if a company receives an average of three calls per five-minute period of the working 
day, then we can calculate the probabilities of receiving a particular number of calls in a randomly 
selected five-minute period.

The average number of calls, λ = 3 and e−3 = 0.0498, so:

= =(0 calls) 3 (0.0498)
0!

0.0498
0

P

= =(1calls) 3 (0.0498)
1!

0.1494
1

P

= =(2 calls) 3 (0.0498)
2!

0.2241
2

P

= =(3 calls) 3 (0.0498)
3!

0.2241
3

P

= =(4 calls) 3 (0.0498)
4!

0.168075
4

P

As you may have noticed, there is a recursive relationship between any two consecutive probabilities 
such that:

P P= × = × =(4 calls) 3
4

(3 calls) 3
4

0.2241 0.168075

P(3 calls) = 3/3 × P(2 calls) = 0.2241

Or, more generally:

P N
N

P N=
λ

× −( calls) ( 1 calls)

If the company discussed above has only four telephone lines, and calls last for at least five minutes, 
then there is a probability of:

P(no calls) + P(1 call) + P(2 calls) + P(3 calls) + P(4 calls)
= 0.0498 + 0.494 + 0.2241 + 0.2241 + 0.168075
= 0.815475

or approximately 0.815 of the switchboard being able to handle all incoming calls. Put another way, 
you would expect the switchboard to be sufficient for 81.5 per cent of the time, but for callers to be 
unable to make the connection during 18.5 per cent of the time. This rises the question of whether 
another line should be installed:

P(5 calls) = 3/5 × P(4 calls) = 0.1008

The switchboard would now be in a position to handle all calls for an extra 10 per cent of the time, 
but whether or not this is worthwhile would depend on the likely extra profits that this would create, 
against the cost of installation and running an extra telephone line.
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Again, there is an alternative to calculating all of the probabilities each time, by using tables of 
cumulative Poisson probabilities (see Appendix B) and an extract is given in Figure 10.10. For exam-
ple, if the average number of faults found on a new car at its pre-delivery inspection is five, then from 
tables we can find that:

(a) P(3 or more) = 0.8753

(b) P(5 or more) = 0.5595

(c) P(10 or more) = 0.0318

and, as before, these can be manipulated. From (a), we see that 1 − 0.8753 = 0.1247 so that the prob-
ability of a car having fewer than three faults is 0.1247; or we would expect only 12.47 per cent of cars 
that have pre-delivery inspections to have fewer than three faults.

For the Poisson distribution it can be shown that the mean and variance are both equal to λ That is:

 E[X] = Var[X] = λ

As with the binomial, while seeing the development of the ideas is important, if you want to do 
things with the Poisson distribution you will use tables or a computer. If you click on the second tab 
of the spreadsheet (labelled CSE16.xlsx on the online platform) you will find the various Poisson 
probabilities and a histogram.

Figure 10.10  Cumulative Poisson probabilities P(X ≥ x) (extract from Appendix B)

l = 1.0 ............. 4.0 5.0 ........

x = 0 1.0000 1.0000 1.0000
1 0.6321 0.9817 0.9933
2 0.2642 0.9084 0.9596
3 0.0803 0.7619 0.8753
4 0.0190 0.5665 0.7350
5 0.0037 0.3712 0.5595
6 0.0006 0.2149 0.3840
7 0.0001 0.1107 0.2378
8 0.0511 0.1334
9 0.0214 0.0681

10 0.0081 0.0318
: : :
: : :

Use the CSE16.xlsx spreadsheet (see Figure 10.11) to investigate the shape of the Poisson 
distribution as the value of the average changes. Are there any conclusions that you can draw 
from this?

eXercIse
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The Poisson distribution has been successfully used where very small probabilities are 
encountered in relatively large sets of trials or batches, for example more than one defective item 
in a batch of 1000, where the probability of a defect is 0.001 – say something like circuit boards. 
The distribution also plays a very important role in modelling how a queue functions as found 
in Part 6 of the online platform..

Figure 10.11  Poisson distribution

examples of uses of the  
poisson distribution MInI case 10.2

eXaMples OF eVenTs ThaT can be modelled as Poisson distributions include:

➔➔  the number of deaths by horse kicking in the Prussian army (this was the first application and was 
made famous by a book of Ladislaus Josephovich Bortkiewicz (1868–1931));

➔➔ birth defects and genetic mutations;

➔➔  rare diseases (like Leukemia, but not AIDS because it is infectious and so not independent) – 
especially in legal cases;

➔➔ car accidents;
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10.3 Poisson approximation to the binomial
Both distributions are discrete probability models, but for many values of l = np the Poisson 

model is considerably more skewed than the binomial. However, for small values of p (less than 0.1), 
and large values of n, it may be easier to use a Poisson distribution. (Note that if p is very small,  
(1 − p) will be close to 1 and hence np(1 − p) ≈ np = l which is both the mean and the variance of the 
Poisson distribution.)

IllUsTraTIVe
eXaMple

carroll Imitations

carrOll IMITaTIOns allOw cUsTOMers a 30-day payment period for outstanding trade credit. 
However, not all customers abide by this ruling and previous trading experience suggests that the 
average time over this limit is in fact six days. What percentage of customers are likely to take 
over 40 days to pay? l➔l➔l

(Answer: from table (Appendix B) P(≥ 10) = 0.0839, or 8.39 per cent)

If the probability of a fault in a piece of precision equipment is 0.0001, and each completed machine 
has 10 000 components, what is the probability of there being two or more faults?

example

➔➔ traffic flow and ideal gap distance;

➔➔ the number of typing errors on a page;

➔➔ the number of hairs found in McDonald’s hamburgers;

➔➔ spread of an endangered animal in Africa;

➔➔ failure of a machine in one month.

Source: http://www.intmath.com/counting-probability/13-poisson-probability-distribution.php (accessed  
15 June 2011)

© Murray Bourne

(Continued)

(Continued)
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10.4 Conclusions
Many business situations involve discrete events which are stochastic in nature. Rather than 

seeing each of these as unique problems which require time-consuming solutions, we can often use 
well-known distributions to save considerable time and effort. In this chapter we have looked at three 
of the most commonly met discrete distributions – uniform, binomial and Poisson – and illustrated 
the type of situation where they can be applied. The Mini Cases give a wide range of applications for 
these distributions and show how important they are when using data in a practical context.

As with many areas of statistics and modelling, even if the theoretical distribution is not an exact 
match to the reality, it may be close enough to allow us to draw some conclusions, even if we have 
to impose some restrictions, for example ‘this only works with sample sizes below a certain number’.

When looking at a problem for the first time, try to identify the parameters (these values are 
always given in some form in traditional examination questions) and the assumptions that you may 
need to make, e.g. events are independent. If your problem does match a known distribution, then 
clearly you have at least one well-established method of solution which may only require reference 
to statistical tables.

As suggested several times in this chapter, the shape of a distribution can be very helpful in iden-
tifying the approach to adopt. Most of the time this sort of pattern recognition will be the best way to 
proceed, but it is not something which should be done blindly. There is a danger of only ever apply-
ing vertical thinking and thus getting trapped into previously known solutions, and sometimes it will 
be necessary to be more creative and apply lateral thinking to solve a problem.

10.4.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ Uniform distribution of random numbers in the ExCEL file CSE14.xlsx
➔➔ Use of the Uniform distribution in simulation models in Part 6 of the online platform

(a) Using Poisson distribution:

λ = np = 10 000 × 0.0001 = 1 and P X x
e
x

x

( )
!

= =
λ −λ

P (0) = e−1 = 0.3679 

P (1) = e−1 = 0.3679 

P (0) + P(1) = 0.7358

Therefore P(2 or more) = 1 − 0.7358 = 0.2642

(b) Using binomial distribution: P(X = r) = nCr (p)r(q)n−r

P(0) = (0.9999)10 000 = 0.3679

P(1) = 10 000 (0.00001)(0.9999)9999 = 0.3679 P(0) + P(1) = 0.7358

Therefore P(2 or more) = 1 − 0.7358 = 0.2642

Comparing these two answers it is suggested that method (a) is very much easier to work with than 
method (b).

(Continued)
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➔➔ Alternative answer to the illustrative example in Section 10.2.2 in the ExCEL file CSE15.xlsx
➔➔ Illustration of the Binomial distribution in the ExCEL file CSE16.xlsx
➔➔ Derivation of the Poisson probability model
➔➔ Illustration of the Poisson distribution in the ExCEL file CSE16.xlsx
➔➔ Use of the Poisson model in queuing theory in Part 6 of the online platform.

A student guide to ExCEL can be found in Part 8 of the online platform  

10.5 Questions

Discussion questions
1. Which discrete probability distribution would be used for the following random variables:

 (i)  The number of goals scored during a football match?
 (ii)  The numbers drawn in the UK Lottery?
 (iii)  The number of faulty items coming off a production line?
 (iv)  The number of females attending a cinema for a particular film?
 (v)  The number of people arriving at a queue?

2. Many business situations involve discrete events which are stochastic in nature. Identify 
in which situations that these events might occur and how knowledge of their probability 
distribution may be used in management.

Multiple choice questions

eXcel

1 A table of random numbers has a:
a. Normal distribution
b. Uniform distribution
c. Binomial distribution
d. Poisson distribution

2 A binomial distribution has:
a. A variable chance of success 
b. An unlimited number of trials 
c. Many outcomes 
d. Independence of events

3 The number of ways of picking four items 
from a sample of six items is:
a. 15 
b. 20 
c. 24 
d. 720

4 The number of ways to pick two from  
six is:
a. 15 
b. 20 

c. 24 
d. 720

5 For a binomial probability distribution 
with n = 5 and p = 0.2, the probability of 
two successes is:
a. 0.05792 
b. 0.08 
c. 0.2048 
d. 0.26272

6 For the same distribution, the probability 
of less than three successes is:
a. 0.05792 
b. 0.08 
c. 0.2048 
d. 0.26272

7 For the same distribution, the probability 
of more than three successes is:
a. 0.2048 
b. 0.26272 
c. 0.73728 
d. 0.94208
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8 For a poisson distribution with an average 
of one, the probability of zero successes is:
a. 0.2642 
b. 0.3679 
c. 0.6321 
d. 0.7358

9 For the same poisson distribution, the 
probability of more than one is:
a. 0.2642 
b. 0.3679 
c. 0.6321 
d. 0.7358

10 For a poisson distribution, the mean is:
a. n 
b. np 
c. npq 
d. √npq

Exercise questions
1 You are considering putting money into one of two investments A and B. The net profits 

for identical periods and probabilities of success for investments A and B are given in the 
following table:

a. By finding the expected profit for each investment determine which investment you would 
choose? 

b.  Determine the standard deviation of each investment. Given this extra information, can 
you make a decision on which investment is better?

2 The credit manager of a company knows from past experience that if the company accepts a 
‘good risk’ applicant for a £60 000 mortgage the profit will be £15 000. If it accepts a ‘bad risk’ 
applicant it will lose £6000. If it rejects a ‘bad risk’ applicant nothing is gained or lost. If it 
rejects a ‘good risk’ applicant it will lose £3000 in good will.

a.  Complete the following profit and loss table for this situation:  

Decision

Accept Reject

Good

Type of risk

Bad

Probability of a return

Net Profits (£) Investment A Investment B

8 000 0.0 0.1
9 000 0.3 0.2

10 000 0.4 0.4
11 000 0.3 0.2
12 000 0.0 0.1
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b. The credit manager assesses the probability that a particular applicant is a ‘good risk’ is 1/3 
and a ‘bad risk’ is 2/3. What would be the expected profits for each of the two decisions? 
Consequently what decision should be taken for the applicant? 

c. Another manager independently assesses the same applicant to be four times as likely to be 
a bad risk as a good one. What should this manager decide? 

3 Evaluate the following expressions:
a. 3C2  b. 10C3  and 10C7  c. 20C6 and 20C7

d. 10C2 ; 
10C1 and 10C0  e. 52C13

Part (e) represents the number of different possible hands of 13 cards that could be dealt with a 
standard pack of playing cards.

4 A binomial model has n = 4 and p = 0.6. Find the probabilities of each of the five possible 
outcomes (i.e. P(0) to P(4)). Construct a histogram of this data.

5 A local newspaper has conducted a telephone survey in a neighbourhood with 900 dwellings 
and discovered that 60 per cent of the households surveyed oppose the development of an 
office complex. The planning authority arranges personal interviews with eight households 
chosen at random in its own survey. What is the likelihood of the planning authority finding:
a. Six or more households in favour of the development? 
b. At most two households in favour?

6 A quality control system selects a sample of three items from a production line. If one or 
more is defective, a second sample is taken (also of size three), and if one or more of these is 
defective then the whole production line is stopped. Given that the probability of a defective 
item is 0.05, what is the probability that the second sample is taken? What is the probability 
that the production line is stopped?

7 Find each of the Poisson probabilities from P(0) to P(5) for a distribution with an average of 
two. Construct a bar chart of this part of the distribution.

8 For a Poisson distribution with an average of two, find the probability of P(x > 4) and P(x > 5). 

9 The number of accidents per day on a particular stretch of motorway follows a Poisson 
distribution with a mean of one. Find the probabilities of 0, 1, 2, 3, 4 or more accidents on 
this stretch of motorway on a particular day. Find the expected number of days with 0, 1, 2, 
3, 4 or more accidents in a one-year period (assuming 365 days per year). If the average cost 
of policing an accident is £1000, find the expected cost of policing accidents on this stretch of 
motorway for a year.

10 A man has four cars for hire. The average demand on a weekday is for two cars. Assuming 
312 weekdays per year, obtain the theoretical frequency distribution of the number of cars 
demanded during a weekday. Hence estimate to the nearest whole number, the number of 
days on which demand exceeds supply. (Assume demand does not surpass nine cars per day.) 
Would you suggest that the man buys another car?

11 a.  Items are packed into boxes of 1000, and each item has a probability of 0.001 of having 
some type of fault. What is the probability that a box will contain fewer than three defective 
items?

b.  If the company sells 100 000 boxes per year and guarantees fewer than three defectives per 
box, what is the expected number of guarantee claims?
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c. Replacement of a box returned under the guarantee costs £150. What is the expected cost of 
guarantee claims?

d. Boxes sell at £100 but cost £60 to produce and distribute. What is the company’s expected 
profit for sales of boxes?

12 A small tourist resort has a weekend traffic problem during the summer season and is 
considering whether to provide emergency services to help mitigate the congestion that results 
from an accident or breakdown. Past records show that the probability of a breakdown or an 
accident on any given day of a four day weekend during the summer season is 0.25. The cost to 
the community caused by congestion resulting from an accident or breakdown are as follows:
➔➔ a weekend with 1 accident day costs £20 000
➔➔ a weekend with 2 accident days costs £30 000
➔➔ a weekend with 3 accident days costs £60 000
➔➔ a weekend with 4 accident days costs £125 000

As part of its contingency planning, the resort needs to know:
  i) the probability that a weekend will have no accidents;
 ii) the probability that a weekend will have at least two accidents;
iii) the expected cost that the community will have to pay for an average weekend period;   
 iv)  whether or not to accept a tender from a private firm for emergency services of £20 000 for 

each weekend during the season.
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In the last two chapters we have looked at discrete events and situations where 
the outcome is discrete, for example, you pass or fail an item when it is checked. This 
is a reasonable starting point since it is much easier to think in these terms when you 
first meet the ideas of probability. Also, of course, many business problems involve dis-

crete events. However, the concept of probability can also be successfully applied to variables which 
are continuous, or can be treated as continuous (e.g. money). As with the discrete case, there are a 
large number of different continuous probability distributions. Several of these have been identified, 
and will be used in other parts of this book, but for most statistical work there is one particular  
distribution which stands out as being the most useful in a very wide variety of circumstances. This is 
the Normal distribution. The importance of this distribution, both to the use of statistics in practical 
situations, and the development of the theory, is difficult to overstate.

11.1 Characteristics of the Normal distribution
Although the Normal distribution does occur in many situations and is probably the most 

widely used statistical distribution, the word ‘normal’ does not imply any sort of moral meaning or value 
judgement. What we have here is a distribution that is symmetrical about its mean; see Figure 11.1.

To generalize, when a variable is continuous, and its value is affected by a large number of chance 
factors, none of which predominates, then it will frequently have a Normal distribution.

 After working through this chapter, you will be able to:

➔➔ describe the Normal distribution graphically and with parameters

➔➔ state the conditions which give rise to a Normal distribution

➔➔ calculate standard values

➔➔ find areas under the normal curve

➔➔ apply the Normal distribution to discrete data

The Normal 
Distribution

objectives
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An example would be the weights of male adults. Their weight is affected by genetic factors inher-
ited from their parents, their diet, their age, their build, the amount of exercise taken, diseases they may 
have or have had, where they live, and many other things. Therefore, we would expect the distribution 
of male adult weights to be approximately a Normal distribution. Also, however, within a business 
context, manufactured items are affected by the quality of the raw materials used, the sources used, 
the types of machines, their ages, the wear on the tools and so on; so we might also expect that certain 
dimensions on these products will also have a Normal distribution. Similarly, people’s opinions reflect 
their age, culture, education, political affiliations etc. and maybe opinions could be normally distrib-
uted unless something has happened to change this situation, for example, a marketing campaign.

Normal distributions come in many shapes and sizes, some will be relatively ‘flat’, and have a 
high standard deviation, while others will appear ‘tall and thin’ and have a relatively small standard 
deviation. (The shape you see, of course, will also depend on the scale you use to draw the graph!)

These distributions are often summarized by their mean and variance (usually labeled m and s2, 
respectively). If a variable X has a Normal distribution, this may be written as:

~ ( , )2X N µµ σσ .

Normal distributions are characterized particularly by the areas in various sectors of the distribution. 
If these areas are considered as a proportion of the total area under the distribution curve, then they 
may also be considered as the probabilities of obtaining a value from the distribution in that sector. 
Theoretically, to find the area under the distribution curve in the sector less than some value x we 
should need to evaluate the integral:

1
2

( )
2

2

2exp x dx
x

∫ σσ
µµ

σσ
−− −−








−− ∞∞ π

which tends to 1 as x tends to infinity.
If it were necessary to perform this bit of mathematics every time that you wanted a probability, 

then the Normal distribution would not be widely used! Fortunately there is a much easier method of 
finding these areas, and hence the associated probabilities.

11.2 The standard Normal distribution
There are many different Normal distributions, but they do all have certain criteria in com-

mon, and it is these criteria which form the basis for finding the areas and probabilities quickly and 
easily. Looking at the horizontal scale of the graph of a Normal distribution (like Figure 11.1), we can 
see that, at least in theory, the values go off to infinity in both directions. This, at first, does not seem 
very helpful, but the implication is that all values of the variable are theoretically possible. If we now 

Mean– ∞ + ∞

Figure 11.1

A Normal distribution
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subtract the mean of the distribution from every value, all we will be doing is shifting the distribution 
along the axis so that the mean of the new distribution is zero, but the distribution still goes off to 
infinity in both directions – see Figure 11.2.

Looking again at the horizontal axis, we know that it is measured in whatever units X was meas-
ured in (e.g. pounds, time, etc.), but the second thing which characterizes a Normal distribution, 
after the mean, is its standard deviation. If we now divide all of the values on the horizontal axis 
by the standard deviation, we will have a scale which has a mean of zero and goes off in ‘number of 
standard deviations’ in either direction – see the third part of Figure 11.2.

When you do this to any Normal distribution you arrive at something called the Standard Normal 
Distribution. It is this which makes the Normal distribution concept so useful, since, no matter what 
the variable X represents, and no matter what units it is measured in, we can almost immediately 
reduce it to this Standard Normal Distribution.

So, if we define a variable, Z, as the standard Normal variable, we can write it as:

Z X µµ
σσ

== −−

0 5 10 15 20 25 30 35 40 45 50

–25 –20 –15 –10 –5 0 5 10 15 20 25

–2.5 –2.0 –1.5 –1.0 –0.5 0 0.5 1.0 1.5 2.0 2.5
X

Mean = 0
Standard deviation = 1

Mean = 0
Standard deviation = 10

Mean = 25
Standard deviation = 10

Figure 11.2 Constructing the standard normal distribution
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11.2.1 Area in a tail
This involves just looking up the value in the tables. For example, referring to Table 11.1, for a value 
of Z = 1.03 the area in the right-hand tail is determined by finding where in the table the first decimal 
place intercepts with the second decimal place of the Z value.

For  Z = 1.03, the area is 0.1515.

Since the total area under the Standard Normal curve is 1, this area is also the probability of obtain-
ing a value from the original distribution of 1.03 or more standard deviations above the mean.

Manipulating the value from the table, we see that the probability of obtaining a value below 1.03 
standard deviations above the mean is 1 − 0.1515 (= 0.8485).

11.2.2 Area between two Z values
To find the probability of a value between 1 and 1.1 standard deviations above the mean (see  
Figure 11.4), we have to subtract one from the other as follows:

area above Z = 1 is 0.1587
area above Z = 1.1 is 0.1357
so the area between Z = 1 and Z = 1.1 is 0.1587 − 0.1357 = 0.0230

1.0 1.1

Z

Figure 11.4

Area between Z = 1.0 and 
Z = 1.1

Suppose we have a Z-score of 1.347 and want to find the area to the right of this value. This Z-score 
is between Z = 1.34 and Z = 1.35. The areas associated with these two scores are 0.0901 and 0.0885 
respectively; a difference in area of 0.0016. 

If we say the difference between the two Z-score is one unit, a Z value of 1.347 is 0.7 of this unit, 
and our required area will be smaller than the area given for Z = 1.34. 

To estimate of the area for 1.347 we find the area for Z = 1.34 and minus 0.7 of the difference in 
area between Z = 1.34 and Z = 1.35:

Estimated area = 0.0901 − 0.7 × 0.0016 = 0.08898

example

You will have noticed that the Standard Normal table only provides areas for Z-scores up to two deci-
mal places. If the calculated Z-score has more than two decimal places then we may have to estimate 
the area. The process of estimation is given in the following example:
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310 Part III MEaSUrING UNCErtaINtY

This is known as a transformation of the original variable to a Z-score or Z-value. We can now 
find the areas under this standard Normal distribution that are contained in published tables, such 
as those in Appendix C.

Z

Figure 11.3

table 11.1 Extract of Appendix C: Areas in the right-hand tail of the Normal distribution

Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 ......

:
:
:

1.0 0.1587 0.1562 0.1539 0.1515 0.1492 0.1469 0.1446 0.1423
1.1 0.1357 0.1335 0.1314 0.1292 0.1271 0.1251 0.1230 0.1210
1.2 0.1151 0.1131 0.1112 0.1093 0.1075 0.1056 0.1038 0.1020
1.3 0.0968 0.0951 0.0934 0.0918 0.0901 0.0885 0.0869 0.0853
1.4 0.0808 0.0793 0.0778 0.0764 0.0749 0.0735 0.0721 0.0708
1.5 0.0668 0.0655 0.0643 0.0630 0.0618 0.0606 0.0594 0.0582
1.6 0.0548 0.0537 0.0526 0.0516 0.0505 0.0495 0.0485 0.0475
1.7 0.0446 0.0436 0.0427 0.0418 0.0409 0.0401 0.0392 0.0384
1.8 0.0359 0.0351 0.0344 0.0336 0.0329 0.0322 0.0314 0.0307
1.9 0.0287 0.0281 0.0274 0.0268 0.0262 0.0256 0.0250 0.0244

:

If a variable X has a Normal distribution with a mean of 250 and a standard deviation of 20, then:

for X = 275 Z = (275 − 250)/20 = 1.25
for X = 220 Z = (220 − 250)/20 = −1.5
for X = 284 Z = (284 − 250)/20 = 1.7

example

The area in the right-hand tail of the distribution which we wish to find is shown in Figure 11.3. The 
value of this area is given in Appendix C, an extract of which is shown in Table 11.1. (Note that dif-
ferent sets of tables sometimes give the area to the left of Z, or even between the mean and Z.)

2nd decimal 
place of Z-value

Area in the right 
hand tail

1st decimal 
place of 
Z-value
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11.2.3 Symmetry
Since the standard Normal distribution is symmetrical about its mean of 0, an area to the right of a 
positive value of Z will be identical to the area to the left of the corresponding negative value of Z. 
(Note that areas cannot be negative.) Thus to find the area between Z = −1 and Z = +1, as shown in 
Figure 11.5, we have:

area to the left of Z = −1.00 is 0.1587
area to the right of Z = +1 is 0.1587
area outside the range (−1, +1) is 0.1587 + 0.1587 = 0.3174
area between Z = −1 and Z = +1 is 1 − 0.3174 = 0.6826.

–1.0 1.0
Z

Figure 11.5

Area between Z = −1.0 and 
Z = 1.0

Estimate the areas to the right of Z = 0.638 and Z = 2.0745.

You should get 0.26174 and 0.02251.

eXercIse

What percentage of values will be above 1.645 standard deviations of the mean? (Answer:  
5 per cent.)

eXercIse

This means that for any Normal distribution, 68.26 per cent of the values will be within one stand-
ard deviation of the mean. (Hint: it is often useful to draw a sketch of the area required by a problem, 
similar to Figure 11.4 and 11.5.)

If a population is known to have a Normal distribution, and its mean and variance are known, 
then we may use the tables together with the z transformation to express facts about this population. 
Looking at the algebra, we have:

µ
σ

=
−Z X
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So, by rearranging: 

X Zµ σ= +

For example, if m = 200 and s = 20 and we want to know the X value which is two standard deviations 
above the mean, then:

X = 200 + 2 × 20 = 200 + 40 = 240

2.5%

X?

Figure 11.6

A local authority installs light bulbs for street lighting. The life time of a light bulb follows a Normal 
distribution with a mean of 2000 hours and a standard deviation of 100 hours. After how many hours 
would the local authority expect 2.5 per cent of the light bulbs to fail?

In this case we know the area in a tail of the distribution (i.e. 2.5 per cent), as illustrated in Figure 11.6. 
So we have to find a Z-score associated with a left hand tail area of 0.025 and use the Z transformation 
formula to determine the value of ‘X ’, the number of hours to failure.

We use the standard normal tables to find a Z-score that will give a left-hand tail area of 0.025; this 
is associated with a Z-score of −1.96

Because the area is in left-hand tail then Z is negative i.e. Z = −1.96. So:

µ
σ

= − = − 2000
100

Z
X X

x

− =
−

1.96
2000

100
X

Re-arranging:

X = −1.96 × 100 + 2000

X = 1804 hours

example
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11.3 Combinations of variables
What we have looked at so far will allow us to deal with situations where there is only one value 

whose probability we need to assess. However, in many cases, we are dealing with two or more values 
being combined. For example, variations in the dimensions or weights of manufactured items may also 
be the result of a wide variety of factors and these manufactured items are often brought together as a 
series of components to produce some good for sale. Each of the items could be described by its mean 
and standard deviation. To consider the characteristics of this assembled product we will need to com-
bine the means and standard deviations from the constituent parts. Similarly, in assessing the results 
of a survey (see Section 13.1.2 for examples) we may need to combine results with several sources of 
variation. We may wish to compare the difference in annual income by region or by sex, for example.

IllUstratIVe
eXaMple

carroll Imitations

carroll IMItatIons haVe been oFFered the chance to have a small stand at a trade fair being held 
at the NEC near Birmingham. The cost of the stand will be £5000, the cost of promotional materi-
als will be £500, and the partners include a cost of £200 for their time. The organizers of the fair 
say that the likely number of enquiries will average out at 3000 and you have decided to assume 
that these enquiries are normally distributed with a standard deviation of 300. Past experience 
has given a conversion rate of 5 per cent of enquiries into actual jobs, and the partners work on an 
average profit of £50 per job. What is the probability that there will be insufficient jobs generated 
to cover the cost of attending the fair?

(Answer: Total cost £5700, profit per job £50, therefore breakeven is at 114 jobs; this implies: 
No. of Enquiries × 5 per cent = 114 jobs. Rearranging to give 2280 enquiries.)

Enquiries distribution is shown in Figure 11.7, with the second horizontal axis being the 
equivalent Z-scores.

Looking in Appendix C, we find the area to the left of Z = −2.4 is 0.0082. Therefore, we would 
predict a probability of 0.0082 (or just under 1 per cent) of not breaking even. It is therefore 
worthwhile taking the stand at the trade fair. l➔l➔l

30002280

–2.4 0

x

z

Figure 11.7

60193_11_Ch11_p307-324.indd   314 13/10/12   11:50 AM



315Chapter 11 the NOrMaL DIStrIBUtION

If X and Y are two independent, normally distributed random variables with means of m1 and m2 
and variances of s1

2 and s2
2, respectively, then:

for X + Y mean = l1 + l2

 variance = r1
2 + r2

2

for X - Y mean = l1 - l2

 variance = r1
2 + r2

2 

If we are adding variables, the mean of the sum is the sum of the means, and the variance of the sum 
is the sum of the variances. Note that we add variances, not standard deviations, in both cases. The 
standard deviation is calculated by taking the square root of variance:

standard deviation 1
2

2
2σσ σσ== ++( )

An assembled product is made up from two parts. The weight of each part is normally distributed with 
the following characteristics:

Part 1: mean = 15 g  standard deviation = 4 g

Part 2: mean = 20 g  standard deviation = 2 g

What percentage of these products weighs more than 36 grams?
Consider this problem as a combination of weights. We can then use the formulae above to get:

Mean = µ = 15 + 20 = 35g

Standard deviation √σ= = + =(4 2 ) 4.47212 2

Taking 36 g as the X value, we have:

µ
σ

= − = − =36 35
4.4721

0.22Z
X

Using Appendix C we find that the area to the right of Z = 0.22 is 0.4129, so the percentage of the 
finished products that we would expect weigh to over 36 g is 41.29 per cent.

example

IllUstratIVe
eXaMple

carroll Imitations

carroll IMItatIons haVe predIcted that their turnover for next year will be £450 000 and that 
their costs will be £400 000. They thus expect to make a profit of £50 000, and are quite happy. 
As you talk to the partners, however, you realize that there are a whole host of factors which will 
affect both the turnover and costs figures. You persuade them to look at the problem as if each 
figure were a variable and suggest that they treat them as having Normal distributions.

(Continued )
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Given the nature of the business, you decide to assume a standard deviation of £25 000 for 
each distribution. What is the probability that the partnership makes a profit?

answer: 
Profit is (m1 – m2) where m1 is the mean of turnover, and m2 is the mean of costs. We now know that 
this will have a Normal distribution with a standard deviation of:

√(s1
2 + s2

2)  or  √(252 + 252) = 35.355

(Note we are working in thousands to simplify the arithmetic.)
We want the probability that profit will be over zero, so our Z-score will be:

Z = (0 − 50)/35.355 = −1.414

From Appendix C, we get a probability of 0.0787 (approx.) for Z = 1.414, so the probability that  
Z is above −1.414 is 1 − 0.0787 = 0.9213.

The probability that they make a profit is approximately 92 per cent. l➔l➔l

IQ score
MInI case 11.1

we haVe saId that thIngs which are affected by numerous factors often have a Normal distribution 
and one example of this is a person’s IQ score. As testing developed it was often for specific age groups 
but most testing is currently done on adults and a comparison is made to historical scores by people 
of the same age. The mean is set at 100. The Internet site www.iqtest.com shows the following table:

How well did I do? What does my score mean?

Intelligence Interval Cognitive Designation

  40–54 Severely challenged (Less than 1% of test takers)
  55–69 Challenged (2.3% of test takers)
  70–84 Below average
  85–114 Average (68% of test takers)
115–129 Above average
130–144 Gifted (2.3% of test takers)
145–159 Genius (Less than 1% of test takers)
160–175 Extraordinary genius

And from this we can see that the standard deviation must be 15 since we know that 68 per cent of 
a Normal distribution is within one standard deviation of the mean, and the range given in the table is 
from 85 to 114. Looking at the table you can see how the Normal distribution shows the percentages 
in each group. If in doubt, convert the scores to Z-scores and look up the values in Appendix C.

Source: www.IQtest.com (accessed 29 December 2011)
Reproduced by permission of IQTest.com

(Continued )
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11.4 Normal approximations
The Normal distribution, despite being a continuous distribution, can also be used to 

approximate certain other (discrete) distributions under certain circumstances. This is usually where 
we are dealing with a large value for n (the number of trials). Two examples are given in this section.

11.4.1 Normal approximation to the binomial
Although the binomial distribution is a discrete probability distribution, and the Normal distribution 
is continuous, it will be possible to use the Normal distribution as an approximation to the Binomial if:

n is large and p > 0.1

(As we saw in the last chapter if p < 0.1 we would use the Poisson approximation to the binomial.) 
To see why this will work, consider a binomial distribution with a probability, p, of 0.2. For various 
values of n, we have distributions as shown in Figure 11.8.

0.64

n = 2
p = 0.2
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Figure 11.8
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A

B

52.552

52

51.5

Figure 11.9

Looking at the various parts of Figure 11.8, we see that with n = 2, we have a highly skewed distri-
bution (see also sections 5.4.1 and 6.5); the mean will be np = 0.4. As n increases, the amount of skew 
decreases: in Figure 11.8b, the mean is 2 and in Figure 11.8c, the mean is 4, and even at this stage, we 
are beginning to see the typical ‘bell shape’ of the Normal distribution curve. In Figure 11.8d, the mean 
is 20, and although the shape of the histogram is not exactly that of the normal curve, it is very close.

If we wish to use the Normal distribution as an approximation to the binomial distribution, we 
must develop a method of moving from a discrete distribution to a continuous one. To see how to do 
this, look at Figure 11.9 where a curve has been superimposed on the histogram.

Here we see that as the curve cuts through the mid-points of the blocks of the histogram, small 
areas such as B are excluded, while other areas, such as A, are included under the curve but not in 
the histogram. These areas will tend to cancel each other out. Since each block represents a whole 
number, often the number of successes, it can be considered as extending from 0.5 below that 
integer to 0.5 above. Thus in the example above, the block representing 52 successes extends from 
51.5 to 52.5.

In order to find the area and hence the probability for a series of outcomes, it will thus be neces-
sary to go from 0.5 below the lowest integer to 0.5 above the highest integer. If from Figure 11.9 we 
wanted to find the probability of 49, 50, 51 and 52 successes, then we would need to find the area 
under the normal curve from X = 48.5 to X = 52.5, or if we wanted to find the probability of 52 or 
more successes, we should require the area to the right of X = 51.5.

To find areas, we must transform the X values into Z-scores, on the standard Normal distribution.
From the previous chapter, we know that for a binomial distribution, the mean = np and the 

standard deviation = √[np(1 − p)]; and these values can be used to calculate the Z value:

[ (1 )]
Z X np

np p
== −−

−−

An insurance broker deals with many enquiries during a week, but needs 40 new policies per week to 
breakeven in the life assurance department. During a particular week, the broker has 95 enquiries and 
past experience suggests that the conversion rate of enquiries to policies is 50 per cent. What is the 
probability that the broker does not at least break-even in that week? 

example

(Continued )
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11.4.2 Normal approximation to the Poisson
In a similar way to the binomial distribution, as the mean, l = np, gets larger and larger, the amount 
of skew in the Poisson distribution decreases, until it is possible to use the Normal distribution. 
(From Chapter 10 you may recall that the variance of a Poisson distribution is l.) To transform values 
from the original distribution into Z-scores, we use:

Z X λλ
λλ

== −−

This Normal approximation can be used if k  > 30.
Again, we should allow for the fact that we are going from a discrete to a continuous distribution.

The average number of broken eggs per lorry load is known to be 50. What is the probability that there 
will be more than 70 broken eggs on a particular lorry load?

√

λ

λ

= =

= =

Mean 50

Standard deviation 7.07107

example

(Continued)

This is a binomial situation since p is assumed fixed at 0.5 (or 50 per cent) and each enquiry either 
leads to a new policy, or it does not. Using the ideas above, we have:

       Mean = np = 95 × 0.5 = 47.5

Standard deviation = √(95 × 0.5 × 0.5) = 4.8734

The broker will at least break even if there are 40 or more new policies, and therefore we need the 
area under the normal curve to the right of X = 39.5.

For this value of X :

=
−

= −
39.5 47.5

4.8734
1.6416Z

and the area to the left of this negative value is 0.0505 (from Appendix C). By subtraction, the area to 
the right of this point is 1 − 0.0505 = 0.9495. The probability that the broker will at least breakeven is 
therefore 0.9495, or about 95 per cent.

If the binomial probability had been computed directly, then we would have to find:

P(at least 40) = P(40) + P(41) + P(42) + . . . + P(95)

A rather more lengthy process!

(Continued )
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11.5 Other continuous probability distributions
There are a number of other continuous probability distributions that are linked to the 

Normal distribution. In later chapters we shall not only be using the Normal distribution but also 
some others which we shall briefly describe here, specifically:

➔➔ The Chi-square distribution: derived by squaring an independent standard normally 
distributed random variable.

➔➔ The t-distribution: derived from dividing an independent standard normally distributed 
variable by an independent Chi-square distributed random variable.

➔➔ The F distribution: derived from the division of two independent Chi-square distributed 
random variables.

It is beyond the scope of this book to provide the theory behind these distributions but for those of 
you that might be interested you are advised to consult more advanced statistic texts.

11.6 Conclusions
Dedicating a whole chapter to a single distribution may seem a little extravagant, but if 

you have worked through the various examples and note that the Normal distribution is the most 
important continuous probability distribution that there is, then we hope that you will agree that 
it was worthwhile. Not only is it capable of describing many naturally occurring phenomena,  
it can also be applied to many other situations which arise in a business context. Furthermore, it 
provides the basis for moving forward to draw implications from the results of surveys. This is 
known as statistical inference and is dealt with in detail in the Part 4 of this book. Even where the 
Normal distribution is not an exact match to the data, we can often use it as a comparator, and 
thus draw conclusions that it would otherwise be impossible to draw. The better your understand-
ing of the material in this chapter, the easier it will be to see how statistical inference works. Quite 
simply, the Normal distribution is central to a substantial proportion of statistics as applied to 
business situations.

The area required is the area above X = 70.5, so the value of Z will be:

λ
λ

= −
Z

X

=
−

=
(70.5 50)

7.07107
2.899

From Appendix C we can find the area to the right of this value to be 0.00187, so the probability that 
there will be more than 70 broken eggs on the lorry will be 0.00187 (or 0.187 per cent).

(Continued )
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11.7 Questions

Discussion questions
1 Explain what is meant by standardization of a variable. Why do we standardize variables?

2 Under what conditions can we approximate Binomial and Poisson distributions to a Normal 
distribution?

3 Discuss how, in the world of commerce, manufacturing and engineering the Normal 
distribution is used.

Multiple choice questions
1 A Normal distribution is:

a. symmetrical 
b. bimodal
c. skewed
d. uniform

2 A Normal distribution with a mean of  
100 and a standard deviation of 10 has  
5 per cent of the values above:
a. 101.645 
b. 101.96 
c. 116.45 
d. 119.6

3 The same distribution has 97.5 per cent of 
values below:
a. 101.645 
b. 101.96 
c. 116.45 
d. 119.6

4 For a standard Normal distribution, the 
area to the right of z = +1.5 is:
a. 0.0668 
b. 0.1469 
c. 0.8531 
d. 0.9332

5 For a standard Normal distribution, the 
area to the left of z = +1.05 is:
a. 0.0668 
b. 0.1469 
c. 0.8531 
d. 0.9332

6 For a standard Normal distribution, the 
area to the right of z = −2.03 is:
a. 0.01072 
b. 0.02118 
c. 0.97882 
d. 0.98928

7 For a standard Normal distribution, the 
area between z = −2 and z = +1 is:
a. 0.18095 
b. 0.31905 
c. 0.61430 
d. 0.81905

8 For a standard Normal distribution, the 
area between z = +0.5 and z = +1 is:
a. 0.1503 
b. 0.4667 
c. 0.5333 
d. 0.8497

9 IQ scores are said to be normal with a 
mean of 100 and a standard deviation of 
10. What percentage of people will have  
an IQ of over 120?
a. 2.275 per cent? 
b. 11.51 per cent 
c. 15.87 per cent 
d. 22.75 per cent

10 For the same IQ distribution, what 
percentage will be below 95?
a. 3.85 per cent 
b. 30.85 per cent 
c. 50 per cent 
d. 69.15 per cent
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Exercise questions
1 A Normal distribution has a mean of 30 and a standard deviation of 5; find the Z values 

equivalent to the X values given below:
a. 35
b. 27
c. 22.3
d. 40.7
e. 30

2 Use the tables of areas under the standard Normal distribution (given in Appendix C) to find 
the following areas:
a. to the right of Z = 1;
b. to the right of Z = 2.85;
c. to the left of Z = 2;
d. to the left of Z = 0;
e. to the left of Z = −1.7;
f. to the left of Z = −0.3;
g. to the right of Z = −0.85;
h. to the right of Z = −2.58;
i. between Z = 1.55 and Z = 2.15;
j. between Z = 0.25 and Z = 0.75;
k. between Z = −1 and Z = −1.96;
l. between Z = −1.64 and Z = −2.58;
m. between Z = −2.33 and Z = +1.52;
n. between Z = −1.96 and Z = +1.96.

3 Find the Z value, such that the standard Normal curve area:
a. to the right of Z is 0.0968;
b. to the left of Z is 0.3015;
c. to the right of Z is 0.4920;
d. to the right of Z is 0.99266;
e. to the left of Z is 0.9616;
f. between −Z and +Z is 0.95;
g. between −Z and +Z is 0.9.

4 Invoices at a particular depot have amounts which follow a Normal distribution with a mean of 
£103.60 and a standard deviation of £8.75.
a. What percentage of invoices will be over £120.05?
b. What percentage of invoices will be below £92.75?
c. What percentage of invoices will be between £83.65 and £117.60?
d. What will be the invoice amount such that approximately 25 per cent of invoices are for 

greater amounts?
e. Above what amount will 90 per cent of invoices lie?

5 The average number of customers in a shop per week is 256. Calculate the probability of there 
being:
a. more than 240 customers in a week;
b. less than 280 customers in a week;
c. 234 to 290 customers in a week.
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6 The lifetimes of certain types of car battery are normally distributed with a mean of 348 days 
and standard deviation of 80 days. If the supplier guarantees them for six months (of 30 days, 
nominally), what proportion of batteries will be replaced under guarantee?    

7 If 10.56 per cent of components have a length above 340mm, and 4.01 per cent have a length 
above 348mm, find the mean and standard deviation of component lengths assuming that they 
are normally distributed. 

8 A lawyer commutes daily to her office; a one-way trip takes 24 minutes on average with a 
standard deviation of 3.8 minutes. Assuming that trip times are Normally distributed:
a. What is the probability that a trip takes at least 30 minutes?
b. If the office opens at 9.00am and she leaves home at 8.45am daily what proportion of the 

time is she late for work?  
c. If she leaves home at 8.35am and coffee is served at work from 8.50 to 9.00am, what is the 

chance that she will miss coffee?  

9 Electrical resistors have a design resistance of 500 ohms. The resistors are produced by a 
machine with an output that is Normally distributed ~N(501.9) ohms. Resistances below  
498 ohms and above 508 ohms are rejected. Find:
a. the proportion that will be rejected; 
b. how much the standard deviation would need to be reduced (leaving the mean at  

501 ohms) so that the proportion of rejects below 498 ohms would be halved.

10 The service manager of a garage wishes to determine the cost (labour plus parts) of performing 
a standard car service on a typical family car. The manager knows that the more mileage a 
car has done after its last service the greater the cost of a service will be. He assumes that the 
mileage that the typical family car does when it is serviced is normally distributed with a mean 
of 10 000 miles and a standard deviation of 2000 miles. 
If the car when serviced has done:

➔➔ 6000 miles or less, the cost of the service to the garage will be £75.
➔➔ Between 6000 and 8000 miles, the cost of the service to the garage will be £125.
➔➔ Between 8000 and 11 000 miles, the cost of the service to the garage will be £190.
➔➔ Over 11 000 miles, the cost of the service to the garage will be £250.

a. Determine the following probabilities:
   i) a car has done 6000 miles or less when serviced;
  ii) a car has done between 6000 and 8000 miles when serviced;
 iii) a car has done between 8000 and 11 000 miles when serviced;
  iv) a car has done 11 000 or more miles when serviced. 
b. Determine the expected cost of a service for a typical family car.
c. If the Service Manager wants to make a 25 per cent profit on servicing a typical family car, 

how much should he charge a customer for a standard service?
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PART FOUR

Using Statistical Inference

So far, moSt of thiS book has been about describing situations using numbers. 
This is useful and is an essential part of effective communication, but we want to do 
more than this. We want to use the information we have, typically from a sample, and 
say something about the general population. The results obtained from a sample will 

depend on the sample selected. Sample statistics will vary from sample to sample. We also know that 
the results can be more reliable if the sample size is larger or the sample design improved. In this part 
of the book we want to make more general statements, inference, on the basis of sample results.

We need to distinguish between values obtained from a sample, which can vary from sample to 
sample and those calculated from the whole population or census and remain fixed at a point in 
time (population parameters). Mostly samples will give us the values anticipated but can, from time 
to time, give untypical values. We need to evaluate how good our results are likely to be. Sample 
selection must meet the requirements of the user. Some decisions may need very precise results, like 
changes of pressure in a pipeline, whereas some only require a general indication, like the continued 
interest in specialist magazines.

Sample values are no more than estimates of the true population values (or parameters or popu-
lation parameters). To know these values with certainty, you would need to include all – effectively 
take a census. In practice, we use samples that may be only a tiny fraction of the population for rea-
sons of cost, time and because they are adequate for the purpose. How close the estimates are to the 
population parameters will depend upon the size of the sample, the sample design (e.g. stratification 
can improve the representativeness of the sample), and the variability in the population. It is also 
necessary to decide how certain we want to be about the results; if, for example, we want a very small 
margin of sampling error, then we will need to incur the cost of a larger sample design. The relation-
ship between sample size, variability of the population and the degree of confidence required in the 
results is the key to understanding the chapters in this part of the book.

Introduction
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326 Using statistical inference

In Chapter 12 we consider a fundamental element of statistical inference, the sampling distribu-
tion, and use this to consider parameter estimation and confidence intervals. These concepts are 
used in Chapter 13 to consider hypothesis testing (testing your ideas) using our sample estimates of 
parameters. The approach in Chapter 14 is different; it is concerned with data that cannot easily or 
effectively be described by parameters (e.g. the mean and standard deviation). If we are interested 
in characteristics (e.g. smoking/non-smoking), ranking (e.g. ranking chocolate products in terms 
of appearance) or scoring (e.g. giving a score between one and five to describe whether you agree 
or disagree with a certain statement), a number of tests have been developed that do not require 
description by the use of parameters.

After working through these chapters you should be able to say how good your results are and test 
ideas that you have about your population of interest in a variety of ways.
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arbour housing Survey 

the arbour houSing truSt waS founded some ten years ago in response to the general level 
of dereliction and decay in Tonnelle, an outer-city run-down area. There have been a number of 
changes in recent times and there are signs of the long-awaited economic improvement. The local 
population has continued to decline with a movement away from the locality by younger people. 
The proportion of elderly has increased and some of the Victorian housing is again attracting a more 
affluent group of residents, many of whom are professional, and commute to the city centre.

The Arbour Housing Trust recently completed a representative survey of 300 households 
within the locality as part of a review of local housing conditions. A summary of the work done so 
far on the responses to some of the questions is given below.

Q2. How long have you been resident in Tonnelle?

Number of years Frequency

Under 1 21
1 but under 5 66
5 but under 10 69
10 but under 20 84
20 or more 60

Q4. How would your property be best described?

Type Frequency

House 150
Flat 100
Bedsit   45
Other     5

Q5. How long have you been living in this property?

Number of years Frequency

Under 1 28
1 but under 5 78
5 but under 10 81
10 but under 20 71
20 or more 42

Q6. For each item below, ask ‘Do you have . . . ?’ (a) A fixed bath or shower with a hot water 
supply:

Frequency

None   20
Shared   34
Exclusive 246
No answer     0

iLLuStratiVe
eXamPLe

(Continued )
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(b) A flush toilet inside the house:

Frequency

None     8
Shared   58
Exclusive 234
No answer     0

(c) A kitchen separate from the living room:

Frequency

None     2
Shared   28
Exclusive 269
No answer     1

Q10. How often do you use the local post office?

Frequency

Once a month   40
Once a week 200
twice a week   50
More often   10

Q15–Q17 were concerned with mortgage payment.
Analysis already undertaken on this survey data shows 100 respondents having a mortgage 
costing on average £253 a month. Additional information suggests that the standard deviation 
will be about £70.

Q18–Q20 were concerned with rent.
The following table has already been produced to summarize monthly rent:

Rent Frequency

Under £50   7
£50 but under £100 12
£100 but under £150 15
£150 but under £200 30
£200 but under £250 53
£250 but under £300 38
£300 but under £400 20
£400 or more   5

It is known that a similar trust, the Pelouse Housing Trust, has also completed a comparable 
survey in Sauterelle. Sauterelle shares many of the same problems as Tonnelle, but has not 
shown any signs of economic recovery. l l l

(Continued )
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inference
Inference is about generalizing your sample results 
to the whole population. The basic elements of 
inference are:

 ➔ sampling distributions

 ➔ estimation and confidence intervals

 ➔ parametric significance tests

 ➔ non-parametric significance tests

The aim is to reduce the time and cost of data 
collection while enabling us to generalize the 
results to the whole population. It allows us to 
place a level of confidence on our results which 
indicates how sure we are of the assertions we 
make. Results follow from the central limit theorem 
and the characteristics of the Normal distribution 
for parametric tests. Key relationships are:

 ➔  A 95 per cent confidence interval for a mean 
using sample data is given by:

x
s
n

1.96µ = ±

Where s is the sample standard  

deviation = 
x x
n

( )
1

2Σ −
−

 ➔  A 95 per cent confidence interval for a 
percentage using sample results is given by:

p
p p

n
1.96

(100 )π = ±
−

 ➔ Significance tests take eight steps:

1.  State the null and alternative hypotheses 
(H0 and H1)

2.  Determine the sampling distribution for 
the test

3. State the significance level

4. Determine the critical value(s)

5. Calculate the test statistic, e.g.

z
x

n/
µ

σ
=

−

6.  Compare the test statistic with the 
critical value(s)

7. Make a decision

8. Interpretation and ‘business’ significance

 ➔  Where an interval level of measurement has 
not been achieved or is not being used, then 
we can use non-parametric tests such as  
chi-squared. l l l

QuiCK                             Start
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objectives

12

 after working through this chapter, you should be able to:

 ➔ understand the concept of inference

 ➔ understand the central limit theorem

 ➔ understand and apply sampling distributions

 ➔ estimate population parameters

 ➔ determine a confidence interval for a sample mean and percentage

 ➔ use the concept of a confidence interval to determine sample size

 ➔ determine confidence intervals for the difference between sample means 
and sample percentages

 ➔ apply the finite population correction factor

 ➔ apply the t-distribution

we Know that reSuLtS Can vary from sample to sample. We also know that at any 
particular time, we will have results from a single survey and will need to comment on 
them. An effective presentation would include a statement of the results and a state-
ment about how good these results are. In this chapter we not only give estimates like 

‘the average is £5.50’ or ‘the percentage interested is 46 per cent’ but also add a plus or minus so as to 
give two values between which the answer will lie. The user is then in a better position to judge how 
good these statistics are for the intended purpose.

Sampling, as we have seen in Chapter 4, is concerned with the collection of data from a (usually  
small) group selected from a defined, relevant population. Various methods are used to select  
the sample from this population, the main distinction being between those methods based on 
random sampling and those which are not. In the development of statistical sampling theory it 
is assumed that the samples used are selected by simple random sampling, although the methods 
developed in this and subsequent chapters are often applied to other sampling designs. Sampling 
theory applies whether the data is collected by interview, postal questionnaire or observation. 
However, as you will be aware, there are ample opportunities for bias to arise in the methods of 
extracting data from a sample, including the percentage of non-respondents. These aspects must 

Samples, Estimation 
and confidence 
Intervals
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be considered when interpreting the results together with the statistics derived from sampling 
theory.

The only circumstance in which we could be absolutely certain about our results is in the unlikely 
case of having a census with a 100 per cent response rate, where everyone gave accurate information. 
Even then, we could only be certain at that particular point in time. Mostly, we have to work with the 
sample information available. It is important that the sample is adequate for the intended purpose 
and provides neither too little nor too much detail. It is important for the user to define their require-
ments; the user could require just a broad ‘picture’ or a more detailed analysis. A sample that was 
inadequate could provide results that were too vague or misleading, whereas a sample that was over-
specified could prove too time-consuming and too costly.

12.1 Statistical inference
The central tenet of statistical inference is that conclusions can be drawn about the popu-

lation on the basis of the sample results obtained. This result is crucial, and if you cannot accept the 
relationship between samples and the population, then you can draw no conclusions about a popu-
lation from your sample. All you can say is that you know something about the people involved in 
the survey. For example, if a company conducted a market research survey in Buxton and found 
that 50 per cent of their customers would like to try a new flavour of their sweets, what useful 
conclusions could be drawn about all existing customers in Buxton? What conclusions could be 
drawn about existing customers elsewhere? What conclusions could be drawn about potential cus-
tomers? It is important to clarify the link being made between the selected sample and a larger group 
of interest. It is this link that is referred to as inference. To make an inference the sample has got to 
be sufficiently representative of the larger group, the population. It is for the researcher to justify that 
the inference is valid on the basis of problem definition, population definition and sample design.

Often results are required quickly, for example the prediction of election results, or the prediction 
of the number of defectives in a production process and this may not allow sufficient time to conduct 
a census. Fortunately a census is rarely needed since a body of theory has grown up which will allow 
us to draw conclusions about a population from the results of a sample survey. This is statistical 
inference or sampling theory. Taking the sample results back to the problem is often referred to as 
business significance. It is possible, as we shall see, to have results that are of statistical significance but 
not of business significance, e.g. a clear increase in sales of 0.001 per cent.

Calculations based on a sample are referred to as sample statistics. The mean and standard 
deviation, for example, calculated from sample information, will often be referred to as the sample 
mean and the sample standard deviation, but if not, should be understood from their context. They 
are usually represented by letters from the alphabet. The values calculated from population or census 
information are often referred to as population parameters. These values are usually represented by 
Greek letters. These differences in symbols are shown in Table 12.1.

table 12.1: Symbols used to differentiate population parameters and sample statistics

Population Parameters Sample Statistics

NUMBER N n
MEAN µ (Mu) x
STANDARD DEVIATION s (Sigma) s
PROPORTION p (Pi) p
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We can now move on to develop a fundamental element of statistical inference, the sampling distribu-
tion. This draws upon the use of probability as developed in Part 3, especially from the Normal distribution. 

12.2 Sampling Distributions
The sampling distribution enables us to establish the accuracy which a sample statistic, 

such as the sample mean, describes a population parameter. To illustrate how these distributions are 
formed we consider the sampling distribution of the mean.

If we took a random sample of size ‘n’ from a very large specified population and calculated the 
mean, and then we took another sample of equal size and calculated the mean, it would be very 
unlikely that both would give the same result. If we took all possible samples from this population, 
each of the same size (n), we would get a very large number of sample means from which we could 
construct a frequency/probability distribution of these sample means (Figure 12.1). The resulting 
distribution is called the sampling distribution of the mean 

Sample 1 (size n) 
Mean x1 

Sample 2 (size n) 
Mean x2

Sample 3 (size n) 
Mean x3

Sample 4 (size n) 
Mean x4 

All Sample Means - → x1,
x2, x3, x4 .....

→Sampling Distribution
    of the Mean  

P
O
P
U
L
A
T
I
O
N 

figure 12.1 Deriving the sample distribution of the mean

We can also achieve by a similar process, sampling distributions of, for example, the standard 
deviation, variance, median, the range and so on. At this stage we will continue to consider the mean 
as our sample statistic but other sampling distributions for different sample statistics will be intro-
duced in later chapters.

As an illustration of the construction of a sampling distribution of the mean, look at the book’s 
online platform and the spreadsheet ‘CSE17.xlsx’ which takes a very small population (of size ten) 
and shows every possible sample of size two, three or four.

The basic population data is as follows:

Item 1 2 3 4 5 6 7 8 9 10

Value 10 12 10 14 17 15 14 13 12 13

Figure 12.2 provides a screenshot of this spreadsheet and shows the population distribution with 
parameters:

Mean = 13  Standard deviation = 2.160247
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The distribution of sample means, for a sample of two, is also illustrated on the screenshot. This 
distribution has a mean of 13 and a standard deviation of 1.366. 

figure 12.2 Screenshot from cSE17.xlsx

In the spreadsheet CSE17.xlsx on the online platform, the shapes, means and standard 
deviations of the three distributions of sample means is given. Looking through the 
spreadsheet for the other distributions for different sample sizes, what do you notice, 
as sample size increases, about the statistics and distribution shapes? Can you find 
a pattern in the results?

eXerCiSe

We shall now move on to consider more formally the characteristics of the sampling distribution 
of the mean. The form of the sampling distribution of the mean, as do other sampling distributions, 
will depend on:

a. The form of the population distribution.
b. The size of the sample.

12.2.1 Normal distributed populations
Consider a population that has a Normal distribution with a mean m and variance s 2, as shown in 
Figure 12.3 (see over page). If we took every possible sample of size one from this distribution and 
drew a graph of all of the results, then we would just obtain a graph which looked exactly the same as 
the original population, and the diagram would be exactly as in Figure 12.3.
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However, if we increase the sample size to two, and calculate the mean, there will be a change in 
the distribution obtained. Think about a single sample for a moment. When you calculate the aver-
age of two numbers, the answer will be a value between the original numbers. From the use of the 
Normal probability tables (see Chapter 11) we know that we are much more likely to get a sample 
value from somewhere near the mean than from a point on the distribution that is a long way from 
the mean. Thus, the probability that both values in our sample of two will be close to the mean will 
be considerably higher than the probability that both values will be a long way below the mean, or 
a long way above the mean. This will give us a very high probability of getting a sample mean close 
to the population mean, and a relatively small probability of getting a sample mean a long way from 
the population mean. Again, considering every possible sample of two from the distribution, and 
calculating the mean, there will be more sample means close to the population mean than there were 
original population values, since one small value and one large value will give a mean close to the 
centre of the distribution.

This situation is illustrated in Figure 12.4 where we also see that the average of all of the sample 
averages will be the population mean m. As we increase the sample size, the probability of getting 
all of the sample values, and hence the sample average in an extreme tail of the original population 
distribution, becomes extremely small, while the probability of the sample mean being close to the 
original population mean increases.

The illustration in Figure 12.5 shows that as the sample size increases, the distribution of sample 
means remains a Normal distribution with m as its mean; however, the variance of the distribution 
decreases as the sample size increases (i.e. the distribution gets narrower). It can be shown that the 
sample mean has the following Normal distribution:

2

µµ σσ







~ ,X N

n

figure 12.3

Means from sample of size 2 

Population

figure 12.4

Means of samples of size 50

Means of samples of size 20

Population

figure 12.5

60193_12_Ch12_p325-366.indd   334 12/10/12   5:18 PM



335Chapter 12 SampleS, eStimation and ConfidenCe intervalS

where n is the sample size and the standard deviation of this sampling distribution or the standard 
error is given by:

σσ σσ=
2

n n

The standard error reflects the accuracy we are likely to get if we use a sample statistic to estimate a 
population parameter. This variability is attributed to sampling error due to chance. The smaller the 
standard error, relative to the distribution’s mean, the closer are the sample means to the population 
mean and the better the estimate.

12.2.2 Non-Normal distributed populations
There will be situations when the distribution of the population cannot be assumed to be Normal. 
They could, for example, be skewed, rectangular, exponential or even multimodal. One example  
is the distribution of employee salaries which will tend to be right skew. In these circumstances 
the sampling distribution of the mean will – remarkably – be approximately Normal provided that  
the sample size is sufficiently large. In statistical terms, sufficiently large for a simple random sample 
is defined as 30 or more.

So, for non-Normal populations with mean m and standard deviation s where the sample size is  
≥ 30, it can be shown that the sample mean approximates to the following Normal distribution:

µµ σσ







~ ,

2

X N
n

This situation is demonstrated in Figure 12.6 for a population of weekly wages. We see that as the 
sample size increases the sampling distribution approaches normality and also the standard error 
gets smaller.

12.2.3 central limit theorem
The above discussion on sampling distributions reveals some important points. First the mean of 
the sampling distribution of the mean will equal the population mean. Second, as the sample size 
increases the sampling distribution of the mean will approach normality, regardless of the shape of 
the population distribution. This relationship between the population distribution and the sampling 
distribution of the mean is encapsulated in one of the most important theorems in statistical infer-
ence, the central limit theorem: 

No matter what the shape of the parent population, the sampling distribution of sample means will 
approximate to a Normal distribution [N(m, s 2/n)] provided that the sample size is sufficiently large 
(n ≥ 30). 

The Z transformation for sample means is given by:

µµ
σσ

= −Z X
n

We are now concerned with how many standard errors the sample mean is away from the true mean.
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figure 12.6 

Mean    = 386; Standard Deviation     = £198

£0

Sampling Distribution of the mean, n = 10
Mean = £386; Standard error = £62.6

Sampling Distribution of the mean, n = 15
Mean = £386; Standard error = £51.1

Sampling Distribution of the mean, n = 30
Mean = £386; Standard error = £36.1

£1000
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12.2.4 Sampling distribution of proportions
In the case of a proportion of a sample, we are effectively considering a Binomial situation, and, as 
n (the sample size) becomes large, the Binomial distribution can be approximated by the Normal 
distribution (see Section 11.4.1).

Thus the sampling distribution of a proportion will also be a Normal distribution. For a distribution 
with a population proportion π we have the distribution of the sample proportion, P, as:

ππ ππ ππ−





~ , (1 )p N

n

The time spent queuing in traffic on the way to work by the employees of a large firm has a mean of 
60 minutes and a standard deviation of 20 minutes. If a sample of employees is selected at random, 
what is the probability that the sample average will be over 64 minutes if the sample size is (a) 40 and 
(b) 100.

To determine the probabilities of sample statistics, such as the mean, we need to establish the 
sampling distribution concerned. We do not know the shape of the population but, in line with the 
central limit theorem, the sample sizes are over 30 therefore the sampling distribution of the mean 
approximates a Normal distribution, and its measure of spread is defined by the standard error.

(a) With a sample of 40, we have:

standard error = s /√n = 20
40

3.162278=

and

Z
64 60

3.162278
1.2649=

−
=

and, using the Normal distribution tables, P (64 or more) = 0.1020 (or about 10 per cent)

(b) With a sample of 100, we have:

standard error = =20
100

2

and

Z = 64 - 60 = 2
2

and, using the Normal distribution tables, P (64 or more) = 0.02275 (or about 2 per cent).

This example illustrates the fact that, as sample size increases, the chances of getting an extreme 
result diminishes.

example
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The Z transformation for a sample proportion p is given by:
ππ

ππ ππ
= −

−(1 )
Z p

n

B

In this case we are concerned with how many standard errors the sample proportion is away from the 
true proportion. It is worth noting that many problems of this kind are specified in terms of percentages 
and can be managed in exactly the same way. However, the bottom line of the formula will become:

100
ππ

ππ ππ
= −

−( )
Z p

n

B

and p and π are defined in percentage terms.

It is known that 60 per cent of a group (0.6 as a proportion) have tried to lose weight in the last year. 
What are the chances of a random sample showing less than half have tried to lose weight if:

(a) a sample of 60 is chosen?

(b) a sample of 200 is chosen?

Again we need to adapt the Z transformation and recognize the measure of spread of the sampling 
distribution, the standard error, is the square root of the variance given in the formula above. This is 
given by:

(a) With n = 60:

0.6 0.4
60

0.004 0.06325
×

= =

And

Z
0.5 0.6
0.06325

1.581=
−

= −

using the Normal distribution tables, P (less than 50) = 0.0571 (i.e. 5.7 per cent)

(b) With n = 200:

0.6 0.4
200

0.0012 0.03464
×

= =

and

Z
0.5 0.6
0.03464

2.887=
−

= −

using the Normal distribution tables, P (less than 50) = 0.00193 (i.e. 0.2 per cent).

This example illustrates again that the chances of an extreme sample result are reduced if the sample 
size is increased. It is assumed, of course, that the selection method is random, and the sampling 
frame and questionnaire are valid.

example
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12.3 Estimation – inference about a population
In discussing sampling distributions it is certainly not being suggested that, in any particu-

lar situation, all possible samples of a certain size would be selected. What we are arguing is that if 
we know the theoretical distribution of the sample means or proportions, then we can compare this 
to the particular result that we get from our one sample and make probability statements on the reli-
ability and accuracy of the sample statistic.

We have also assumed that we know the parameters of the population. In practice it is unlikely 
that we know these parameters and therefore we have to make inferences about the population 
based, usually, on one sample. We still use our knowledge of the sampling distribution but use our 
sample to estimate the mean and variance of the population, and hence the mean and standard error 
of the sampling distribution. 

Three basic factors will affect our estimates; these are:

 ➔ the size of the sample;
 ➔ the variability in the relevant population;
 ➔ the level of confidence we wish to have in the results.

As illustrated in Figure 12.7, these three factors tend to pull in opposing directions and the final sam-
ple may well be a compromise between the factors.

As we have seen, increases in sample size will reduce standard error and therefore sample results 
will be closer to the population parameter. Under certain conditions however small samples, i.e.  
n < 30, tend to behave in a slightly different way from larger samples and we will look at this when we 
consider the use of the t-distribution later in this chapter. In practice, sample sizes can range from 
about 30 to 3000. Many national samples for market research or political opinion polling require a 
sample size of about 1000. Increasing sample size, also increases cost.

Sample size

Variability
Level of

confidence
required

Sample

figure 12.7

Factors affecting the results

If there was no variation in the original population, then it would only be necessary to take a 
sample of one; for example, if everyone in the country had the same opinion about a certain govern-
ment policy, then knowing the opinion of one individual would be enough. However there are likely 
to be a wide range of opinions on such issues as government policy. The design of the sample will 
need to ensure that the full range of opinions is represented. Even items which are supposed to be 
exactly alike turn out not to be so, for example, items coming off the end of a production line should 
be identical but there will be slight variations due to machine wear, temperature variation, quality of 
raw materials, skill of the operators, etc.
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Since we cannot be 100 per cent certain of our sample results, there will always be a risk that we 
will be wrong; we therefore need to specify how big this risk will be. Do you want to be 99 per cent 
certain you have the right answer, or would 95 per cent certain be sufficient? How about 90 per cent 
certain? The higher the risk you are willing to accept of being wrong, the larger the margin of accept-
able error, and the lower the sample size required.

A very desirable quality of the sample statistic is that it provides an unbiased point  estimator 
of the population parameter; which means that on average the sample statistic equals the 
parameter. 

The sample mean, x , and the sample standard deviation, s, sometimes denoted by σ̂ , will vary 
from sample to sample. The sample mean will sometimes be too high or too low, but on average will 
equal the population mean m. The sample mean is therefore said to be an unbiased point  estimator 
of m. The same can also be said of the sample proportion as an unbiased point estimator of the 
 population proportion p. 

In contrast, if we use the divisor n as we did in the examples of Chapter 6, the sample standard 
deviation will on average be less than s . To ensure that the sample standard deviation is large enough 
to estimate the population standard deviation s reasonably, we use the divisor (n - 1). This follows 
from a separate result of sampling theory which states that the sample standard deviation calculated 
in this way is a better point estimator of the population standard deviation than that using a divi-
sor of n. (Note that we do not intend to prove this result which is well documented in a number of 
mathematical statistics books.)

In summary, the unbiased point estimates are:

Sample mean x  = estimate of population m

Sample proportion p = estimate of population p

Sample standard deviation ( )
( 1)

2

s x x
n∑=
−
−

= estimate of population s (σ̂ )

12.4 confidence interval for the population mean
We have already noted in 12.3 that the unbiased point estimate of the population mean can 

vary from sample to sample. It is an estimate and therefore unlikely to exactly equal the population 
mean. We do know that larger samples will produce smaller standard errors and therefore produce 
more accurate results. We can use this standard error to estimate that the population’s mean lies 
within a small interval around the sample mean. In this way, the population mean is estimated to lie 
in the region:

x  ± standard error

This provides an interval estimate for the population mean. In Chapter 11 we were able to show that 
the area under a distribution curve can be used to represent the probability of a value being within 
an interval. We are the now in a position to talk about the population mean being within the interval 
with a calculated probability.

As seen in Section 12.2, the distribution of all sample means will follow a Normal  distribution, 
at least for large samples, with a mean equal to the population mean and a standard deviation 
(the standard error) equal to s/√n 
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From our knowledge of the Normal distribution (see Chapter 11 or Appendix C) we know that  
95 per cent of the distribution lies within 1.96 standard deviations of the mean. Thus, for the distri-
bution of sample means, 95 per cent of these will lie in the interval:

1 96µµ σσ±± .
n

as shown in Figure 12.8. This may also be written as a probability statement to indicate the probabil-
ity that any sample mean lies in this interval:

1.96 1.96 0µµ σσ µµ σσ≤≤ ≤≤− +






 = .95P

n
x

n

Standard error =

x

95% of observations

– 1.96 + 1.96
n n

n

figure 12.8

the distribution of sample 
means 

Sample 1

x – 1.96 / x + 1.96 /
x

Sample 2

Sample 3
x3

x2

x1

95% of observations

nn

figure 12.9

confidence interval from 
different samples 

As you can see in Figure 12.8, a larger sample size would narrow the width of the interval (since we 
are dividing by root n). If we were to increase the percentage of the distribution included, by increas-
ing the 0.95, we would need to increase the 1.96 values, and the interval would get wider.

By rearranging the probability statement we can produce a 95 per cent confidence interval for 
the population mean:

1.96µµ σσ±±= x
n

This is the form of the confidence interval which we will use, but it is worth stating what it says in words:

the true population mean (which we do not know) will lie within 1.96 standard errors of the sample 
mean with a 95 per cent level of confidence.

In practice you would only take a single sample, but this result utilizes the central limit theorem to allow 
you to make the statement about the population mean. There is also a 5 per cent chance that the true 
population mean lies outside this confidence interval, for example, the data from Sample 3 in Figure 12.9.
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In constructing the confidence interval we have assumed that we know the population standard 
deviation, s. In practice we would of course use our estimate from the our sample – the sample 
standard deviation s. The structure of the confidence interval is still valid provided that the sample 
size is fairly large. Thus the 95 per cent confidence interval which we shall use will be:

1.96µµ == ±±x s
n

Where s x x
n∑= −

−
( )
( 1)

2

 = estimate of population s

For a 99 per cent confidence interval, the formula would be:

2.576µµ = ±x s
n

iLLuStratiVe
eXamPLe

arbour housing Survey

in the arbour houSing SurVey 100 respondents had mortgages, paying on average £253 per 
month. If it can be assumed that the standard deviation for mortgages in the area of Tonnelle is 
£70, calculate a 95 per cent confidence interval for the mean.

The sample size is n = 100, the sample mean, x  = 253 and the population standard deviation, 
s = 70. By substituting into the formula given above, we have:

£253 1.96
£70
100

£253 £13.72

µ

µ

= ± 





= ±

or we could write this as:

£239.28 £266.72µ≤ ≤

We are fairly sure (95 per cent confident) that the average mortgage for the Tonnelle area is 
between £239.28 and £266.72. There is a 5 per cent chance that the true population mean lies 
outside of this interval. l l l

A sample of 90 people were selected from a large population. If the average amount spent per week 
on lottery tickets was found to be £5.60 and the sample standard deviation was £2.90, calculate the 
95 per cent confidence interval for the mean of the population.

example
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As this last example illustrates, the more certain we are of the result (i.e. the higher the level of con-
fidence), the wider the interval becomes. That is, the sampling error becomes larger. Sampling error 
depends on the probability excluded in the extreme tail areas of the Normal distribution, and so, as 
the confidence level increases, the amount excluded in the tail areas becomes smaller. This example 
also illustrates a further justification for sampling, since the measurement itself is destructive (length 
of life), and thus if all items were tested, there would be none left to sell.

12.4.1 confidence intervals using tabulated survey data
It may well be the case that you need to produce a confidence interval on the basis of tabulated 
data.

A random sample of 300 items from a production line are selected for testing to estimate their 
average length of life. The sample mean was calculated to be 250 hours and the sample standard 
deviation found to be six hours. Calculate the 95 per cent and 99 per cent confidence intervals for the 
population mean.

The sample statistics are n = 300, x  = 250, and s = 6 hours. By substitution into the formula, the 
95 per cent confidence interval is:

250 1.96
6
300

250 0.679

or 249.321 250.679

µ

µ
µ

= ± ×

= ±
≤ ≤

Similarly, the 99 per cent confidence interval is given by:

250 2.576
6
300

250 0.892

or 249.108 250.892

µ

µ
µ

= ± ×

= ±
≤ ≤

example

The sample statistics are n = 90, x = £5.60 and s = £2.90. By substitution into the formula, the  
95 per cent confidence interval is given by:

£5.60 1.96
£2.90

90
£5.60 £0.599

µ

µ

= ± ×

= ±

or we could write this as:

£5.001 £6.199µ≤ ≤

(Continued )
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We can calculate the mean and sample standard deviation using:

1
or

1 1

2 2ΣΣ ΣΣ ΣΣ

= Σ

= −
−









 =

−
−

−










( ) ( )
( )

2

x fx
n

s f x x
n

s fx
n

fx
n n

The calculations are shown in Tables 12.3 and 12.4.
Confidence intervals are obtained by the substitution of sample statistics, from either Table 12.3 

or 12.4 into the expression for the confidence interval. The 95 per cent confidence interval is:

1.96

£221.25 1.96 £89.48
180

£221.25 £13.07
or £208.18 £234.32

x s
n

µ

µ

µ
µ

= ±

= ±

= ±
≤ ≤

12.4.2 Sample size for a mean
As we have seen, the size of the sample selected has a significant bearing on the actual width of the 
confidence interval that we are able to calculate from the sample results. If this interval is too wide, 
it may be of little use, for example for a confectionery company to know that the weekly expenditure 

iLLuStratiVe
eXamPLe

arbour housing Survey

the foLLowing eXamPLe uSeS a table from the Arbour Housing Survey (and reproduced as  
Table 12.2) showing monthly rent. l l l

table 12.2 Monthly rent

Rent Frequency

Under £50   7
£50 but under £100 12
£100 but under £150 15
£150 but under £200 30
£200 but under £250 53
£250 but under £300 38
£300 but under £400 20
£400 or more   5
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on a particular type of chocolate was between £0.60 and £3.20 would not help in planning. Users of 
sample statistics require a level of accuracy in their results. From our calculations above, the confi-
dence interval is given by:

x z s
n

µ = ±

table 12.3

Rent Frequency x fx f(x -x ) 2 

Under £50 7 25* 175 269 598.4375
£50 but under £100 12 75 900 256 668.75
£100 but under £150 15 125 1 875 138 960.9375
£150 but under £200 30 175 5 250 64 171.875
£200 but under £250 53 225 11 925 745.3125
£250 but under £300 38 275 10 450 109 784.375
£300 but under £400 20 350 7 000 331 531.25
£400 or more     5 450*    2 250    261 632.8125 
totals 180 39 825 1 433 093.75

* assumed mid-point

x
fx
n

s
f x x

n

39825
180

221.25

( )
1

1433093.75
179

89.48
2

=
Σ

= =

=
Σ −

−






 = 





=

£

£

table 12.4

Rent Frequency x fx fx2 

Under £50 7 25* 175 4 375
£50 but under £100 12 75 900 67 500
£100 but under £150 15 125 1 875 234 375
£150 but under £200 30 175 5 250 918 750
£200 but under £250 53 225 11 925 2 683 125
£250 but under £300 38 275 10 450 2 873 750
£300 but under £400 20 350 7 000 2 450 000
£400 or more     5 450*    2 250    1 012 500 
totals 180 39 825 10 244 375

* assumed mid-point

x
fx
n

s
fx

n
fx

n n

= Σ = =

= Σ
−

− Σ
−









 = −

×








 =

£

£

39825
180

221.25

1
( )
( 1)

10244375
179

(39825)
180 179

89.48
2 2 2
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where z is the value from the Normal distribution tables (for a 95 per cent interval this is 1.96). 
We could rewrite this as:

x eµ = ±
and now

e z s
n

= ×

From this we can see that the error, e, is determined by the z value, the sample standard deviation and 
the sample size. As the sample size increases, so the error decreases, but to halve the error we would 
need to quadruple the sample size (since we are dividing by the square root of n). Rearranging this 
formula gives:

2

n zs
e

= 





and we thus have a method of determining the sample size needed for a specific error level, at a given 
level of confidence. Note that we would have to estimate the value of the sample standard deviation, 
either from a previous survey, or from a pilot study.

What sample size would be required to estimate the population mean for a large set of company 
invoices to within £0.30 with 95 per cent confidence, given that the estimated standard deviation of 
the value of the invoices is £5?

To determine the sample size for a 95 per cent confidence interval, let z = 1.96 and, in this case,  
e = £0.30 and s = £5. By substitution, we have:

n
1.96 £5

£0.30
1067.11

2

=
×



 =

and we would need to select 1068 invoices to be checked, using a random sampling procedure 
(rounding-up in this situation).

example

You know (from the previous example) that if you want to estimate a mean value to within 
£0.30 with 95 per cent confidence and have been given an estimated standard deviation of £5 
then the required sample size is 1068 or more.

Go to Google or some other search engine and use the words ‘sample size calculator’. 
Your search should offer you a number of ways to make a quick calculation of sample size 
(and buy software and services). What answers do you get? Do they differ? If they differ, why 
do they differ?

eXerCiSe

60193_12_Ch12_p325-366.indd   346 12/10/12   5:18 PM



347Chapter 12 SampleS, eStimation and ConfidenCe intervalS

12.5 confidence interval for a population percentage
In the same way that we have used the sample mean ( )x  to estimate the confidence interval 

for the population mean (μ), we can now use the percentage with a certain characteristic in a sample 
(p) to estimate the percentage with that characteristic in the whole population (p).

We discussed the sampling distribution of sample proportions and percentages in Section 12.2.4 
and noted that the distribution, is approximated by a Normal distribution with a mean of p and a 
standard error of:

100ππ ππ−( )
n

The 95 per cent confidence interval for a percentage will be given by:

1.96 100ππ ππ ππ= ± × −( )p
n

as shown in Figure 12.10.

– 1.96 n + 1.96 n

Standard error = (100 –

(100 –(100 –

n

95% of observations

p

figure 12.10

the distribution of sample 
percentages

The probability statement would be:

1.96 (100 ) 1.96 (100 ) 0.95P
n

p
n

π π π π π π
−

−
≤ ≤ +

−





=

but a more usable format is:

1.96 100ππ ππ ππ= ± −( )p
n

Unfortunately, this contains the value of the population percentage, π, on the right-hand side of the 
equation, and this is precisely what we are trying to estimate. Therefore we substitute the value of 
the sample percentage, p. Therefore the 95 per cent confidence interval that we use, will be given by:

1.96 100ππ = ± −( )p p p
n

A 99 per cent confidence interval for a percentage would be given by:

2.576 100ππ = ± −( )p p p
n

Interpretation of these confidence intervals is exactly the same as the interpretation of confidence 
intervals for the mean.
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iLLuStratiVe
eXamPLe

arbour housing Survey

in the arbour houSing SurVey, 246 respondents out of the 300 reported that they had exclusive 
use of a fixed bath or shower with a hot water supply. Calculate a 95 per cent and a 99 per cent 
confidence interval. The sample percentage:

P
246
300

100 82%= × =

The 95 per cent confidence interval:

82% 1.96
82 18

300
82% 4.3%π = ± ×

×
= ±

or 77.7% ≤ p ≤ 86.3%

The 99 per cent confidence interval:

82% 2.576
82 18

300
82% 5.7%π = ± ×

×
= ±

or 76.3% ≤ p ≤ 87.7%

It can be seen that the increased certainty of the stated result (from 95 per cent confident to  
99 per cent confident) has also increased the size of the sampling error term. l l l

A random sample of 100 invoices has been selected from a large file of company records. If nine were 
found to contain errors, calculate a 95 per cent confidence interval for the true percentage of invoices 
from this company containing errors.

The sample percentage is p = 9%. This sample statistic is used to estimate the population 
percentage containing errors, p. By substituting into the formula for a 95 per cent confidence interval, 
we have:

9% 1.96
9(100 9)

100
9% 5.609%π = ± ×

−
= ±

or we could write:

3.391% ≤ p ≤ 14.609% or more simply 3.4% ≤ p ≤ 14.6%

As you can see, this is rather a wide interval.

example
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12.5.1 Sample size for a percentage
As with the confidence interval for the mean, when we are considering percentages, we will often 
wish to specify the amount of acceptable error in the final result. If we look at the form of the error, 
we will be able to determine the appropriate sample size. The error is given by:

(100 )e z p p
n

=
−

and rearranging this gives:

100=






 × × −( )
2

n z
e

p p

The value of p used will either be a reasonable approximation or a value from a previous survey or 
from a pilot study.

Where no information is available about the appropriate value of p to use in the calculations, we 
would use a value of 50 per cent. Looking at the information given in Table 12.5, we can see that at a 
value of p = 50% we have the largest possible standard error, and thus the largest sample size require-
ment. This will be the safest approach where we have no prior knowledge.

table 12.5 the size of standard error

p (100 - p)
−p(100 p)

n

10 90 √(900/n)
20 80 √(1600/n)
30 70 √(2100/n)
40 60 √(2400/n)
50 50 √(2500/n) maximum standard error
60 40 √(2400/n)

In a pilot survey, 100 invoices are selected randomly from a large file and nine were found to contain 
errors. What sample size would it be necessary to take if we wish to produce an estimate of the 
percentage of all invoices with errors to within plus or minus 3 per cent with a 95 per cent level of 
confidence?

Here we may use the result of the pilot study p = 9%. The value of z will be 1.96. Substituting into 
the formula, we have:

= 





 × × =n

1.96
3

9 91 349.5856
2

So, to achieve the required level of accuracy, we need a sample of 350 randomly selected invoices.

example
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Comparing the last two examples, we see that in both cases the level of confidence specified is  
95 per cent, and that the level of acceptable error to be allowed is plus or minus 3 per cent. However, 
because of the different assumption that we were able to make about the value of p in the formula, 
we arrive at very different values for the required sample size. This shows the enormous value of hav-
ing some prior information, since, for the cost of a small pilot survey, we are able to reduce the main 
sample size to approximately 35 per cent of the size it would have been without that information. In 
addition a pilot survey also allows us to test the questionnaire to be used (as discussed in Chapter 4).

An alternative to the usual procedure of a pilot survey followed by the main survey is to use a 
sequential sampling procedure. This involves a relatively small sample being taken first, and then 
further numbers are added as better and better estimates of the parameters become available. In 
practice, sequential sampling requires the continuation of interviews until results of sufficient accu-
racy have been obtained.

What sample size would be required to produce an estimate for a population percentage to within plus 
or minus 3 per cent if no prior information were available?

In this case we would let p = 50% and assume the ‘worst possible case’. By substituting into the 
formula, we have:

n
1.96

3
50 50 1067.1

2

= 



 × × =

So, to achieve the required accuracy, we would need a random sample of 1068.

example

You know (from the previous example) that if you want to estimate a percentage to within 
plus or minus 3 per cent with 95 per cent confidence and assume the ‘worst case scenario’ of  
50 per cent then the required sample size is 1068 or more.

Go to Google or some other search engine as before (Section 12.4.2) and use the words 
‘sample size calculator’. Your search should offer you a number of ways to make a quick 
calculation of sample size for a percentage. What answers do you get? Do they differ? If they 
differ, why do they differ?

eXerCiSe

12.6  the difference between means of independent 
samples

We have so far considered only working with a single sample. In many cases of survey 
research we also wish to make comparisons between groups in the population, or between seem-
ingly different populations. In other words, we want to make comparisons between two sets of sample 
results. This could, for example, be to test a new machining process in comparison to an existing one 
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by taking a sample of output from each. Similarly we may want to compare consumers in the north 
with those in the south of a country or region.

In this section we will make these comparisons by calculating the difference between the sample 
statistics derived from each sample. We will also assume that the two samples are independent and 
that we are dealing with large samples. (For information on dealing with small samples see Section 12.8.) 
Although we will not derive the statistical theory behind the results we use, it is important to note 
that the theory relies on the samples being independent and that the results do not hold if this is not 
the case. For example, if you took a single sample of people and asked them a series of questions, 
and then two weeks later asked the same people another series of questions, the samples would not  
be independent and we could not use the confidence intervals shown in this section. (You may recall 
from Chapter 4 that this methodology is called a panel survey.)

One result from statistical sampling theory states that although we are taking the difference 
between the two sample parameters (the means or percentages), we add the variances. This is because 
the two parameters are themselves variable (see Section 11.3) and thus the measure of variability 
needs to take into account the variability of both samples.

12.6.1 confidence interval for the difference of means
The format of a confidence interval remains the same as before:

population parameter = sample statistic ± standard error

but now the population parameter is the difference between the population means (m1 - m2), the sam-
ple statistic is the difference between the sample means ( )1 2x x−  and the standard error is: 

+








1

2

1

2
2

2

s
n

s
n

Multiplying the standard error by the Z-value from the Normal distribution table provides the 
 confidence interval. The 95 per cent confidence interval for the difference of means is given by the 
following formula:

µµ µµ− = − ± +








( ) ( )1 2 1 2

1
2

1

2
2

2

x x s
n

s
n

1.96

where the subscripts denote Sample 1 and Sample 2. (Note the relatively obvious point that we must 
keep a close check on which sample we are dealing with at any particular time.)

12.6.2 confidence interval for the difference of percentages
In this case we only need to know the two sample sizes and the two sample percentages to be able to 
estimate the difference in the population percentages. The formula for this confidence interval takes 
the following form:

ππ ππ− = − ± − + −







( ) ( ) ( ) ( )

1 2 1 2
1 1

1

2 2

2

p p p p
n

p p
n

1.96 100 100

where the subscripts denote Sample 1 and Sample 2.
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iLLuStratiVe
eXamPLe

arbour housing Survey

it haS been deCided to compare some of the results from the Arbour Housing Survey with those 
from the Pelouse Housing Survey. Of particular interest was the level of monthly rent, a summary 
of which is given below:

The Arbour Housing Survey (Survey 1) The Pelouse Housing Survey (Survey 2)

n1 = 180 n2 = 150
      x 1 = £221.25       x 2 = £206.38
     s1 = £89.48      s2 = £69.88

By substitution, the 95 per cent confidence interval is:

µ µ− = − ± +








 = ±( ) (£221.25 £206.38) 1.96 (89.48)

180
(69.88)

150
£14.87 £17.201 2

2 2

or

-£2.30 ≤ (m1 - m2) ≤ £32.07

As this range includes zero, we cannot be 95 per cent confident that there is a difference in rent 
between the two areas, even though the average rent on the basis of sample information is 
higher in Tonnelle (the area covered by the Arbour Housing Survey). This notion will be returned 
to in the next chapter although the observed difference could be explained by inherent variation 
in sample results. l l l

iLLuStratiVe
eXamPLe

arbour housing Survey

in the arbour houSing SurVey, 234 respondents out of the 300 reported that they had exclusive 
use of a flush toilet inside the house. In the Pelouse Housing Survey 135 out of 150 also reported 
that they had exclusive use of a flush toilet inside the house. Construct a 95 per cent confidence 
interval for the percentage difference in this housing quality characteristic. The summary statistics 
are as follows:

The Arbour Housing Survey (Survey 1) The Pelouse Housing Survey (Survey 2)

  n1 = 180

p
234
300

100 78%1 = × =

  n2 = 150

= × =p
135
150

100 90%2
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The significance of the results will reflect the sample design. The width of the confidence interval 
(and the chance of including a zero difference) will decrease as:

1 the size of sample or samples is increased;
2 the variation is less (a smaller standard deviation);
3 in the case of percentages, the difference from 50 per cent increases (see Table 12.5); and
4 the sample design is improved (e.g. the use of stratification).

The level of confidence still needs to be chosen by the user – 95 per cent being most typical. However, 
it is not uncommon to see the use of 90 per cent, 99 per cent and 99.9 per cent confidence intervals.

An operator of fleet vehicles wishes to compare the service costs at two different garages. 
Records from one garage show that for the 70 vehicles serviced the mean cost was £255 
and the standard deviation £9. Records from the other garage show that for the 50 vehicles 
serviced the mean cost was £252 and the standard deviation £12. Construct a 95 per cent 
confidence interval for the difference in servicing costs.

(You should get: 95 per cent confidence interval, (m1 - m2) = £3 ± £3.94.)

eXerCiSe

In a survey of 600 electors, 315 claimed they would vote for party X. A month later, in another 
survey of 500 electors, 290 claimed they would vote for party X. Construct a 95 per cent 
confidence interval for the difference in voting.

(You should get: 95 per cent confidence interval, (p1 - p2) = -5.5% ± 5.89%.)

eXerCiSe

By substitution, the 95 per cent confidence interval is:

( ) (78% 90%) 1.96
78 22

300
90 10

150
12% 6.7%1 2π π− = − ±

×
+

×



 = − ±

or

18.7% ( ) 5.3%1 2π π− ≤ − ≤ −

This range does not include any positive value or zero, suggesting that the percentage from the 
Arbour Housing Survey is less than that from the Pelouse Housing Survey. In the next chapter we 
will consider how to test the ‘idea’ that a real difference exists. For now, we can accept that the 
sample evidence does suggest such a difference. l l l

(Continued )

12.7 the finite population correction factor
In all the previous sections of this chapter we have assumed that we are dealing with sam-

ples that are large enough to meet the conditions of the central limit theorem (n > 30), but are 
small relative to the defined population. We have seen (Section 12.5.1), for example (making these 
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assumptions), that a sample of just over 1000 is needed to produce a confidence interval with a sam-
pling error of ± 3 per cent. However, what happens if the population were only a 1000, or 1500 or 
2000? Some populations by their nature are small, e.g. specialist retail outlets in a particular region. 
In some cases we may decide to conduct a census and exclude sampling error. In other cases we may 
see advantages in sampling.

As the proportion of the population included in the sample increases, the sampling error will 
decrease. Once we include all the population in the sample – take a census – there will be no error 
due to sampling (although errors may still arise due to bias, lying, mistakes, etc.). To take this into 
account in our calculations we need to correct the estimate of the standard error by multiplying it by 
the finite population correction factor. This is given by the following formula:

−








n
N

1

where n is the sample size, and N is the population size. As you can see, as the value of n approaches 
the value of N, the value of the bracket gets closer and closer to zero, thus making the size of the 
standard error smaller and smaller. As the value of n becomes smaller and smaller in relation to N, 
the value of the bracket gets nearer and nearer to one, and the standard error gets closer and closer 
to the value we used previously.

Where the finite population correction factor is used, the formula for a 95 per cent confidence 
interval becomes:

µµ = ± × −






 ×x n

N
s
n

1.96 1

As a ‘rule of thumb’, we only consider using the finite correction factor if the sample size is 10 per cent 
or more of the population size. Typically, we don’t need to consider the use of this correction factor, 

Suppose a random sample of 30 wholesalers used by a toy producer order, on average 10 000 
cartons of crackers each year. The sample showed a standard deviation of 1500 cartons. In total, the 
manufacturer uses 40 wholesalers. Find a 95 per cent confidence interval for the average size of 
annual order to this manufacturer.

Here, n = 30, N = 40, x  = 10 000 and s = 1500. Substituting these values into the formula, we have:

µ = ± −






 × = ±10000 1.96 1

30
40

1500
30

10000 268.384

Which we could write as:

µ≤ ≤9731.616 10268.384

If no allowance had been made for the high proportion of the population selected as the sample, the 
95 per cent confidence interval would have been:

µ≤ ≤9463.232 10536.768

which is considerably wider and would make planning more difficult.

example
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because we work with relatively large populations. However, it is worth knowing that ‘correction fac-
tors’ do exist and are seen as a way of reducing sampling error.

iLLuStratiVe
eXamPLe

arbour housing Survey  

giVen the baCKground information, we could reasonably assume that the number of house-
holds (the population for the purpose of these housing surveys) in Tonnelle and Sauterelle was 
relatively large compared to the sample sizes. In which case, we would not consider making the 
finite population correction. l l l

12.8 the t-distribution
We have been assuming that either the population standard deviation (s) was known (an 

unlikely event), or that the sample size was sufficiently large so that the sample standard deviation, s, 
provided a good estimate of the population value (see Section 12.3). Where these criteria are not met, 
we are not able to assume that the sampling distribution will approximate a Normal distribution, and 
thus the formulæ developed so far will not apply. As we have seen in Section 12.4.1, we are able to 
calculate the standard deviation from sample data, but where we have a small sample, the amount of 
variability will be higher, and as a result, the confidence interval will need to be wider.

If you consider the case where there is a given amount of variability in any population, when a 
large sample is taken, it is likely to pick up examples of both high and low values, and thus the vari-
ability of the sample will reflect the variability of the population. When a small sample is taken from 
the same population, the fewer values available make it less likely that all of the variation is reflected in 
the sample. Thus a given standard deviation in the small sample would imply more variability in the 
population than the same standard deviation in a large sample.

Even with a small sample, if the population standard deviation is known, then the confidence 
intervals can be constructed using the Normal distribution as:

x z
n

µ σ
= ±

where z is the critical value taken from the Normal distribution tables.
Where the value of the population standard deviation is not known we will use the t-distribution 

to calculate a confidence interval:

µµ σσ= ±x t
n

where t is a critical value from the t-distribution. (The derivation of why the t-distribution applies to 
small samples is beyond the scope of this book, and of most first-year courses, but the shape of this 
distribution as described below gives an intuitive clue as to its applicability.)

The shape of the t-distribution is shown in Figure 12.11. You can see that it is still a symmetrical 
distribution about a mean (like the Normal distribution), but that it is wider.
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In fact it is a misnomer to talk about the t-distribution, since the width and height of a particular 
t-distribution varies with the number of degrees of freedom. This new term is related to the size 
of the sample, being represented by the letter υ (pronounced new), and is equal to n - 1 (where n is 
the sample size). As you can see from the diagram, with a small number of degrees of freedom, the 
t-distribution is wide and flat; but as the number of degrees of freedom increases, the t-distribution 
becomes taller and narrower. As the number of degrees of freedom increases, the t-distribution tends 
to the Normal distribution.

Values of the t-distribution are tabulated by degrees of freedom and are shown in Appendix D 
but, to illustrate the point about the relationship to the Normal distribution, consider Table 12.6. We 
know that to exclude 2.5 per cent of the area of a Normal distribution in the right-hand tail we would 
use a z-value of 1.96. Table 12.6 shows the comparative values of t for various degrees of freedom.

Where d.f. equals the
degrees of freedom for
a particular t-distribution

Normal distribution

d.f. = 10

d.f. = 1

t
543210–1–2–3–4–5

figure 12.11

the standard Normal 
distribution (z) and the 
t-distribution

table 12.6 Percentage points of the t-distribution

Degrees of freedom (v) Percentage excluded in right-hand tail area 2½%

1 12.706
2 4.303
5 2.571

10 2.228
30 2.042
Ç 1.960

Before using the t-distribution, let us consider an intuitive explanation of degrees of freedom. If a 
sample were to consist of one observation we could estimate the mean (take the average to be that 
value), but could make no estimate of the variation. If the sample were to consist of two observations, 
we would have only one measure of difference or one degree of freedom. If the sample consisted of 
three values, then we would have two estimates of difference, or two degrees of freedom. Degrees of 
freedom can be described as the number of independent pieces of information. In estimating varia-
tion around a single mean the degrees of freedom will be n - 1. If we were estimating the variation 
around a line on a graph (see Section 15.5) the degrees of freedom would be n - 2 since two param-
eters have been estimated to position the line.

The 95 per cent confidence interval for the mean from sample data when σ is unknown takes the 
form:

µµ = ±x t s
n0.025

where t0.025 excludes 2.5 per cent of observations in the extreme right-hand tail area.
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We have illustrated the use of the t-distribution for estimating the 95 per cent confidence interval 
for a population mean from a small sample. Similar reasoning will allow calculation of a 95 per cent 
confidence interval for a population percentage from a single sample, or changing of the level of 
confidence by changing the value of t used in the calculation.

A sample of six representatives were selected from a large group to estimate their average daily 
mileage. The sample mean was 340 miles and the standard deviation 60 miles. Calculate the 95 per 
cent confidence interval for the population mean.

The summary statistics are: n = 6, x  = 340, and s = 60.
In this case, the degrees of freedom are υ = n - 1 = 5, and the critical value from the t-distribution 

is 2.571 (see Appendix D). By substitution, the 95 per cent confidence interval is:

340 2.571
60

6
340 62.98

or 277.02 402.98

µ

µ

= ± × = ±

≤ ≤

If the sampling error is unacceptably large we would need to increase the size of the sample.

example

A sample of 15 employees was randomly selected from the workforce to estimate the average 
travel time to work. If the sample mean was 55 minutes and the standard deviation 13 minutes 
calculate the 95 per cent and the 99 per cent confidence intervals.

(Answer: 95% confidence interval, m = 55 ± 7.20;
99% confidence interval, m = 55 ± 9.99)

eXerCiSe

The sales of a particular product in one week were recorded at five randomly selected shops as 
16, 82, 29, 31 and 54. Calculate the sample mean, standard deviation (using a divisor of n - 1) 
and 95 per cent confidence interval.

(Answer: x = 42.4, s = 26.02; 95% confidence interval, m = 42.4 ± 32.30)

eXerCiSe

Where two small independent samples are involved, and we wish to estimate the difference in 
either the means or the percentages, we can still use the t-distribution, but now the number of degrees 
of freedom will be related to both sample sizes:

21 2v n n= + −

and it will also be necessary to allow for the sample sizes in calculating a pooled standard error for 
the two samples.
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In the case of estimating a confidence interval for the difference between two means the pooled 
standard error is given by:

== ++ −−
++ −−

−( ) ( 1)s n s n s
n np
1

2
1 1

2
2 2

2

1 2

and the confidence interval is:

µµ µµ− = − ± × × +








( ) ( )1 2 1 2

1 2

x x t s
n np
1 1

the t value being found from the tables, having:

= + −1 2v n n 2

degrees of freedom. A theoretical requirements of this approach are that: 

 ➔ both samples have variability of the same order of magnitude.
 ➔ The populations from which the samples were drawn are approximately Normal.

Two processes are being considered by a manufacturer who has been able to obtain the following 
figures relating to production per hour. Process A produced 110.2 units per hour as the average from a 
sample of ten hourly runs. The standard deviation was 4. Process B had 15 hourly runs and gave 
an average of 105.4 units per hour, with a standard deviation of 3. The summary statistics are as 
follows:

Process A Process B

 n1 = 10  n2 = 15
x 1 = 110.2 x 2 = 105.4
 s1 = 4  s2 = 3

Thus the pooled standard error for the two samples is given by

Sp

(10 1)4 (15 1)3
10 15 2

3.42624
2 2

=
− + −

+ −
=

There are υ = 10 + 15 - 2 = 23 degrees of freedom, and for a 95 per cent confidence interval, this 
gives a t-value of 2.069 (see Appendix D). Thus the 95 per cent confidence interval for the difference 
between the means of the two processes is

µ µ

µ µ

− = − ± × × +



 = ±

≤ − ≤

( ) (110.2 105.4) 2.069 3.42624
1

10
1

15
4.8 2.894

or 1.906 ( ) 7.694

1 2

1 2

example
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iLLuStratiVe
eXamPLe

arbour housing Survey  

the SamPLe SizeS inVoLVed in the Arbour Housing Survey and the Pelouse Housing Survey are 
well above 30 and we can, for most practical purposes assume the Normal distribution. However, 
if our analysis begins to focus on subsets of the sample, for example those that share a kitchen 
(Q6(c)) or those paying a monthly rent of under £150 (questions 18–20) then the numbers become 
small and we need to use the t-distribution. As a guide, we tend to use the confidence intervals 
based directly on the Normal distribution and assume a large population unless there is good 
reason to do otherwise. l l l

in what ways are confidence 
intervals like a compass? mini CaSe 12.1

the imPortanCe of intuition iS generally accepted. Intuition can give insight and a sense of new 
direction but can mislead and be over-optimistic. Imagine you are lost in a fog. Intuition may tell you 
to continue, turn back or give some other option. You may not know how good these are until after 
the event. A compass will always give the direction of magnetic north. How useful the compass is 
will depend on your knowledge of the area and your experience of using a compass. The old saying 
is that the compass will never lie. There is a judgement in using what you may expect and what you 
calculate. Both can give good results or be misleading. What we do need to be aware of are the ways 
we can be wrong. In the fog, we can wrongly think we know the best direction. In the fog, others 
might agree with a poor decision. Having made a decision, we can also be over-confident that it  
is right. Like a compass, confidence intervals should give a sense of direction with the data we are 
working with.

Financial Times, 29 august 2003
Many marketing people make this mistake, say Andrew Gershoff and Eric Johnson. But did FT 
readers fare any better:
Marketing is a social process, not simply the analysis of dry statistical reports. Whether your 
customers live in another country or another region, or are part of a different economic class, the 
heart of marketing is understanding them and their needs. Often, though, marketers and managers 
are very different from their customers – most products are developed by teams of like-minded people 
who may have little in common with the intended buyer.

This can create problems for marketers during the decision-making process – problems that have 
been highlighted by consumer research, behavioural economics and social psychology. Here we 
examine two of these pitfalls and discuss their causes and possible cures. Moreover, we shall see how 
a sample of Financial Times readers performed in making judgements like the ones we discuss.

(Continued )
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False consensus
In a 1993 study, US managers were asked to estimate various attributes of markets, including 
the percentage of beer sold in US supermarkets that was imported from other countries and the 
percentage of US households that purchased canned chilli. They were also asked how much they 
personally liked and purchased imported beer and canned chilli.

At the time of the study only about 2 per cent of beer sold in US supermarkets was imported. The 
executives, who tended to like and buy imported beer, gave an average estimate of 20 per cent. On 
average, the more an executive liked and purchased imported beer, the higher was his or her estimate 
of the amount of imported beer sold.

Canned chilli, on the other hand, is a product that was largely disliked and was rarely purchased 
by US executives. While 40 per cent of US households buy it in a given year, the executives’ average 
estimate was only 28 per cent. Again, the more an executive personally shied away from canned chilli, 
the lower was his or her estimated purchase for the country as a whole.

The explanation for this disparity lies in a psychological phenomenon called the false consensus 
effect, in which people tend to think that their own attitudes are more common than they really are. 
When people estimate what others like and do, their own attitudes sway their responses.

Since the psychologists Lee Ross, David Green and Pamela House identified this effect in 1977, a 
number of reasons have been suggested as to why it occurs.

One is that it is so easy for people to think of what they like and dislike that they give these 
preferences extra weight. Another is that when they think of other people, they think of people they 
know well, who tend to be similar to them. Thus their judgement is biased.

What can managers do to avoid false consensus in their estimates? Just being aware of it may 
not be enough. Joachim Kruger and Russell Clement, psychological researchers, found the effect can 
occur even when people are specifically warned about it.

But there are ways in which the effect may be reduced. Perhaps the most important is by using 
market research. A number of studies have found that observing real data can reduce the incidence of 
false consensus. Second, managers can employ diverse teams of people.

Over-confidence
The second error lies in failing to identify what we do not know. When we asked the executives to 
indicate how certain they were of their estimates, they were typically over-confident.

Along with estimates, they also provided 90 per cent confidence intervals (or upper and lower 
bounds for their estimates), representing their belief that the true value would fall, on average, nine 
out of ten times within these bounds.

Over-confidence is not universal but it does appear to be common. The best way to guard against it is to 
make explicit statements about how confident you are and to check how things turn out. You may start out 
being just as over-confident as our executives but at least you have a chance to learn from your mistakes.

Sophisticated FT readers
So how do readers of the Financial Times compare with other executives? Why would we expect them 
to be different? In 1997 Richard Thaler asked FT readers to solve a popular problem from game theory, 
sometimes known as the Beauty Contest game.

Professor Thaler wanted to see how they would do in comparison to the other groups that had 
played the game.

The bottom line was this: they showed a high level of strategic sophistication. Whether it was due 
to a significant prize, self-selection (only those who thought they would do well would enter) or other 
characteristics of FT readers, this group was more sophisticated than many others, including samples 
of chief executives, financial analysts and MBAs at many of the world’s top institutions.

(Continued )
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12.9 conclusions
Sampling is used to improve our knowledge of a particular population. The population 

may well be defined in terms of people but could also be defined in terms of items produced, retail 
outlets or in other ways. Essentially the sample statistics are being used to estimate the population 
parameters. Rather than just use the sample statistic (say the sample mean), as a point estimate of 
the population parameter (say the population mean), we can use an interval estimate. In making a 
point estimate (i.e. using the sample mean as our estimate of the population mean) we will only give 
precisely the right answer by chance; in fact, there is a very good chance that we will get an answer 
that is not particularly close. An interval increases the chance of including the correct answer; and 
we can also say what this chance (or level of confidence) is.

A confidence interval will normally take the form:
population parameter = sample statistic ± a sampling error

where the sampling error is so many (usually 1.96 for a 95 per cent confidence interval) standard 
errors. A summary of the notation and standard errors is given in Table 12.7.

Would the same thinking apply here? As a group, the answer is no.
We asked 274 respondents questions similar to those we had used in the past, but which we 

thought might tap differences between European (particularly those from the UK) and US readers. 
We also offered a $250 prize funded jointly by the Columbia Centre for the Decision Sciences and the 
Columbia Centre for Excellence in E-Business.

First, we asked readers to estimate the percentage of European beer sold in US supermarkets. 
According to Information Resources, which supplied recent data, European imports account for  
4.1 per cent of the US market; our FT readers gave an average estimate of 24.4 per cent, more than 
five times as high.

Our second question asked about the average annual sum spent on tea (in bag form) Research 
gives a figure of $5.92 but our respondents estimated on average more than $56, off by a factor of 
almost ten.

These are difficult questions and FT readers may have known the perils of intuitive estimation. If so, 
they should have spread their confidence intervals wide, yielding – as we had hoped – answers outside 
their confidence intervals (that is to say, surprises) only 10 per cent of the time. However, 82 per cent 
of the confidence intervals for beer and 72 per cent of those for tea did not contain the right answer.

Why did this occur? One hint is that European beers made up 45 per cent of the respondents’ 
purchases and they reported spending about $50 on tea bags every year. Once more, it looks as if 
FT readers thought their customers were much more like them than they really are – in spite of the 
incentive offered by the prize.

Of course, this task might have seemed more difficult for Europeans; and they might have felt 
at a handicap compared with our US entrants. They need not have worried: while they drank more 
European beer and purchased more tea-bags than their US counterparts, it did not affect their 
judgements significantly. They did no worse or better than their US counterparts.

In short, the results of the contest suggest that motivation alone cannot eliminate false consensus 
and over-confidence.

Source: Copyright: Andrew Gershoff and Eric Johnson – reproduced by permission of the authors. See also: 
http://false-consensus.behaviouralfinance.net/ – this website provides a number of contemporary academic 
articles on false consensus in finance. For example, ‘The Beliefs of Others: The Financial Crisis and Stock Market 
Expectations’ (March, 2010)

(Continued )
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Confidence intervals are more useful if they are relatively narrow. If they are wider they give less 
information; for example there is little point in being told that between 10 per cent and 90 per cent 
of a particular group are likely to buy your product; a statement like between 40 per cent and 45 per 
cent is far more helpful.

The confidence intervals produced can only be as good as the data we are using and our ability to 
give an interpretation to the results (see Mini Cases).

12.9.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

 ➔ Illustration of the construction of a sampling distribution in the ExCEL file CSE17.xlsx
 ➔ A student guide to ExCEL can be found in Part 8 of the online platform. eXCeL

table 12.7 Notation and standard error

Sample statistic Population 
parameter

Sample estimate of 
standard error

Degrees of 
freedom
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n
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12.10 Questions

Discussion questions
1 What do you understand by the terms:

 i) the sampling distribution of the mean?
ii) the standard error of the sampling distribution of the mean?

2 What are the differences between point estimates and confidence intervals?

3 A first year undergraduate module was developed with an assignment that could be in two 
different modes of presentation: 
Version 1 – conventional paper based
Version 2 – purely electronic.
A study was carried out to see if the two versions produced different results. Two independent 
random samples of students were selected and  each sample of students were given one of 
the assignment versions to complete. Version 1 produced a mean mark of 75.5 per cent and 
Version 2 a mean of 80.8 per cent. The 95 per cent confidence interval of the difference in the 
means was 5.3% ± 4.3%:
 (i)  Would this confidence interval suggest that the module developers could be 95 per cent 

confident that there was a difference in the marks? If so, why?
(ii) What reservations would you have regarding the design of this study?

Multiple choice questions
1 You can take a smaller sample if:

a. you want to do a more detailed 
analysis of subgroups

b. less accuracy is acceptable
c. a higher level of confidence is required
d. there is more variability in the 

population

2 A sample of size 100 was taken from a 
Normal distributed population. The sample 
standard deviation was 4 with a mean of 2. 
The standard error of the mean is:
a. 4
b. 2
c. 0.2
d. 0.4

3 If you decide to use a 95 per cent 
confidence interval rather than a 99 per 
cent confidence interval you would expect 
the confidence interval to:
a. become wider 
b. stay the same 
c. become smaller 
d. increase by 4 per cent

4 Given the sample statistics n = 80, x  = 
£9.90 and s = £1.84 , the 95 per cent 
confidence interval for the population 
mean is given by:
a. m = £9.90 ± £0.40 
b. m = £9.90 ± £1.84 
c. m = £8.06 ± £1.84 
d. m = £9.90 ± £3.61

5 To estimate the true mean to within £5.00 
with a 95 per cent confidence interval, 
given a standard deviation of £56.50 
requires a sample size of: 
a. 100 
b. 250 
c. 500 
d. 1000

6 In a survey of 300 call customers, 33 complain 
that connection time is a problem for them. 
The 95 per cent confidence interval is:
a. 33 ± 2% 
b. 33 ± 4% 
c. 11% ± 2% 
d. 11% ± 4%
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7 Assuming a ‘worst case scenario’ that p = 50% 
the sampling size required to give a 95 per 
cent confidence interval with a sampling 
error of no more that ± 2 per cent is: 
a. 1000 
b. 1500 
c. 2000 
d. 2500

8 Given n1 = 150, x1 = £78.40, s1 = £8.20 and 
n2 = 180, x2 = £72.00, s2 = £6.45 the 95 per 
cent confidence interval for the difference 
of means is given by:
a. £6.40 ± £1.62 
b. £6.40 ± £1.96 
c. £6.40 ± £0.82 
d. £6.40 ± £3.24

9 Given n1 = 150, p1 = 7% and n2 = 180,  
p2 = 4% the 95 per cent confidence interval 
for the difference of percentages is given by:
a. 3% ± 3% 
b. 3% ± 5% 
c. 3% ± 7% 
d. 3% ± 9%

10 A sample of 70 is taken from a population 
of 80. The finite population correction 
factor is:
a. 0.9354 
b. 0.875 
c. 0.3536 
d. none of these

11 A random sample of eight business 
transactions was selected from a large 
number of such transactions. The degrees 
of freedom (ν ) and the critical value (cv) 
using the t-distribution for the 95 per cent 
confidence interval would be:
a. ν = 7 and cv = 1.895 
b. ν = 8 and cv = 1.860 
c. ν = 7 and cv = 2.365 
d. ν = 6 and cv = 2.447

Exercise questions
1 A production line produces items with a mean weight of 80 gm and a standard deviation of 5 gm: 

 (i) If repeated samples, each of size 100, were taken from the production line and each sample 
mean were recorded to form a sampling distribution of the means, what would be the 
mean and standard deviation (standard error) of this sampling distribution? 

(ii) What is the probability that a sample of 100 items has a mean weight of less than 79 gm?

2 It has been estimated that the average weekly wage in a particular industry is £172 and that the 
standard deviation is £9. Assuming wages follow a Normal distribution, what is the probability 
that a random sample of ten employees will have an average weekly wage of £180 or more?

3 It has been claimed that only 45 per cent of customers find changes to an invoicing system 
an improvement. Assuming this is the case, determine the probability that a market research 
survey of 100 customers will show that 50 per cent or more report an improvement. What are 
the implications for the design of the survey?

4 A survey of 50 home buyers with mortgage arrears revealed that the average level of arrears 
was £1796. Produce a 95 per cent confidence interval for an assumed standard deviation of 
£500, £1000 and £2000. What would you conclude from your findings?

5 During an audit, a random sample of 60 invoices was taken from a large population. The mean 
value of invoices in this sample was £125.50 and the sample standard deviation was £10.20. 
 (i) Find the 99 per cent and 95 per cent confidence intervals for the mean value of all invoices. 
(ii) Explain what you understand by these two confidence intervals.
If the auditor wishes to halve the 95 per cent interval, what sample size would be required?   
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6 The number of breakdowns each day on a section of road were recorded for a sample of 250 days 
as follows:

Number of breakdowns Number of days

0 100
1 70
2 45
3 20
4    10 

250

Calculate the 95 per cent and the 99 per cent confidence intervals for the mean. Explain your 
results.

7 The average weekly overtime earnings from a sample of workers from a particular service 
industry were recorded as follows:

Weekly overtime earnings (£) frequency

Under 1 10
1 but under 2 29
2 but under 5 17
5 but under 10 12
10 or more   3 

80

 (i) Calculate the mean, standard deviation and the 95 per cent confidence interval for the mean.
(ii) What sample size would be required to estimate the average overtime earnings to within 

±£0.50 with a 95 per cent confidence interval?

8 In a survey of 1000 electors, 20 per cent were found to favour party x.
a. Construct a 95 per cent confidence interval for the percentage in favour of party x.
b. What sample size would be required to estimate the percentage in favour of party x to 

within ±1 per cent with a 95 per cent confidence interval?

9 A sample of 75 packets of cereals was randomly selected from the production process and 
found to have a mean of 500g and standard deviation of 20g. A week later a second sample of 
50 packets of cereal was selected, using the same procedure, and found to have a mean of 505g 
and standard deviation of 16g. Construct a 95 per cent confidence interval for the change in 
the average weight of cereal packets.

10 A sample of 120 housewives was randomly selected from those reading a particular magazine, 
and 18 were found to have purchased a new household product. Another sample of 150 
housewives was randomly selected from those not reading the particular magazine, and only 
six were found to have purchased the product. Construct a 95 per cent confidence interval for 
the difference in the purchasing behaviour.
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11 A sample of 35 workers was randomly selected from a workforce of 110 to estimate the average 
amount spent weekly at the canteen. The sample mean was £5.40 and the sample standard 
deviation was £2.24:
a. Calculate a 95 per cent confidence interval for the mean.
b. What sample size would be required to estimate the mean to within ±£0.50 with a 95 per 

cent confidence interval?

12 The time taken to complete the same task was recorded for seven participants in a training 
exercise as follows:
Construct a 95 per cent confidence interval for the average time taken to complete the task.

13 The development engineer of a company making razors has been asked by the marketing 
department to compare the shaving times of the company’s standard razor and deluxe razor.
The development engineer records the time, X, it takes him to shave, on seven mornings, using 
a standard razor. The times, in seconds, were:

217, 210, 254, 237, 232, 228, 243

His assistant volunteers to test the deluxe razor over six mornings and produces the following 
times, Y, measured in seconds:

186, 219, 168, 202, 191, 184

  (i) Determine the sample mean and standard deviation for Sample X and Sample Y.
 (ii) Determine a 95 per cent confidence interval of the difference between the two means.
(iii) Does this confidence interval suggest that there is a difference between the two shaving 

times? Explain.
(iv) Comment on the design of this study.
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13

Objectives After working through this chapter, you will be able to:

➔➔ understand and apply the concept of a significance test

➔➔ use a hypothesis test on a population mean or percentage

➔➔ construct one-sided tests of hypotheses

➔➔ understand the different types of error

➔➔ test the difference in population means and population percentages

➔➔ construct tests given small sample sizes

Significance teSting aimS tO make statements about a population parameter, or 
parameters, on the basis of sample evidence called point estimation (see Section 12.3). 
The emphasis here is on testing whether a set of sample results support, or are consistent 
with, some fact or supposition about the population. We are looking for a ‘Yes’ or ‘No’ 

answer from a significance test; either the sample results do support the supposition, or they do not. 
As you might expect, the two ideas of significance testing and confidence intervals are closely linked 
and all of the assumptions made in Chapter 12 about the underlying sampling distribution remain the 
same for significance tests. In this chapter we consider tests which are classified as  parametric tests. 
They rely on assumptions about the shape of the underlying population distribution (e.g. assume a 
Normal distribution) and the parameters (e.g. means and standard deviations) of the assumed distri-
bution. In Chapter 14 we will consider non-parametric tests which rely on no or few assumptions 
about the form or parameters of the population distribution from which the sample was drawn.

If we are dealing with samples, and not a census, we can never be 100 per cent sure of our results; 
sample results will vary from sample to sample and from the population parameter. However, by test-
ing an idea (or hypothesis) and showing whether it is likely or unlikely to be true we can make useful 
statements about the population and this can inform business decision-making.

Significance testing is about putting forward an idea in the form of a testable proposition that 
captures the properties of the problem that we are interested in. The idea we are testing could be a 
matter of social concern like whether the majority of people support changing legislation on animal 
welfare or a health issue. The methodology is applicable to a wide range of problems. Whenever we 
are interested in change or difference, we can ask the question whether it is  statistically significant.

Significance  
Testing 
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Advertising claims can be tested by taking an appropriate sample and testing if the claimed 
 characteristics, for example strength, length of life, or percentage of people preferring this brand, 
are supported by the sample evidence. In developing statistical measures we often want to test if a 
certain parameter is significantly different from zero; this has useful applications in the development 
of correlation and regression models (see Chapter 15).

The ability to construct tests is an important skill. We may, for example, have a set of sample results 
from two regions giving the percentage of people purchasing a product, and want to test whether there 
is a significant difference between the two percentages. Similarly, we may conduct an annual survey and 
wish to test whether there has been any significant shift in the last year. In the same way that we created 
a confidence interval for the differences between two samples, we can also test for such differences.

Finally we will also look at the situation where only small samples are available and consider the 
application of the t-distribution to significance testing.

13.1 Significance testing using confidence intervals
Significance testing is concerned with accepting or rejecting ideas. These ideas are known as 

hypotheses. If we wish to test one in particular, we refer to it as the null hypothesis. The term ‘null’ 
can be thought of as meaning no change or no difference from the assertion. The null hypothesis can 
be thought of as the ‘neutral’ statement. When testing we assume no change or difference in the same 
way that a Court of Law will assume innocence unless there is sufficient evidence of guilt. We only 
abandon this assumption if there is sufficient evidence.

As a procedure, we would first state a null hypothesis; something we wish to judge as true or false 
on the basis of statistical evidence. We would then check whether or not the null hypothesis was 
consistent with the confidence interval. If the null hypothesis is contained within the confidence 
interval it will be accepted, otherwise, it will be rejected. A confidence interval can be regarded as a 
set of acceptable hypotheses.

To illustrate significance testing consider two examples from Chapter 12.

iLLUStRatiVe
eXamPLe

arbour Housing Survey 1 

in tHe aRbOUR HOUSing SURVey, it was found that the average monthly rent was £221.25 and that 
the standard deviation was £89.48, on the basis of 180 responses (see Section 12.4.1). The 95 per 
cent confidence interval of the mean was constructed as follows:

x
s
n

µ = ± 1.96

m = £221.25 ± 1.96 × £89.48/ √180

m = £221.25 ± £13.07

or

£208.18 ≤ m ≥ £234.32
(Continued )
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Now suppose the purpose of the survey was to test the view that the amount paid in monthly 
rent was about £200. The null hypothesis (denoted by H0) would be written as:

µ =H : £2000

As the value of £200 is not included within the confidence interval we must reject the null 
hypothesis.

The values of the null hypothesis that we can accept or reject are shown on Figure 13.1. In 
rejecting the view that the average rent is £200 we must also accept that there is a chance that 
our decision could be wrong. There is a 2.5 per cent chance that the average is less than £208.18 
(which would include an average of £200) and a 2.5 per cent chance that the average is greater 
than £234.32. As we shall see (Section 13.4) there is a probability of making a wrong decision, 
which we need to balance against the probability of making the correct decision. l➔l➔l

Accept H0Reject H0 Reject H0

£234.32£208.18

figure 13.1

(Continued )

arbour Housing Survey 2 

in tHe aRbOUR HOUSing SURVey, 78 per cent of 300 respondents reported that they had exclusive 
use of a flush toilet inside the house. Whereas in the Pelouse Housing survey, 90 per cent of 
150 respondents reported exclusive use (see Section 12.6.2). 

Now suppose the purpose of the two surveys was to test the view there was no difference 
in the percentages of residents with exclusive use of a flush toilet. The null hypothesis (denoted 
by H0) would be written as:

H0: p1 = p2

where p1 = Population percentage of Arbour Housing residents
p2 = Population percentage of Pelouse Housing residents

(Continued )

iLLUStRatiVe
eXamPLe
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The outcome in the above example can also be illustrated in an error bar plot, Figure 13.2, where 
each confidence interval is plotted on a graph. This illustration shows graphically that the two inter-
vals do not overlap. If they did overlap then we would conclude that there is evidence to suggest that 
the two percentages were not different.

13.2 Hypothesis testing for single large samples
Rather than talk about significance testing we will often talk about hypothesis testing; this 

usefully gets us to think about the idea or concept we want to test. This name does stress that we are 
testing some supposition about the population, which we can write down as an hypothesis.

In fact, we will have two hypotheses whenever we conduct a significance test: one relating to the 
supposition that we are testing, and one that describes the alternative situation.

The first hypothesis relates to the claim, supposition or previous situation and is usually called 
the null hypothesis and labelled as H0. It implies that there has been no change in the value of 
the parameter of interest; so for example, if the average weekly spend on wine last year among 
18 to 25 year olds was £15.53, then the null hypothesis would be that it is still £15.53. If it has 

100

95

90

85

80

75

70
0 1 2

1. Arbour

Estimated percentage

2. Pelouse

figure 13.2

Error bar plot: 95% confidence 
intervals of percentage

We could construct the 95 per cent confidence interval of a percentage for both survey 
outcomes using:

p
p p

n
1.96

(100 )π = ± −

p1 = 78% ± 4.7% or 73.3% ≤ p1 ≥ 82.7%

p2 = 90% ± 4.8% or 85.2% ≤ p2 ≥ 94.8%

As can be seen, the two confidence intervals do not overlap which would suggest that the two 
percentages are different and therefore we would reject the null hypothesis. l➔l➔l

(Continued )
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been claimed that 75 per cent of consumers prefer a certain flavour of ice cream, then the null 
hypothesis would state the claim that the population percentage preferring that flavour is equal 
to 75 per cent.

The null hypothesis could be written out as a sentence, but it is more usual to abbreviate it; for a 
mean this would be:

H :0 0µµ µµ==

where m0 is the claimed or previous population mean.
For a percentage:

H :0 0ππ ππ==

where p0 is the claimed or previous population percentage.
The second hypothesis (H1) summarizes what will be the case if the null hypothesis is not true. It is 

usually called the alternative hypothesis ( fairly obviously!), and is labelled as HA or as H1 depending 
on which text you follow: we will use the H1 notation here. This alternative hypothesis is usually not 
specific, in that it does not usually specify the exact alternative value for the population parameter, 
but rather, it just says that some other value is appropriate on the basis of the sample evidence; for 
example, the mean amount spent is not equal to £15.53, or the percentage preferring this flavour of 
ice cream is not 75 per cent.

As before, this hypothesis could be written out as a sentence, but a shorter notation is usually 
preferred:

µ µ≠H :1 0

for a mean, where m0 is the claimed or previous population mean. 
For a percentage:

π π≠H :1 0

where p0 is the claimed or previous population percentage.
Whenever we conduct a hypothesis test, we assume that the null hypothesis is true while we are 

doing the test, and then come to a conclusion on the basis of the figures that we calculate during 
the test.

To conduct a test, we compare the sample evidence (sample statistic) with the null hypoth-
esis (which is assumed to be true). This difference is measured by a test statistic associated 
with the sampling distribution which, for a mean or a percentage (for large samples), can be 
approximated by the Normal distribution. A test statistic of zero or reasonably near to zero 
would suggest the null hypothesis is correct. The larger the difference between the sample 
evidence and the null hypothesis, the larger the value of the test statistic. If the difference is 
sufficiently large we conclude that the null hypothesis is incorrect and accept the alternative 
hypothesis. To make this decision we need to decide on a critical value or critical values. The 
critical value(s) define the point(s) at which the chance of the null hypothesis being true is at a 
small, predetermined level, usually 5 per cent or 1 per cent (called the significance level and 
sometimes labelled as ‘a’). In this chapter you will see both the z-value and t-value being used 
as a test statistic.

However, it is worth noting that some statistical packages just calculate the probability of the 
null hypothesis being true when you use them to conduct tests – these are quoted as ‘p-values’. The 
reason for doing this is to see how likely or unlikely the result is. If the result is particularly unlikely 
when the null hypothesis is true, then we might begin to question whether this is, in fact, the case. 
Obviously we will need to define more exactly the phrase ‘particularly unlikely’ in this context before 
we can proceed with hypothesis tests.
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Most tests are conducted at the 5 per cent level of significance, and you should recall that in the 
Normal distribution, the z-values of -1.96 and +1.96 cut off a total of 5 per cent of the distribution, 
2.5 per cent in each tail. If a calculated z-value is between -1.96 and +1.96, then we accept the null 
hypothesis; if the calculated z-value is below -1.96 or above +1.96, we reject the null hypothesis in 
favour of the alternative hypothesis. This situation is illustrated in Figure 13.3.

figure 13.3

Acceptance and rejection regions

Accept H0Reject H0 Reject H0

–1.96 +1.96
z

If we were to conduct the test at the 1 per cent level of significance, then the two values used to cut 
off the tail areas of the distribution would be -2.576 and +2.576.

For each test that we wish to conduct, the basic approach will remain the same, although some of 
the details will change, depending on what exactly we are testing. The approach involves a number of 
steps as given below, and we suggest that by following this you will present clear and understandable 
significance tests (and not leave out any steps).

Step Example

1 State hypotheses. H0: m ≠ m0

H1: m ≠ m0

2  Decide on the appropriate statistical 
 distribution for testing H0.

3 State the significance level (a).

For testing the mean, assuming a large sample, use 
the Normal distribution. 
5%

4  State critical (cut-off) values associated 
with the sampling distribution of the test

For a Normal distribution these are
-1.96 and +1.96.

5 Calculate the test statistic (e.g. z). Answer varies for each test, but say 2.5 for example.

6  Compare the value of the test statistic to 
the critical values.

In this case it is above +1.96.

7 Come to a conclusion. Here we would reject H0.

8 Put your conclusion into English. The sample evidence does not support the original 
claim that the population mean was the specified 
value.
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While the significance level may change, which will lead to a change in the critical values, the major 
difference as we conduct different types of hypothesis test is in the way in which we calculate the test 
statistic at Step 5.

13.2.1 A test statistic for a population mean
In the case of testing for a particular value for a population mean when the sampling distribution of 
the mean is assumed Normal, the formula used to calculate z in Step 5 is:

/
z x

n
µµ

σσ
== −−

As we saw in Chapter 12, the population standard deviation (s) is rarely known, and we use the 
sample standard deviation (s) in its place. We are assuming that the null hypothesis is true, and so 
m = m0. The formula will become:

/
0z x

s n
µµ== −−

where

s x x
n∑= −

−
( )
( 1)

2

We are now in a position to carry out a test.

A production manager claims that an average of 50 boxes per hour are filled with finished goods at 
the final stage of a production line. A random sampling of 48 different workers, at different times, 
working at the end of identical production lines shows an average number of boxes filled as 47.5 with a 
standard deviation of 0.7 boxes. Does this evidence support the assertion by the production manager 
at the 5 per cent level of significance?

Step 1: The null hypothesis is based on the production manager’s assertion:

H0: m = 50 boxes per hour

The alternative hypothesis is any other answer:

H1: m ≠ 50 boxes per hour

Step 2: Testing the mean for a large sample – Normal distribution

Step 3: As stated in the question, this level is 5 per cent.

Step 4: The critical values are -1.96 and +1.96 (from Appendix C).

example

(Continued )
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Although there is only a 2.5 difference between the claim and the sample mean in this example, 
the test shows that the sample result is significantly different from the claimed value.

In all hypothesis testing, it is not the absolute difference between the values which is important, 
but the number of standard errors that the sample value is away from the claimed value. Statistical 
significance should not be confused with the notion of business significance or importance.

13.2.2 A test statistic for a population percentage
The test process remains the same but the formula used to calculate the z-value will need to be 
changed. (You should recall from Chapter 12 that the standard error for a percentage is different 
from the standard error for a mean.) The formula is:

(100 )
0

0 0

z p

n

ππ
ππ ππ

== −−
−−

where p is the sample percentage and p0 is the claimed population percentage (remember that we are 
assuming that the null hypothesis is true).

Step 5: Using the formula given above, the z-value (the test statistic) can be calculated as:

z
47.5 50
0.7/ 48

2.5
0.101036

24.744= − = − = −

Step 6: The calculate value (-24.744) is below the lower critical value (-1.96).

Step 7: We may therefore reject the null hypothesis at the 5 per cent level of significance.

Step 8:  The sample evidence does not support the production manager’s assertion that the average 
number of boxes filled per hour is 50. The number is significantly different from 50.

(Continued )

An auditor claims that 10 per cent of invoices for a company are incorrect. To test this claim a random 
sample of 100 invoices are checked, and 12 are found to be incorrect. Test, at the 5 per cent significance 
level, if the auditor’s claim is supported by the sample evidence.

Step 1: The hypotheses can be stated as:

H0: p = 10%

H1: p ≠ 10%

Step 2: Testing the percentage for a large sample – Normal distribution

Step 3: The significance level is 5 per cent.

Step 4: The critical values are -1.96 and +1.96.

example

(Continued )
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In this example, the calculated value falls between the two critical values. On the basis of the sample 
evidence we have, we cannot reject the claim. Once we have constructed a test, we have to accept the result. 
It is therefore important that the test is adequate for the intended purpose. If we want to be certain about 
the number of incorrect invoices, we would need to consider a complete check i.e. carry out a census.

When we calculated a confidence interval for the population percentage (in Section 12.5) we used 
a slightly different formulation of the sampling error. There we used:

(100 )p p
n

−−





because we did not know the value of the population percentage; we were using the sample percent-
age as our best estimate, and also as the only available value. When we come to significance tests, 
we have already made the assumption that the null hypothesis is true (while we are conducting the 
test), and so we can use the hypothesized value of the population percentage in the calculations. The 
formula for the sampling error will thus be:

(100 )0 0

n
ππ ππ−





In many cases there would be very little difference in the answers obtained from the two different formu-
lae, but it is good practice (and shows that you know what you are doing) to use the correct formulation.

iLLUStRatiVe
eXamPLe

arbour Housing Survey  

it HaS been cLaimed On the basis of census results that 87 per cent of households in Tonnelle 
now have exclusive use of a fixed bath or shower with a hot water supply. In the Arbour Housing 
Survey of this area, 246 respondents out of the 300 interviewed reported this exclusive usage. 
Test at the 5 per cent significance level whether this claim is supported by the sample data.

(Continued )

Step 5: The sample percentage is 12/100 × 100 = 12%

 Test statistic:

z
12 10

10(100 10)
100

0.67= −
−

=

Step 6: The calculated value falls between the two critical values. 

Step 7: We therefore cannot reject the null hypothesis.

Step 8:  The evidence from the sample is consistent with the auditor’s claim that 10 per cent of the 
invoices are incorrect.

(Continued )
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Step 1: The hypotheses can be stated as:

H0: p = 87%

H1: p ≠ 87%

We are assuming that the claim being made is correct.

Step 2: Testing the percentage for a large sample – Normal distribution.

Step 3: The significance level is 5 per cent (but could have been set at a different level if required).

Step 4: The critical values are -1.96 and +1.96.

Step 5: The sample percentage is (246/300) × 100 = 82%

 Test statistic:

z = −
−

= −82 87
87(100 87)

300

2.58.

Step 6: The calculated value falls below the critical value of -1.96.

Step 7: We therefore reject the null hypothesis at the 5 per cent significance level.

Step 8:  The sample evidence does not support the view that 87 per cent of households in the Tonnelle 
area have exclusive use of a fixed bath or shower with a hot water supply. Given a sample 
percentage of 82 per cent we could be tempted to conclude that the percentage was lower – 
the sample does suggest this, but the test was not structured in this way and we must accept 
the alternative hypothesis that the population percentage is not likely to be 87 per cent. We 
will consider this issue again when we look at one-sided tests in Section 13.3. l➔l➔l

(Continued )

the answers you get depend on the  
questions you ask! try freakonomics mini caSe 13.1

tHiS may Seem a VeRy obvious statement but problem understanding does require challenging, 
provocative and testing questions. To merely ask the same questions, look for nothing new, is likely 
to leave you with the same answers. The asking of questions is not merely a search for agreement 
but rather an opportunity to allow other explanations to emerge. The use of data is important. It 
provides the evidence we need to accept or reject any new ideas or explanations. Data should not 
just be accepted at ‘face value’. We need to ask what ‘does it mean’. The relationship between the 
measurements we have is likely to be complex. To know the growth of the student population and 
the prison population (they tend to be correlated) may give you some interesting figures but gives little 
understanding of either.

(Continued )

60193_13_Ch13_p367-400.indd   376 13/10/12   1:46 PM



377Chapter 13 SignifiCanCe teSting

13.3 One-sided significance tests
The significance tests shown in the last section may be useful if all we are trying to do is test 

whether or not a claimed value could be true, but in most cases we want to be able to go one step 
further. In general, we would want to specify whether the real value is above or below the claimed 
value in those cases where we are able to reject the null hypothesis.

One-sided tests will allow us to do exactly this. The method employed, and the appropriate 
test statistic which we calculate, stay the same; it is the alternative hypothesis and the interpretation 
of the answer which will change. Suppose that we are investigating the purchase of cigarettes, and 

Steven Levit and Stephen Dubner in their book ‘Freakonomics’ ask a series of probing questions 
that give different insights into social and economic life. They do ask questions like:

➔➔ Is sumo wrestling corrupt?

➔➔ Are real-estate agents like the Ku Klux Klan?

➔➔ If drug dealers make so much money why do they live with their mothers?

➔➔ Where have all the criminals gone?

The authors developed their ideas in a later book ‘Superfreakonomics’ where they discuss issues such 
as global warming, solving what were seemingly intractable problems, and birth and death.

In both books sources of data are explored to see whether there is evidence, for example, that 
teachers cheat or the outcomes of a sumo wrestling bout cannot be merely explained by chance. Some 
of the explanations are controversial like the reintroduction of legal abortion in America in the 1970s 
is an important explanatory factor in the (unexpected) fall of violent crime in the 1990s. There is an 
examination of the difference a child’s name can have of their chances in life with examples like Winner, 
who became a detective in the New York Police Department and Loser who became a criminal.

The imaginative use of data also allows the exploration of the economic activity level we refer to 
as the black economy. You won’t find official figures on work done ‘cash in hand’ but it is important in 
certain sectors and does make a difference to certain groups of individuals.

Freakonomics and Superfreakonomics are adventurous books that put forward different ideas and 
attempt to test them by an imaginative use of data. We are familiar with a legal system that assumes 
innocence until proven guilty. In the same way, we can start with a null hypothesis of innocence, or the 
abortion rate makes no difference to social fabric, or your name makes no difference to opportunity, 
or that a hidden economy does not exist. The alternative hypothesis is going to be one of making a 
difference. On the basis of evidence, we accept or reject the null hypothesis. The evidence is data 
based and may require considerable analysis.

Testing ideas (hypothesis) can be a challenging way to use data. The acceptance of an hypothesis 
does not mean that it is definitely correct. There is always a chance that it is wrong but it is a good 
way of exploring existing wisdom. You still need to give an interpretation and you still need to draw 
your own conclusions.

Sources: D. Levitt & Stephen J. Dubner, Freakonomics, Penguin Books, 2005; 

D. Levitt & Stephen J. Dubner, SuperFreakonomics, Penguin Books, 2010;

www.freakonomics.com; www.superfreakonomicsbook.com; 

‘Shadow economy is UK’s secret growth industry’, The Business, 16 April, 2006

(Continued )
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know that the percentage of the adult population who regularly purchased last year was 34 per cent. 
If a sample is selected, we do not want to know only whether the percentage purchasing has changed, 
but rather whether it has decreased (or increased). Before carrying out the test it is necessary to 
decide which of these two propositions you wish to test.

If we wish to test whether or not the percentage has decreased, then our hypotheses 
would be:

Null hypothesis H0: p = p0

Alternative hypothesis  H1: p < p0

where p0 is the actual percentage in the population last year. This may be an appropriate hypothesis 
test if you were interested in whether recent health promotion initiatives were working.

If we wanted to test if the percentage had increased, then our hypotheses would be:

Null hypothesis H0: p = p0

Alternative hypothesis  H1: p > p0

This could be an appropriate test if you were working for a manufacturer in the tobacco industry and 
were interested in the impact of improved packaging and presentation.

To carry out the test, we will want to concentrate the chance of rejecting the null hypothe-
sis at one end of, for example, the Normal distribution (see Figure 13.4). Where the significance 
level is 5 per cent, then the critical value will be -1.645 (i.e. the cut-off value taken from the Nor-
mal  distribution tables) for the hypotheses H0: p = p0, H1: p < p0 and +1.645 for the hypotheses  
H0: p = p0, H1: p > p0. (Check these figures from Appendix C.) Where the significance level is set at 
1 per cent, then the critical value becomes either -2.33 or +2.33. In terms of answering examination 
questions, it is important to read the wording very carefully to determine which type of test you are 
required to perform.

The interpretation of the calculated z-value is now merely a question of deciding into which of 
two sections of the Normal distribution it falls.

–2.5 –2.0 –1.5 –1.0 –0.5 0 0.5

5%

1.0 1.5 2.0 2.5

figure 13.4

One-tailed test

13.3.1 A one-sided test for a population mean
Here the hypotheses will be in terms of the population mean, or the claimed value. Consider the 
following example.

Although the significance test (page 379) has shown that statistically there has been a significant 
increase in the average length of life of the batteries, the amount may not be particularly important 
for the manufacturer or the customer. We would still need to be cautious in making a claim like 
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‘our batteries now last even longer!’. Whenever hypothesis tests are used it is important to distinguish 
between statistical significance and importance. This distinction is often ignored.

iLLUStRatiVe
eXamPLe

arbour Housing Survey  

it HaS been aRgUed tHat, because of the types of property and the age of the population in 
Tonnelle, average mortgages are likely to be around £200 a month. However, the Arbour Hous-
ing Trust believe the figure is higher because many of the mortgages are relatively recent and 
many were taken out during the house price boom. Test this proposition, given the result from 

(Continued )

A manufacturer of batteries has assumed that the average expected life is 299 hours. As a result of recent 
changes to the filling of the batteries, the manufacturer now wishes to test if the average life has increased.

A sample of 200 batteries was taken at random from the production line and tested. Their average 
life was found to be 300 hours with a standard deviation of 8 hours. You have been asked to carry out 
the appropriate hypothesis test at the 5 per cent significance level.

Step 1:

H0: m = 299

H1: m > 299

Step 2: Testing the mean for a large sample – Normal distribution

Step 3: The significance level is 5 per cent.

Step 4: The critical value will be +1.645.

Step 5: Test statistic

z
300 299
8/ 200

1.77= − =

  (Note that we are still assuming the null hypothesis to be true while the test is conducted.)

Step 6: The calculated value is larger than the critical value.

Step 7: We may therefore reject the null hypothesis.
  (Note that had we been conducting a two-sided hypothesis test, then we would have been 

unable to reject the null hypothesis, and so the conclusion would have been that the average 
life of the batteries had not changed.)

Step 8:  The sample evidence supports the supposition that the average life of the batteries has 
increased by a significant amount.

example
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13.3.2 A one-sided test for a population percentage
Here the methodology is exactly the same as that employed above, and so we just provide two 
 examples of its use.

the Arbour Housing Survey that 100 respondents were paying an average monthly mortgage of 
£254. The standard deviation calculated from the sample is £72.05 (it was assumed to be £70 in 
an earlier example). Use a 5 per cent significance level.

1.  H0: m = £200
H1: m > £200

2. Testing the mean for a large sample – Normal distribution.

3. The significance level is 5 per cent.

4. The critical value will be +1.645. 

5. Test statistic:

z
£254 £200
£72.05/ 100

7.49= − =

6. The test statistic value of 7.49 is greater than the critical value of +1.645.

7. On this basis, we can reject the null hypothesis that monthly mortgages are around £200 in 
favour of the alternative that they are likely to be more.

8. A test provides a means to clarify issues and resolve different arguments. In this case 
the average monthly mortgage payment is higher than had been argued but this does 
not necessarily mean that the reasons put forward by the Arbour Housing Trust for the 
higher levels are correct. In most cases, further investigation is required. It is always worth 
checking that the sample structure is the same as the population structure. In an area like 
Tonnelle we would expect a range of housing and it can be difficult for a small sample to 
reflect this. The conclusions also refer to the average. The pattern of mortgage payments 
could vary considerably between different groups of residents. It is known that the Victorian 
housing is again attracting a more affluent group of residents, and they could have the 
effect of pulling the mean upwards. Finally, the argument for the null hypothesis could be 
based on dated information, e.g. the last census. l➔l➔l

(Continued )

A small political party expects to gain 20 per cent of the vote in by-elections. A particular candidate 
from the party is about to stand in a by-election in Derbyshire South East, and has commissioned a 
survey of 200 randomly selected voters in the constituency. If 44 of those interviewed said that they 
would vote for this candidate in the forthcoming by-election, test whether this would be significantly 
above the national party’s claim. Use a test at the 5 per cent significance level.

example

(Continued )
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In this example, there may not be evidence of a statistically significant vote above the national 
party’s claim (a sample size of 1083 would have made this 2 per cent difference statistically signifi-
cant) but the importance of this candidate’s share of the vote will also depend on what else is happen-
ing. If this candidate is gaining votes at the expense of only one of the other candidates, it could still 
make a difference to the overall result.

A fizzy drink manufacturer claims that over 40 per cent of teenagers prefer its drink to any other. In 
order to test this claim, a rival manufacturer commissions a market research company to conduct a 
survey of 200 teenagers and ascertain their preferences in fizzy drinks. Of the randomly selected 
sample, 75 preferred the first manufacturers drink. Test at the 5 per cent level if this survey supports 
the claim.

 Sample percentage is:

p = 75/200 × 100 = 37.5%

1. H0: p = 40%; H1: p < 40%.

2. Testing the proportion for a large sample – Normal distribution.

3. The significance level is 5 per cent.

4. The critical value will be -1.645.

example

(Continued )

1. H0: p = 20%

 H1: p > 20%

2. Testing the proportion for a large sample – Normal distribution.

3. The significance level is 5 per cent.

4. The critical value will be = +1.645.

5. Sample percentage = 44/200 × 100 = 22%

 Test statistic:

= −
−

=22 20
20(100 20)

200

0.7071z

6. 0.7071 < 1.645.

7. Cannot reject H0.

8. There is no evidence that the candidate will do better than the national party’s claim.

(Continued )
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13.3.3 Producers’ risk and consumers’ risk
One-sided tests are sometimes referred to as testing producers’ risks or consumers’ risks. If we 
are looking at the amount of a product in a given packet or lot size, then the response to varia-
tions in the amount may be different from the two groups. Say, for instance, that the packet is 
sold as containing 100 items. If there are more than 100 items per packet, then the producer is 
effectively giving away some items, since only 100 are being charged for. The producer, therefore, 
is concerned not to overfill the packets but still meet legal requirements. In this situation, we 
might presume that the consumer is quite happy, since some items come free of charge. In the 
opposite situation of less than 100 items per packet, the producer is supplying less than 100 but 
being paid for 100 (this, of course, can have damaging consequences for the producer in terms 
of lost future sales), while the consumers receive less than expected, and are therefore likely to 
be less than happy. Given this scenario, one would expect the producer to conduct a one-sided 
test using H1: m > m0, and a consumer group to conduct a one-sided test using H1: m < m0. There 
may, of course, be legal implications for the producer in selling packets of 100 which actually 
contain less than 100. (In practice most producers will, in fact, play it safe and aim to meet any 
minimum requirements.)

iLLUStRatiVe
eXamPLe

arbour Housing Survey  

tHe aRbOUR HOUSing SURVey waS an attempt to describe local housing conditions on the basis 
of responses to a questionnaire. Many of the characteristics will be summarized in percentage 
terms, e.g. type of property, access to baths, showers, flush toilets, kitchen facilities. Such enquir-
ies investigate whether these percentages have increased or decreased over time, and whether 
they are higher or lower than in other areas. If this increase or decrease, or higher or lower value 
is specified in terms of an alternative hypothesis, the appropriate test will be one-sided. l➔l➔l

5. Test statistic:

z
37.5 40

40(100 40)
200

0.72= −
−

= −

6. -1.645 < -0.72.

7. Cannot reject H0.

8. There is insufficient evidence to show that less than 40 per cent of teenagers prefer that 
particular fizzy drink.

(Continued )
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13.4 Types of error
We have already seen, throughout this section of the book, that samples can only give us a 

partial view of a population; there will always be some chance that the true population value really does 
lie outside of the confidence interval, or that we will come to the wrong decision when conducting a 
significance test. In fact these probabilities are specified in the names that we have already used – a  
95 per cent confidence interval and a test at the 5 per cent level of significance. Both imply a 5 per cent 
chance of being wrong. You might want to argue that this number is too big, since it gives a 1 in 20 
chance of making the wrong decision, but it has been accepted in both business and social research 
over many years. One reason is that we are often expecting respondents (ignoring the problem for 
now of non-response) to give replies on matters of opinion and understanding, and answers cannot 
be given with a scientific accuracy. Using a smaller number, say 1 per cent, could also imply a spurious 
level of correctness in our results. (Even in medical research, the figure of 5 per cent may be used.)

If you consider significance tests a little further, however, you will see that there are, in fact, two 
different ways of getting the wrong answer. You could throw out the claim when it is, in fact, true; or 
you could fail to reject it when it is, in fact, false. It becomes important to distinguish between these 
two types of error. As you can see from Table 13.1, the two different types of error are referred to as 
Type I and Type II.

table 13.1 Possible results of a hypothesis test

Accept H0 Reject H0

If H0 is correct Correct decision Type I error
If H0 is not correct Type II error Correct decision

A Type I error is the rejection of a null hypothesis when it is true. The probability of this is known 
as the significance level of the test (a). This is usually set at either 5 per cent or 1 per cent for most 
business applications, and is decided on before the test is conducted.

A Type II error (sometimes labelled ‘β’) is the failure to reject a null hypothesis which is false. The 
probability of this error cannot be determined before the test is conducted.

Consider a more common everyday situation. You are standing at the curb, waiting to cross a busy 
main road. You have four possible outcomes:

1. If you decide not to cross at this moment, and there is something coming, then you have 
made a correct decision.

2. If you decide not to cross, and there is nothing coming, you have wasted a little time, and 
made a Type II error.

3. If you decide to cross and the road is clear, you have made a correct decision.
4. If you decide to cross and the road isn’t clear, as well as the likelihood of injury, you have 

made a Type I error.

The error which can be controlled is the Type I error; and this is the one which is set before we 
 conduct the test.

13.4.1 Background theory
Consider the sampling distribution of z (which we calculate in Step 5), consistent with the null 
hypothesis, H0: m = m0 illustrated in Figure 13.5.
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The two values for the test-statistic, A and B, shown in Figure 13.5, are both possible, with B being 
less likely than A. The construction of this test, with a 5 per cent significance level, would mean the 
acceptance of the null hypothesis when A was obtained and its rejection when B was obtained. Both 
values could be attributed to an alternative hypothesis, H1: m = m1, which we accept in the case of B and 
reject for A. It is worth noting that if the test statistic follows a sampling  distribution we can never be 
certain about the correctness of our decision. What we can do, having fixed a significance level (Type I 
error), is construct the rejection region to minimize Type II error. Suppose the alternative hypothesis 
was that the mean for the population, m, was not m0 but a larger value m1. This we would state as:

H1: m = m1 where m1 > m0 

or, in the more general form:

µ µ>H :1 0

If we keep the same acceptance and rejection regions as before (Figure 13.5), the Type II error is as 
shown in Figure 13.6.

Accept H0Reject H0 Reject H0

–1.96 +1.96 B

0

A
z

Accept H0Reject H0 Reject H0

z

z

–1.96 +1.96

Type II
error

figure 13.5

The sampling distribution assuming 
the null hypothesis to be correct

figure 13.6

The Type II error resulting from a 
two-tailed test
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As we can see, the probability of accepting H0 when H1 is correct can be relatively large. If we test 
the null hypothesis H0: m = m0 against an alternative hypothesis of the form H1: m < m0 or H1: m > m0, 
we can reduce the size of the Type II error by careful definition of the rejection region. If the alterna-
tive hypothesis is of the form H1: m < m0, a critical value of z = -1.645 will define a 5 per cent rejection 
region in the left-hand tail, and if the alternative hypothesis is of the form H1: m > m0, a critical value 
of z = +1.645, will define a 5 per cent rejection region in the right-hand tail. The reduction in Type II 
error is illustrated in Figure 13.7.

Accept H0 Reject H0

z

z

1.961.645

Type II
error

Reduction in
type II error 

where

figure 13.7

Type II error corresponding to a 
one-sided test

It can be seen from Figure 13.7 that the test statistic now rejects the null hypothesis in the range 
1.645 to 1.96 as well as values greater than 1.96. If we construct one-sided tests, there is more chance 
that we will reject the null hypothesis in favour of a more radical alternative that the parameter has 
a larger value (or has a smaller value) than specified when that alternative is true. Note that if the 
alternative hypothesis was of the form H1: m < m0, the rejection region would be defined by the criti-
cal value z = -1.645 and we would reject the null hypothesis if the test statistic took this value or less.

13.5 Hypothesis testing with two large samples
All of the tests so far have made comparisons between some known, or claimed, popula-

tion value and a set of sample results. In many cases we may know little about the actual population 
value, but will have available the results of another survey. Here we want to find if there is a difference 
between the two sets of results.

This situation could arise if we had two surveys conducted in different parts of the country, or 
at different points in time. Our concern now is to determine if the two sets of results are consistent 
with each other (come from the same parent population) or whether there is a difference between 
them. Such comparisons may be important in a marketing context, for instance, looking at whether 
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or not there are different perceptions of the product in different regions of the country. We could 
examine whether the performance of employees was the same in different parts of an organization 
or compare results from a forecasting model, to see if the values have changed significantly from one 
year to the next.

We can again use the concepts and methodology developed in previous sections of this 
chapter. Tests may be two-sided to look for a difference, or one-sided to look for a significant 
increase or decrease. In the same way, tests may be carried out at the 5 per cent or the 1 per 
cent level. The interpretation of the results will depend upon the calculated value of the test 
statistic and its comparison to a critical value. It will be necessary to rewrite the hypotheses to 
take account of the two samples and to find a new formulation for the test statistic (Step 5 of 
the process).

13.5.1 Tests for a difference of means
In order to be clear about which sample we are talking about, we will use the suffixes 1 and 2 to refer 
to Sample 1 and Sample 2. Our assumption is that the two samples do, in fact, come from the same 
population, and thus the population means associated with each sample result will be the same. This 
assumption will give us our null hypothesis:

H : or ( ) 00 1 2 1 2µµ µµ µµ µµ== −− ==

The alternative hypothesis will depend on whether we are conducting a two-sided test or a  one-sided 
test. If it is a two-sided test, the alternative hypothesis will be:

H : or ( ) 01 1 2 1 2µµ µµ µµ µµ≠≠ −− ≠≠

and if it is a one-sided test, it would be either:

H : or ( ) 01 1 2 1 2µµ µµ µµ µµ>> −− >>

or:

H : or ( ) 01 1 2 1 2µµ µµ µµ µµ<< −− <<

We could also test whether the difference between the means could be assigned to a specific value, 
for instance that the difference in take home pay between two groups of workers was £25; here we 
would use the hypotheses:

H : 25
H : 25

0 1 2

1 1 2

µ µ
µ µ

− =
− ≠

The test statistic used is closely related to the formula developed in Section 12.6.1 for the confidence 
interval for the difference between two means:

( ) ( )1 2 1 2

1
2

1

2
2

2

z x x

s
n

s
n

µµ µµ== −− −− −−

++
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but if we are using a null hypothesis which says that the two population means are equal, then the 
second bracket on the top line will be equal to zero, and the formula for z will be simplified to:

( )1 2

1
2

1

2
2

2

z x x

s
n

s
n

== −−

++










The example below illustrates the use of this test.

A union claims that the average income for its members in the UK is below that of employees of the 
same company in Spain. A survey of 60 employees in the UK showed an average income of £895 per 
week with a standard deviation of £120. A survey of 100 workers in Spain, after making adjustments 
for various differences between the two countries and converting to sterling, gave an average income 
of £914 with a standard deviation of £90. Test at the 1 per cent level if the Spanish workers earn more 
than their British counterparts.

1. H0: (m1 - m2) = 0 assuming no difference.

 H1: (m1 - m2) < 0 we are testing that one is less than the other.

2. Testing the difference between two means for a large samples – Normal distribution.

3. Significance level is 1 per cent.

4. Critical value is -2.33.

5. Test statistic:

z = −

+








= −(895 914)

120
60

90
100

1.06
2 2

6. -2.33 < -1.06.

7. Therefore we cannot reject H0.

8.  There is no evidence that the Spanish earn more than their British counterparts.

example

13.5.2 Tests for a difference in population percentage
Again, adopting the approach used for testing the difference of means, we will modify the hypoth-
eses, using p instead of m for the population values, and redefine the test statistic. Both one-sided and 
two-sided tests may be carried out. The test statistic will be:

( ) ( )

(100 ) (100 )
1 2 1 2

1 1

1

2 2

2

z p p

n n

ππ ππ

ππ ππ ππ ππ
== −− −− −−

−− ++ −−
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but if the null hypothesis is p1 - p2 = 0, then this is simplified to:

( )

(100 ) (100 )
1 2

1 1

1

2 2

2

z p p

n n
ππ ππ ππ ππ

== −−

−− ++ −−









A manufacturer believes that a new promotional campaign will increase favourable perceptions of 
the product by 10 per cent. Before the campaign, a random sample of 500 consumers showed that 
20 per cent had favourable reactions towards the product. After the campaign, a second random 
sample of 400 consumers found favourable reactions among 28 per cent. Use an appropriate test at 
the 5 per cent level of significance to find if there has been a 10 per cent improvement in favourable 
perceptions.

1. Since we are testing for a specific increase, the hypotheses will be:

H0: (p1 - p2) = 10%

H1: (p1 - p2) < 10%

2. Testing the difference between two percentages for a large samples – Normal distribution.

3. The significance level is 5 per cent.

4. The critical value is -1.645.

5. Test statistic:

z = − −
− + −





= −(28 20) 10

20(100 20)
500

28(100 28)
400

0.697

6. -1.645 < -0.697.

7. We cannot reject H0

8. The sample supports a 10 per cent increase in favourable views.

example

13.6 Hypothesis testing with small samples
As we saw in Chapter 12, the basic assumption that the sampling distribution for the sam-

ple parameters approximates a Normal distribution only holds when the samples are large (n > 30). 
Once we start to work with small samples, we need to use a different statistical distribution: the 
t- distribution (see Section 12.8). This difference at Step 2 implies a change to the formula for the 
test statistic (Step 5 again!) and also to the table of critical values Appendix D. The approach to test-
ing remains the same, although in using the t-distribution for small samples we make the assump-
tion that samples were drawn from Normal distributed populations. If there is doubt about the 
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parent population distribution we can test for normality. One such test is given in the next chapter 
(see  Section 14.1.2) and others are provided on the book’s online platform.

13.6.1 Single samples
For a single sample, the test statistic for a population mean is calculated by using:

/
t x

s n
µµ== −−

with (n - 1) degrees of freedom.
For a single sample, the test statistic for a population percentage will be calculated using:

(100 )
t p

n

ππ
ππ ππ

== −−
−−

and, again there will be (n - 1) degrees of freedom. (Note that, as with the large sample test, we use 
the null hypothesis value of the population percentage in the formula.)

Below are two examples to illustrate the use of the t-distribution in hypothesis testing.

A lorry manufacturer claims that the average annual maintenance cost for its vehicles is £500. 
Maintenance department of one of their customers believes it to be higher, and to test this suggestion 
randomly selects a sample of six lorries from their large fleet. From this sample, the mean annual 
maintenance cost was found to be £555, with a standard deviation of £75. Use an appropriate 
hypothesis test, at the 5 per cent level, to find if the manufacturer’s claim is valid.

1.  H0: m = £500

H1: m > £500

2. Testing the mean for a small sample – t-distribution.

3. Significance level is 5 per cent.

4. Degrees of freedom = 6 - 1 = 5; Critical value = 2.015.

5. Test statistic:

t
555 500

75/ 6
1.796= − =

6. 1.796 < 2.015.

7. Therefore we cannot reject H0.

8. The sample evidence does not suggest that maintenance costs are more than £500 per annum.

example
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13.6.2 Two samples
If two samples are being compared, we can follow the same approach as Section 13.5 but must 
remember to use the ‘pooled standard error’ as shown in Section 12.8. In applying the t-test for two 
samples it is assumed that both samples have come from parent populations with similar variances 
(therefore similar standard deviations) and that both populations are Normal distributions.

( 1) ( 1)
2

1 1
2

2
2

1 2

s n s n s
n np == −− ++ −−

++ −−

Using this, we have the test statistic:

( ) ( )

1 1
1 2 1 2

1 2

t x x

s
n np

µµ µµ== −− −− −−

++










with (n1 + n2 - 2) degrees of freedom.

A company had a 50 per cent market share for a newly developed product last year. It believes that 
as more entrants start to produce this type of product, its market share will decline, and in order to 
monitor this situation, decides to select a random sample of 15 customers. Of these, six have bought 
the company’s product. Carry out a test at the 5 per cent level to find if there is sufficient evidence to 
suggest that their market share is now below 50 per cent.

1.  H0: p = 50%
H1: p < 50%

2. Testing the percentage for a small sample – t-distribution.

3. Significance level = 5 per cent.

4. Degrees of freedom = 15 - 1 = 14; Critical value = -1.761.

5. The sample percentage is 6/15 × 100 = 40%

 Test statistic:

 

t
40 50

50(100 50)
15

0.775= −
−

= −

6. -1.761 < -0.775.

7. We cannot reject H0.

8. The statistical evidence is not sufficiently strong to support the view that the market share has 
dropped below 50 per cent. If the company is concerned, and knowing such trends is important, 
then larger sample sizes should be used.

example
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A company has two factories, one in the UK and one in Germany. There is a view that the German 
factory is more efficient than the British one, and to test this, a random sample is selected from each 
of the factories. The British sample consists of 20 workers who take an average of 25 minutes to 
complete a standard task. Their standard deviation is 5 minutes. The German sample has ten workers 
who take an average of 20 minutes to complete the same task, and the sample has a standard 
deviation of 4 minutes. Use an appropriate hypothesis test, at the 1 per cent level, to find if the 
German workers are more efficient.

1.  H0 : (m1 - m2) = 0

H1 : (m1 - m2) > 0

2. Testing the difference between means for small samples – t-distribution.

3. Significance level = 1 per cent.

4. Degrees of freedom = 20 + 10 - 2 = 28; Critical value = 2.467

5. Test statistic:

s

t

p = × + ×
+ −









 =

= −

+





=

(19 5 ) (9 4 )
20 10 2

4.70182

(25 20)

4.70182 1
20

1
10

2.746

2 2

6. 2.746 > 2.467.

7. We therefore reject H0.

8. It appears that the German workers are more efficient at this particular task on the 
measurements used.

example

The t-test is considered to be a robust test in that assumptions of population normality and equal 
variance can be relaxed, especially as samples get larger. However, we can test for both assumptions 
and these are presented on the online platform. If there is concern over these assumptions then we 
can use an alternative non-parametric test as presented in the next chapter (see Section 14.2). 

Because the t-test is robust it is considered accurate even for large samples, and some statistical 
packages such as SPSS present only the t-test for both small and large samples. An example of output 
from SPSS for a two sample t-test is shown in Figure 13.8 and is based on a survey which examined, 
among other things, peoples’ satisfaction with health provision. Here the t-test is used to test whether 
peoples satisfaction level (satisfied, not satisfied) differs by age. The null and alternative hypothesis 
can be expressed as:

H0: mS = mNS,  where mS represents the population mean age of people who are satisfied, and mNS 
represents the population mean age of people who are not satisfied:

H1: mS ≠ mNS
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In testing the two means, SPSS also tests the assumption that the two population variances are 
equal (Levene’s test for equality of variance H Ho NS NSσ σ σ σ= ≠: : :5

2 2
1 5

2 2 ). The test for equality of 
variance, and the associated ‘F ’ test statistic is discussed on the online platform.

The significance values (Sig.) in Figure 13.8 represent ‘p-values’, raised in Section 13.2, and repre-
sent the probability that the null hypothesis is true and relate directly to our stated significance level. 
If we assume a significance level of 5 per cent (0.05) then a ‘p-value’ of 0.05 or less indicates that we 
can reject the null hypothesis. In Figure 13.8 the test for equality of variance gives a ‘p-value’ of 0.065 
(>0.05) and therefore we can retain H0 and assume that the population variances are the same. We 
can now move on to look at the t-test part of the output along the ‘equal variances assumed’ row. This 
indicates a ‘p-value’ of 0.000. This is well below our significance level of 0.05 and therefore we can 
reject the null hypothesis of equal means and conclude that the population mean ages are different 
for the two health satisfaction groups. 

There will be occasions when we may wish to test for differences between three or more means 
and therefore the tests for two means will not be appropriate, for example we may wish to com-
pare the mean output from four machines. In such cases we would use the Analysis of Variance 
(ANOVA). This is presented on the online platform. 

13.6.3 Matched pairs
A special case arises when we are considering tests of the difference of means when two samples are 
related in such a way that we may pair the observations. For example, the assessment of candidates for 
a job by two interviewers will produce matched paired data.

The use of such matched pairs is common in market research and psychology. If, for reasons of 
time and cost, we need to work with small samples, results can be improved using paired samples 
since it reduces the between-sample variation.

Health
Satisfaction Level N Mean Std. Deviation Std. Error Mean

Respondents Age Satisfied
Not Satisfied

1033
487

51.55
46.08

19.695
18.670

0.613
0.846

Independent samples test

Group Statistics

Levene's Test for
Equality of Variances

t-test for Equality of Means

Respondents Age F Sig.
t df Sig.

(2-tailed)
Mean

Difference 

Equal variances
assumed 

3.695 0.065 5.133 1518 0.000 5.47

Equal variances not
assumed 

5.232 1000.096 0.000 5.47

‘p-value’

figure 13.8 Example output from SPSS of a two sample t-test
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Seven applicants for a job were interviewed by two personnel officers who were asked to give marks on a 
scale of 1 to 10 to one aspect of the candidates’ performance. A summary of the marks given is shown below.

Marks given to candidate:

I II III IV V VI VII

Interviewer A 8 7 6 9 7 5 8
Interviewer B 7 4 6 8 5 6 7

Test if there is a significant difference between the two interviewers at the 5 per cent level.

1. Since we are working with matched pairs, we need only look at the differences between the 
two scores. The hypotheses will be:

H0: mD = 0

H1: mD ≠ 0

 where mD represents the population mean difference between scores.

2. Testing the mean for small samples – t-distribution.

3. The significance level is 5 per cent.

4. The number of degrees of freedom is (7 - 1) = 6 and the critical value is 2.447.

 The calculation of summary statistics for recorded differences of marks.

 

Interviewer A Interviewer B Difference (x) (x – x )2

8 7 1 0
7 4 3 4
6 6 0 1
9 8 1 0
7 5 2 1
5 6 -1 4
8 7       1          0     

7 10

5. We now need to calculate the summary statistics from the paired samples and, hence, 
calculate the test statistic:

x
x

n

s x x
n

t

= Σ = =

= Σ −
−









 = =

= − =

7
7

1

( )
1

10
6

1.2910

1 0
1.2910/ 7

2.0494

2

6. Now 2.0494 < 2.447.

7. We cannot reject the null hypothesis.

8. There is no evidence that the two interviewers are using different standards in their assessment 
of this aspect of the candidates.

example
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the search for significance
mini caSe 13.2

tHe USe Of LangUage iS important. Numbers provide understanding and insight. They are collected 
and presented to make a point, win an argument and promote new ways of thinking. It is so much 
more powerful if you can then say that the results are statistically significant. If statistical significance 
can be shown, then it offers explanation.

The following examples show the search for problem understanding, or misunderstanding, and the 
search for statistical significance.

A report with the headline ‘Conviction for patients’ deaths does not add up’ gave a bizarre 
account of a case against a Dutch nurse who, six years ago, was jailed for life for murdering 
seven hospital patients. The case against her was based on what was considered to be a 
suspicious pattern: the nurse was present when nine incidents occurred on a ward where she 
worked; in addition in a previous three year period that she worked on a ward there were six 
deaths. This was in fact a lower death rate than the preceding three years!

The court where the case was heard, called on the services of a professor of law who 
claimed to be a statistical expert. He undertook a number of statistical tests and rather than 
reporting the outcome of each test he combined each of the test’s levels of significance (their 
‘p-values’) – under certain conditions this can be done in such a way to arrive at a test statistic 
that is used in Fisher’s method for the combination of independent p-values. The professor 
however just multiplied these p-values together so that the rejection of the null hypothesis 
became very significant. For example if you had worked in ten hospitals and in each the 
examination of the pattern of incidence resulted in a p-value of 0.5 i.e. a very non-significant 
outcome, and no case to answer. However, multiplying the p-values would result in a value of 
0.00098, implying a highly significant outcome and a guilty verdict. The initial acceptance by 
the court of this ridiculous manipulation has led to an appeal.

Four days after this case was reported, the Dutch Supreme Court overturned the conviction. 

Sources: ‘Conviction for patients’ deaths does not add up’, The Guardian, 10th April 2010; The Guardian, 
14th April 2010

example

According to reports, the share price of Astra Zeneca fell by 3.5 per cent  after unexpectedly 
poor trial results were announced for their best selling cholesterol drug Crestor. The initial results 
from the two-year trial ‘Saturn’ which compared the performance of Crestor against the Pfizer 
drug Lipitor,  were reported as showing no statistical significance between the two drugs.

example

(Continued )
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In fact, in terms of the trial’s primary efficacy measure, Crestor achieved a greater reduction in 
numerical terms but this reduction was not statistically significant. However, the trial’s secondary 
measure did show Crestor achieving statistically significant reductions as compared to Lipitor.

Sources: 

‘FTSE falls ahead of US jobs data, as AstraZeneca slumps 3.5% after Crestor trial news’, The Guardian, 
Guardian.co.uk, 2 September 2011

www.pharmatimes.com/article/11-09-02 / AZ_s_Crestor_shows_no_benefit_over_Lipitor_in_SATURN_
trial.aspx

http://seekingalpha.com/article/308853-astrazeneca-saturn-trial-will-hamper-revenue-growth

Einstein’s theory of special relativity holds that nothing can travel faster than the speed of light. 
The theory has been challenged by a group of physicists at CERN working on the OPERA 
(Oscillation Project with Emulsion-tRacking Apparatus) experiment. Over a three year period, 
15 000 subatomic particles called neutrinos have been propelled through a 730 Km subterranean 
tube, and their speed recorded. The scientists found that these neutrinos travelled at 5996 
metres per second faster than the speed of light (299 792 458 metres per second). This marginal 
difference equates to a neutrino arriving 60 nanoseconds before the arrival of a beam of light. 
This tiny difference was, surprisingly, highly statistically significant at a level that equates to six 
standard deviations – a chance of less than one in a few million of the result being wrong. 

The response by the world of physics to this discovery is highly sceptical, but the OPERA 
team are confident of their result and have asked for them to be independently checked. 

Sources: 

‘Faster than light particles found, claim scientists’, The Guardian, 22 September 2011.

www.theweek.co.uk/people-news/speed-light/1973/einstein%E2%80%99s-theory-special-relativity-
air#ixzz1qsvJDdRn. 23 September 2011.

Arxiv.org/vc/arviv/papers/1109/1109.4897v1.pdf. ‘Measurement of the neutrino velocity with the OPERA 
detector in the CNGS beam, 17 November 2011.

example

Do a keyword search using ‘Statistical significance’. What do you come up with?

13.7 Reservations about test conclusions
The conclusions we draw from any hypothesis test, whether we accept or reject the null 

hypothesis, will be based on the sample data available. In Section 13.6.2 we presented an example 
on the difference between the efficiency of workers in two factories, one in Britain and the other 
in  Germany. Efficiency was measured by the time the workers completed a standard task. It was 

(Continued )
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concluded that because the German workers completed the task quicker they were more efficient 
than the British workers. Let us think whether we have any reservations about this.

First, consider the data we were given and issues which we may have on the methodology:

1. How we measured efficiency – we used completion time, but are there other measured that 
could have been used such as mistakes made during the completion of the task?

2. How were the workers selected – were they randomly selected or did each factory manager 
choose his most experienced workers? If the latter then we might query the representation 
of a factory’s population of workers.

3. Were the conditions under which the workers were timed the same in both factories? Maybe 
it was hotter in one factory which could have affected the performance of the workers.

4. Did observing the workers affect performance? Maybe the act of observation made some 
workers nervous which in turn affected performance.

So we have reservations about the data, about the way the sample was selected, the way that efficiency 
was measured and the accuracy of the figures.

Second, let us think about the conclusions we drew. We decided that the German workers per-
formed the task quicker and therefore were more efficient. We do not say how much quicker they are 
(or more efficient) since, from our knowledge of confidence intervals, we know that difference will be 
in a range. In addition our test is based on a probability distribution so we can never be certain about 
the correctness of our decision so in rejecting the null hypothesis a Type 1 error could have been made.

The question that we looked at was about two factories, one in Britain and one in Germany. So 
our conclusions only hold for a particular population of workers in these two factories. We cannot 
generalize our conclusions to other factories.

So we also have reservations about our conclusions. Since it is based on probabilities it may be 
wrong. Also it applies only to the populations from which the samples were drawn. 

13.8 Conclusions
The ideas developed in this chapter allow us to think about statistical data as evidence. 

 Consider the practice of law as an analogy; a set of circumstances require a case to be made, an idea 
is proposed (that of innocence), an alternative is constructed (that of guilt) and evidence is  examined 
to arrive at a decision. In statistical testing, a null hypothesis is proposed, usually in terms of no 
change or no difference, an alternative is constructed and data is used to accept or reject the null 
hypothesis. Strangely, perhaps, these tests are not necessarily acceptable in a court of law.

Given the size of many data sets, we could propose many hypotheses and soon begin to find that we 
were rejecting the more conservative null hypotheses and accepting the more radical alternatives. This 
does not, in itself, mean that there are differences or that we have identified change or that we have fol-
lowed good statistical practice. We need to accept that with a known probability (usually 5 per cent), we 
can reject the null hypothesis when it is correct – Type I error. We also need to recognize that if we keep 
looking for relationships we will eventually find some. Testing is not merely about meeting the techni-
cal requirements of the test but constructing hypotheses that are meaningful in the problem context. In an 
ideal world, before the data or evidence was collected, the problem context would be clarified and mean-
ingful hypotheses specified. It is true that we can discover the unexpected from data and identify impor-
tant and previously unknown relationships (see the examples given in the Mini Cases). The process of 
enquiry or research is therefore complex, requiring a balance between the testing of ideas we already 
have and allowing new ideas to emerge. It should also be noted that a statistically significant result may 
not have business significance. It could be that statistically significant differences between regions, for 
example, were acceptable because of regional differences in product promotion and competitor activity.
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Since we are inevitably dealing with sample data when we conduct tests of significance, we can 
never be 100 per cent sure of our answer – remember Type I and Type II error (and other types of error). 
What significance testing does do is provide a way of quantifying error and informing judgement.

iLLUStRatiVe
eXamPLe

arbour Housing Survey  

tHe aRbOUR HOUSing SURVey waS part of a review of housing conditions in Tonnelle. There are 
clearly a number of issues such a survey could address, either directly or indirectly for other 
users. A similar survey conducted by the Pelouse Housing Trust can be used indirectly for com-
parative purposes. Given the range of matters covered, the data can come in a variety of forms: 
categorical, ordinal and interval data. We can generate hypotheses that require the testing of a 
single value (we hypothesize that a parameter is equal to a particular value) or those that consider 
differences (we hypothesize that the difference of parameters is equal to zero or some other 
value). In this chapter we have only considered those hypotheses that can be specified in terms of 
parameters; these are often referred to as parametric tests. There are tests that are not specified 
in terms of parameters (see Chapter 14).

We need to ensure that technically the statistical testing is correct and also that the research 
approach is appropriate. In any survey like this it is important to clarify the purpose and what is to 
be achieved, as well as the reservations that may arise from the conclusions that we draw from 
an analysis. l➔l➔l

13.8.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ Testing for Normality of our data.
➔➔ Testing for the equality of two variances and the associated F-distribution.
➔➔ The Analysis of Variance (ANOVA) for testing the equality of three or more means.

Student guides to SPSS and ExCEL can be found in Part 8 of the online platform.

13.9 Questions

Discussion questions
1 Discuss the similarities between a confidence interval and a test of significance.

2 In performing a significance test a ‘p-value’ of 0.004 was obtained. Explain what this value means.

3 When testing hypotheses about the mean, the appropriate significance test may be a Z-test or 
a t-test. In general, when is the Z-test appropriate and when is the t-test appropriate? Are there 
circumstances when these two tests are roughly comparable? Explain.

eXceL

SPSS
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4 A car manufacturer introduced an updated version of one of the firm’s models which would 
run on either diesel or petrol, and tests were carried out to compare fuel consumption. 
Different employees at the firm each drove the prototype car with one litre of either diesel or 
petrol and the number of miles traveled recorded.
 (i)   Which significance test might you use to determine whether there was a difference 

between the miles travelled by the two versions of the car?
 (ii)   If the study concluded that there was some evidence to suggest that the prototype travelled 

further on diesel, what reservations might you have about the study conclusion? How 
might you improve the experiment?

Multiple choice questions
1 A hypothesis:

a. is always a good idea 
b. can always be accepted if the sample is 

large enough
c. is a concept that should be accepted
d. is none of the above

2 The larger the value of the test statistic the 
more likely you are to:
a. reject the alternative hypothesis 
b. accept the null hypothesis 
c. reject the null hypothesis 
d. reject the null hypothesis and reject 

the alternative hypothesis

3 Given H0: m = £100, H1: m ≠ £100, a 
significance level of 5 per cent and z = 2.07:
a. you would accept the null hypothesis 
b. you would reject the null hypothesis 
c. you would change the level of significance 
d. you would accept the alternative 

hypothesis

4 Given H0: p = 50%, H1: p ≠ 50%, a 
significance level of 5 per cent and z = -1.04:
a. you would accept the null hypothesis 
b. you would reject the null hypothesis 
c. you would change the level of 

significance 
d. you would accept the alternative 

hypothesis

5 A Local Authority is interested in whether 
the average travel distance to school within 
a study area has remained at 2 miles or has 
increased. The hypotheses can be stated as: 
a.   H0: m = 2  H1: m ≠ 2 
b.   H0: m = 2  H1: m < 2 

c.   H0: m = 2  H1: m > 2 
d.   H0: m < 2  H1: m = 2

6 The marketing department claims that 60 per 
cent of customers are aware of the full range 
of the products offered by the company. 
Senior management thinks it could be less. 
The hypotheses can be stated as: 
a.   H0 p = 60%  H1 p ≠ 60% 
b.   H0 p = 60%  H1 p < 60% 
c.   H0 p = 60%  H1 p > 60% 
d.   H0 p < 60%  H1 p = 60%

7 Given H0 (p 1 – p 2) = 0 and H1 (p 1 – p 2) < 0 
where p is a percentage, we are testing:
a. a null hypothesis that the percentage 

in population 1 is smaller than the 
percentage in population 2 

b. a null hypothesis that the percentage 
population 1 is larger than the 
percentage population 2 

c. a null hypothesis of no difference 
against an alternative that the 
percentage of population 1 is smaller 
than population 2 

d. a null hypothesis of no difference 
against an alternative that the 
percentage of population 1 is larger 
than  population 2

8 When using the t-distribution, the critical 
value will depend upon:
a. the sample size 
b. the level of significance 
c. degrees of freedom 
d. all of these
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Exercise questions
1 During an audit, a random sample of 60 invoices was taken from a large population. The mean 

value of invoices in this sample was £125.50 and the sample standard deviation was £10.20. 
Given that 95 per cent and 99 per cent confidence intervals have already been constructed 

(see Question 5, Section 12.10) how would you view the hypothesis that an invoice on average 
was really about £159?

2 The mean wage of people living in a block of flats is said to be £400 a week. A random sample of 
36 people was examined to give a sample mean of £435 and a sample standard deviation of £84.
a. (i) Set up the null and alternative hypothesis for a two-sided test of the mean.
 (ii)  Determine the two-sided critical values that define the regions of rejection for both a 

significance level of 5 per cent and 1 per cent.
 (iii)  Determine the test statistic. 
 (iv)  Compare your test statistic with your critical values. Can you retain or reject the null 

hypothesis at both levels of significance?
b. (i) Set up the null and alternative hypothesis for a one-sided test of the mean.
 (ii)  Determine the one-sided critical values that define the regions of rejection for both a 

significance level of 5 per cent and 1 per cent.
 (iii)  Compare your test statistic with your critical values. Can you retain or reject the null 

hypothesis at both levels of significance?
3 A television has an advertized life of 30 000 hours. A random sample of 50 sets had an average 

life of 28 500 hours with a sample standard deviation of 1000 hours. Using a 5 per cent 
significance level, what can be said about the advertizements?

4 The management of a company claim that the average weekly earnings (including overtime 
payments) of their employees is £850. The local trade union official disputes this figure, 
believing that the average earnings are lower. In order to test this claim, a random sample of 
150 employees was selected from the payroll. The sample average was calculated to be £828 and 
the sample standard deviation to be £183.13. Use an appropriate test at the 5 per cent level to 
determine which side of the argument you agree with.

5 A machine is designed to produce rope with a breaking strain of 1000 N. A random sample of 
36 pieces of rope had a mean breaking strain of 1012 N and sample standard deviation of 21 N. Is 
there evidence to suggest, at the 5 per cent level of significance, that the breaking strain has increased? 

6 A photocopying machine produces copies, 18 per cent of which are faulty. The supplier of the 
machine claims that by using a different type of paper the percentage of faulty copies will be 
reduced. If 45 are found to be faulty from a sample of 300 using the new paper, would you accept 
the claim of the supplier? Construct an appropriate test at the 5 per cent significance level.

7 When introducing new products to the market place a particular company has a policy that 
a minimum of 40 per cent of those trying the product at the test market stage should express 
their approval of it. Testing of a new product has just been completed with a sample of 
200 people, of whom 78 expressed their approval of the product. Does this result suggest that 
significantly less than 40 per cent of people approve of the product? (Conduct your test at the 
5 per cent level of significance.)

8 A country estate has two lakes, stocked with rainbow trout, that are open to the public for 
commercial fishing. They claim that both lakes have the same quality (in terms of weight) of fish. The 
records for one week show that 50 fish with a mean weight of 1.5 lb and a sample standard deviation 
of 0.3 lb were caught in lake A, and that 60 fish with a mean weight of 1.8 lb and a sample standard 
deviation of 0.2 lb were caught in lake B.  Does this data support the claim made by the estate?
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9 A company (TECH TRAIN) specializes in developing and conducting training courses in 
using business software. The courses are aimed at companies who wish their personnel to be 
computer literate. TECH TRAIN has developed two courses, both of five days duration, aimed 
at personnel who have little knowledge of computers. Over a test period of three months TECH 
TRAIN run the two courses on a number of occasions. Companies are allowed to choose which 
of the two courses they wish their personnel to follow. After each course TECH TRAIN give 
personnel a standard test to assess their understanding of computing and business software. 

After the test period TECH TRAIN take a sample of participant test results from both train-
ing courses. The results are shown below:

Sample Size Sample Mean Sample standard deviation

Training course A 36 67% 7%
Training course B 43 73% 8%

TECH TRAIN intends to analyze these data using an appropriate hypothesis test.
 (i)  Formulate and perform this test using a 5 per cent level of significance. What 

conclusions can be drawn about the effectiveness of the two training courses? 
 (ii)  Construct an error bar plot for the data. How does this plot support your part 

(i) conclusions?
 (iii)  What reservations do you have on your conclusions?

10 A sample of ten job applicants were asked to complete a mathematics test. The average time 
taken was 28 minutes and the standard deviation was seven minutes. If the test had previously 
taken job applicants on average 30 minutes, is there any evidence to suggest that the job 
applicants are now able to complete the test more quickly? Test at the 5 per cent level of 
significance.

11 The times taken to complete a task of a particular type were recorded for a sample of eight 
employees before and after a period of training as follows:

Time to complete task (minutes)

Employee Before training After training

1 15 13
2 14 15
3 18 15
4 14 13
5 15 13
6 17 16
7 13 14
8 12 12

Test whether the training is effective.
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Objectives

Non-Parametric 
Tests

In the prevIOus chapter we made assertions about a population by the use of 
parameters. We were able to test these ideas, or hypotheses, by using sample statistics. 
Typically we could assert something about the population mean or percentage. These 
parametric tests are an important part of statistical enquiry. However not all ideas can 

be stated in terms of parameters and not all data collected will allow for the easy calculation of 
sample statistics. We also need to develop tests that can be used when problems are non-paramet-
ric or we lack the level of measurement that allows the reasonable calculation of these parameters. 
We therefore need to develop other tests which will be able to deal with such situations; a small range 
of these non-parametric tests are covered in this chapter.

Parametric tests require the following conditions to be satisfied:

➔➔ A null hypothesis can be stated in terms of parameters.
➔➔ A level of measurement has been achieved that gives validity to differences.
➔➔ The test statistic follows a known distribution.

It is not always possible to define a meaningful parameter to represent the aspect of the population 
in which we are interested. For instance, what is an average eye-colour? Equally it is not always pos-
sible to give meaning to differences in values, for instance if brands of soft drink are ranked in terms 
of value for money or taste.

Where these conditions cannot be met, non-parametric tests may be appropriate, but note that in 
some circumstances, there may be no suitable test. As with all tests of hypothesis, it must be remem-
bered that even when a test result is significant in statistical terms, there may be situations where 
it has no importance in practice. A non-parametric test is still a hypothesis test, but rather than 

 After working through this chapter, you should be able to:

➔➔ understand when it is more appropriate to use a non-parametric test

➔➔ understand and apply chi-square tests

➔➔ understand and apply the Mann-Whitney U test

➔➔ understand and apply the Wilcoxon test

➔➔ understand and apply the Runs test
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considering just a single parameter of the sample data, it looks at the overall distribution and com-
pares this to some known or expected value, usually based upon the null hypothesis.

14.1 Chi-squared tests
The format of this test is similar to the parametric tests already considered (see Chapter 13). 

As before, we will define hypotheses, calculate a test statistic and compare this to a value from tables 
in order to decide whether or not to reject the null hypothesis. As the name may suggest, the statistic 
calculated involves squaring values, and thus the result can only be positive. This is by far the most 
widely used non-parametric hypothesis test and is almost invariably used in the early stages of the 
analysis of questionnaire results. As statistical programmes become more user friendly we would 
expect increased use of a test which in the past, took a long time to construct and calculate.

The shape of the chi-squared distribution is determined by the number of degrees of freedom (we 
needed to determine these to use the t-distribution in the previous chapter). In general, for relatively 
low degrees of freedom, the distribution has a positive skew, as shown in Figure 14.1. As the num-
ber of degrees of freedom increase (approaches infinity), the shape of the distribution approaches a 
Normal distribution.

0.0 8.3 16.7 25.0 33.3 41.7 50.0

Figure 14.1

c 2 distribution

We shall look at two particular applications of the chi-squared (c 2) test. The first considers survey 
data, usually from questionnaires, and tries to find if there is an association between the answers 
given to a pair of questions. Second, we will use a chi-squared test to check whether a particular set 
of data follows a known statistical distribution.

14.1.1 Tests of association
When analyzing results, typically from a questionnaire, the first step is usually to find out how 

many responses there were to each alternative in any given question or classification. Such collation 
of the data allows the calculation of percentages and other descriptive statistics.

In addition to looking at one variable at a time, we can construct tables to investigate how the answers 
to one question relate to the answers to another; these are commonly referred to as cross-tabulations 
and were introduced earlier in Section 5.2.1. For the Arbour Housing Survey, the single tabulations tell 
us that 150 respondents (or 50 per cent) live in a house and that 40 respondents (or 13.3 per cent) use 
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their local post office ‘once a month’. They do not tell us how often people who live in a house use the 
local post office and whether their pattern of usage is different from those that live in a flat. To begin to 
answer these questions we need to construct a cross-tabulation table (see Table 14.1).

The completion of a table like Table 14.1 manually would be tedious, even with a small sample 
sizes In some cases we might even want to cross-tabulate three or more questions. However, most 
statistical packages will produce this type of table very quickly. For relatively small sets of data you 
could use EXCEL, but for larger scale surveys it would be advantageous to use a more specialist pack-
age such as SPSS (the Statistical Package for the Social Sciences). With this type of programme it can 
take rather longer to prepare and enter the data, but the range of analysis and the flexibility offered 
make this well worthwhile.

The cross-tabulation of Questions 4 and 10 will produce the type of table shown as Table 14.2.
We are now in a better position to relate the two answers, but, because different numbers of people 

live in each of the types of accommodation, it is not immediately obvious what the differences are. 
A chi-squared test looks at whether there is a statistical association between the two sets of answers; 
and this, together with other information, may allow the development of a proposition that there is 
a causal link between the two.

spss

eXceL

arbour housing survey

In the arbOur hOusIng survey we might be interested in how the responses to Question 4 on 
type of property and Question 10 on use of the local post office relate. Looking directly at each 
question would give us the following: l➔l➔l

ILLustratIve
eXaMpLe

Question 4 How would your property be best described?

House 150
Flat 100
Bedsit 45
Other 5

Total 300

Question 10 How often do you use the local post office?

Once a month 40
Once a week 200
Twice a week 50
More often 10

Total 300
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To carry out the test we will follow the eight steps used in Chapter 13.

Step 1 State the hypotheses

H0: There is no association between the two sets of answers.
H1: There is an association between the two sets of answers.

Step 2 Choose the statistical distribution associated with the test

The appropriate distribution for testing a cross-tabulation is the chi-square distribution. 

Step 3 State the significance level

As with a parametric test, the significance level can be set at various values, but for most business 
data it is usually 5 per cent.

Step 4 State the critical value

The chi-squared distribution varies in shape with the number of degrees of freedom (in a similar 
way to the t-distribution), and we need this value before we can look up the appropriate critical 
value from the Chi-square tables in Appendix E.

Degrees of freedom
Consider Table 14.1. There are four rows and four columns, giving a total of 16 cells. Each of the row 
and column totals is fixed (i.e. these are the actual numbers given by the frequency count for each ques-
tion), and the individual cell values must add up to these. In the first row, we have freedom to put any 

table 14.1 

Type of property

How often House Flat Bedsit Other Total

Once a month  40
Once a week 200
Twice a week  50
More often  10
total 150 100 45 5 300

table 14.2 

Type of property

How often House Flat Bedsit Other Total

Once a month   30     5   4 1  40
Once a week 110   80   8 2 200
Twice a week     5   10 33 2  50
More often     5     5   0 0  10
total 150 100 45 5 300
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numbers into three of the cells, but the fourth is then pre-determined because all four must add to the 
(fixed) total (i.e. three degrees of freedom exist). The same will apply to the second row (i.e. three more 
degrees of freedom). And again to the third row (three more degrees of freedom). Now all of the values 
on the fourth row are again pre-determined because of the totals (zero degrees of freedom). Adding 
these gives 3 + 3 + 3 + 0 = 9 degrees of freedom for this table. This is illustrated in Table 14.3. As you can 
see, you can, in fact, choose any three cells on the first row, not necessarily the first three.

There is a short cut! If you take the number of rows minus one and multiply by the number of 
columns minus one you get the number of degrees of freedom (u):

= − × −( ) ( )v r c1 1

where r is the number of rows and c is the number of columns.
Using the tables in Appendix E, for 9 degrees of freedom and a significance level of 5 per cent 

(0.05) we can now state the critical value as 16.9.

Step 5 Calculate the test statistic

The chi-squared statistic is given by the following formula:

∑χχ = −









( )2
2O E

E

where O is the observed cell frequencies (the actual answers) and E is the expected cell frequencies 
(if the null hypothesis is true).

Finding the expected cell frequencies takes us back to some simple probability rules introduced 
in Chapter 9, since the null hypothesis makes the assumption that the two sets of answers are inde-
pendent of each other. If this is true, then the cell frequencies will depend only on the totals of each 
row and column.

Calculating the expected values
Consider the first cell of the table (i.e. the first row and the first column). The expected value for the 
number of people living in houses is 150 out of a total of 300, and thus the probability of someone 
living in a house is:

P(living in a house) = 150
300

1
2

=

The probability of ‘once a month’ is:

P(once a month) = 40
300

4
30

=

table 14.3 Degrees of freedom for a 4 × 4 table

Free Free Free Fixed   40
Free Free Free Fixed 200
Free Free Free Fixed   50
Fixed Fixed Fixed Fixed   10

150 100 45 5 300
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Thus the probability of living in a house and ‘once a month’ is:

P(‘living in a house’ AND ‘once a month’) = P(living in a house) × P(once a month)

= 
1
2

4
30

2
30

× =

Since there are 300 people in the sample, we would expect:

2
30

300 20× =

people in the first cell. (Note that the observed value was 30.)
Again there is a short cut! Look at the way in which we found the expected value.

= × ×

= × ×

20 40
300

150
300

300

( )
( )

( )
( )

( )Expected cell frequency row total
grand total

column total
grand total

grand total

cancelling gives:

=
×( ) ( )

( )
Expected cell frequency row total column total

grand total

We need to complete this process for the other cells in the table, but remember that, because of the 
degrees of freedom, you only need to calculate nine of them, the rest being found by subtraction.

Statistical packages will, of course, find these expected cell frequencies immediately.
The expected cell frequencies are shown in Table 14.4.

table 14.4 Expected frequencies

Type of property

How often House Flat Bedsit Other Total

Once a month   20      13.3   6    0.7  40
Once a week 100      66.7 30    3.3 200
Twice a week   25      16.7      7.5    0.8  50
More often     5        3.3       1.5    0.2  10
total 150 100 45 5 300
(Note that all numbers have been rounded for ease of presentation.)

If we were to continue with the chi-squared test by hand calculation we would need to produce 
the type of table shown as Table 14.5.

Step 6 Compare the calculated value and the critical value

The calculated c2 value of 140.875 > 16.9
We will need to reject H0

Step 7 Come to a conclusion

We already know that chi-squared cannot be below zero. If all of the expected cell frequencies 
were exactly equal to the observed cell frequencies, then the value of chi-squared would be zero. 
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Any differences between the observed and expected cell frequencies may be due to either sam-
pling error or to an association (relationship) between the answers; the larger the differences, the 
more likely it is that there is an association. Thus, if the calculated value is below the critical value, 
we will be unable to reject the null hypothesis, but if it is above the critical value, we reject the null 
hypothesis.

In this example, the calculated value is above the critical value, and thus we reject the null 
hypothesis.

Step 8 Put the conclusion into English

There appears to be an association between the type of property people are living in and the 
frequency of using the local post office. We need now to examine how that association manifests 
itself, whether such an association is meaningful within the problem context and the extent to 
which the association can be explained by other factors. The chi-squared test is only telling you 
that the association (a word we use in this context in preference to relationship) is likely to exist 
but not what it is or why it is.

An adjustment
In fact, although the basic methodology of the test is correct, there is a problem. One of the basic 
conditions for the chi-squared test is that all of the expected frequencies must be above five. This is not 
true in our example! In order to make this condition true, we need to combine adjacent categories 
until their expected frequencies are equal to five or more.

To meet this condition, we will combine the two categories ‘Bedsit’ and ‘Other’. We will also need 
to combine ‘Twice a week’ with ‘More often’. Adjacent rows and columns should be combined in a way 

table 14.5 

O E (O - E) (O - E) 2
−(O E)
E

2

  30 20   10.0 100.00 5.00
    5 13.3 -8.3 68.89 5.18
    4   6 -2.0 4.00 0.67
    1   0.7   10.0 0.09 0.13
110 100   13.3 100.00 1.00
  80 66.7 -22.0 176.89 2.65
    8 30 -1.3 484.00 16.13
    2   3.3 -20.0 1.69 0.51
    5 25 -6.7 400.00 16.00
  10 16.7   25.5 44.89 2.69
  33   7.5     1.2 650.25 86.70
    2   0.8     0.2 1.44 1.80
    5   5     0.0 0.00 0.00
    5   3.3     1.7 2.89 0.88
    0   1.5 -1.5 2.25 1.50
    0   0.2 -0.2 0.04 0.20

chi-squared = 141.04
(Note that the rounding has caused a slight difference here. If the original table is analyzed using SPSS, 
the chi-squared value is 140.875 and this is used in Step 6 above)

spss
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that makes sense. In this case we can think about ‘all non-house or flat dwellers’ and ‘more than once 
a week’. The new three-by-three cross-tabulation along with expected values is shown as Table 14.6

table 14.6

Type of property

How often House Flat Other

Observed frequencies:
Once a month   30   5   5
Once a week 110 80 10
More often   10 15 35
expected frequencies:
Once a month   20    13.3      6.7
Once a week 100    66.7    33.3
More often   30 20 10

table 14.7 Row percentages of observed frequencies

Type of property

How often House Flat Other Total

Once a month 75% 13% 13% 100%
Once a week 55% 40%   5% 100%
More often 17% 25% 58% 100%

The number of degrees of freedom now becomes (3 - 1) × (3 - 1) = 4, and the critical value (from 
tables) is 9.49.

Re-calculating the value of chi-squared from Step 5, we get a test statistics of 107.6, which is still 
substantially above the critical value from chi-squared tables. The decision to reject the null hypothe-
sis remains the same. However, in other examples, the amalgamation of categories may affect the deci-
sion. In practice, one of the problems of meeting this condition is deciding which categories to combine, 
and deciding what, if anything, the new category represents. Remember we are looking for whether 
an association exists and what we are testing has to be meaningful within the problem context. (One 
of the most difficult cases is the need to combine ethnic groups in a sample to give statistical validity.)

Examining the association
We are now in a position to examine how the association manifests itself. We examined how this 
might be done for a cross-tabulation earlier in Section 5.2.1 by converting the observed frequencies 
into column or row percentages. For the observed frequencies in Table 14.6 we have converted the 
row frequencies into row percentages (Table 14.7).

Comparing the row percentages down each of the property categories in Table 14.7 we can discern 
how the association manifests itself: people living in houses tend to visit the post office once a month; 
people in flats tend to visit once a week; people in other properties tend to visit more often.

This has been a particularly long example since we have explained each step as we have gone 
along. Performing the tests is much quicker in practice, even if a computer package is not used.
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Different strengths of lager purchased is thought to be associated with the gender of the drinker. 
A brewery has commissioned a survey to explore this view. Summary results are shown below.

Strength

High Medium Low

Male
Female

20
10

50
55

30
35

1. H0: No association between gender and strength bought.
 H1: An association between the two.
2. Chi-square distribution
3. Significance level is 5 per cent.
4. Degrees of freedom = (2 - 1) × (3 - 1) = 2.
 Critical value = 5.99.
5. Calculate the test statistic (c2 ) 

Find totals:

Strength

High Medium Low Total

Male
Female

20
10

  50
  55

30
35

100
100

Total 30 105 65 200

Expected frequency for Male and High Strength is:

100 30
200

15
×

=

Expected frequency for Male and Medium Strength is:

100 105
200

52.5
×

=

Continuing in this way the expected frequency table can be completed as follows:

Strength

High Medium Low Total

Male
Female

15
15

   52.5
   52.5

  32.5
  32.5

100
100

Total 30 105 65 200

example

(Continued )
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14.1.2 Tests of goodness-of-fit
If the data collected seems to follow some pattern, it would be useful to know whether it follows some 
(already) known statistical distribution. If this is the case, then many more conclusions can be drawn 
about the data. (We have seen a selection of statistical distributions in Chapters 11 and 12.) The chi-
squared test provides a suitable method for deciding if the data follows a particular distribution, since 
we have the observed values and the expected values can be calculated from tables (or by simple arith-
metic). For example, do the sales of whisky follow a Poisson distribution? If the answer is ‘yes’, then 
sales forecasting might become a much easier process. Again, we will work our way through examples 
to clarify the various steps taken in conducting goodness-of-fit tests. The statistic used will remain as:

∑χχ = −( )2
2O E

E

where O is the observed frequencies and E is the expected (theoretical) frequencies.

Degrees of freedom = number of categories - number of parameters - 1

Test for a uniform distribution
You may recall the uniform distribution from Chapter 10; as the name suggests we would expect each 
item or value to occur the same number of times. Such a test is useful if we want to find out if several 
individuals are all working at the same rate, or if sales of various ‘reps’ are the same. Suppose we are 
examining the number of tasks completed in a set time by five machine operators and have available 
the data shown in Table 14.8.

We can again follow the eight steps:

1. State the hypotheses: 
H0: All operators complete the same number of tasks.  
H1: All operators do not complete the same number of tasks. 

Calculating chi-squared:

O E (O - E) (O - E)2 −(O E)
E

2

20 15    5 25 1.667
10 15 -5 25 1.667
50    52.5   -2.5        6.25 0.119
55    52.5      2.5        6.25 0.119
30    32.5   -2.5        6.25 0.192
35    32.5      2.5        6.25 0.192

Total 3.956

Chi-squared = 3.956

6. 3.956 < 5.99.
7. Therefore we cannot reject the null hypothesis.
8. There appears to be no association between the gender of the drinker and the strength of lager 

purchased at the 5 per cent level of significance.

(Continued )
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(Note that the null hypothesis is just another way of saying that the data follows a uniform 
distribution.)

2. Choose the statistical distribution associated with the test. 
The appropriate distribution for testing H0 is the chi-square distribution. 

3. The significance level will be taken as 5 per cent.
4. The degrees of freedom will be the number of categories minus the number of parameters 

required to calculate the expected frequencies minus one. Here v = 5 - 0 - 1 = 4. Therefore 
(from tables) the critical value is 9.49.

5. Since the null hypothesis proposes a uniform distribution, we would expect all of the 
operators to complete the same number of tasks in the allotted time. This number is:

140
5

28Total tasks completed
Number of operations

= =

We can then complete the table:

table 14.8

Machine operator Number of tasks completed

Alf   27
Bernard   31
Chris   29
Dawn   27
Eric   26

Total 140

O E (O - E) (O - E) 2
−(O E)
E

2

27 28 -1 1 0.0357
31 28 3 9 0.3214
29 28 1 1 0.0357
27 28 -1 1 0.0357
26 28 -2 4 0.1429

Total Chi-squared = 0.5714

6. 0.5714 < 9.49.
7. Therefore we cannot reject H0.
8. There is no evidence that the operators work at different rates in the completion of these 

tasks.

Tests for Binomial and Poisson distributions
A similar procedure may be used in this case, but in order to find the theoretical values we will need 
to know one parameter of the distribution. In the case of a Binomial distribution this will be the prob-
ability of success, p, for a Poisson distribution it will be the mean (l) (see Chapter 10).
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The components produced by a certain manufacturing process have been monitored to find the 
number of defective items produced over a period of 96 days. A summary of the results is contained 
in the following table:

Number of defective items:   0    1   2   3   4   5

Number of days: 15 20 20 18 13 10

You have been asked to establish whether or not the rate of production of defective items follows a 
Binomial distribution, testing at the 1 per cent level of significance. Following the steps:

1. H0: the distribution of defectives is Binomial.  
H1: the distribution is not Binomial.

2. Chi-square distribution.
3. The significance level is 1 per cent.
4. The number of degrees of freedom is:

No. of categories - No. of parameters -1 = 6 - 1 - 1 = 4
From tables (Appendix E) the critical value is 13.3 (but see below for modification of this value).

5. In order to find the expected frequencies, we need to know the probability of a defective item. 
This may be found by first calculating the average of the sample results.

x
(0 15) (1 20) (2 20) (3 18) (4 13) (5 10)

9
216
96

2.25

=
× + × + × + × + × + ×

= =

From Chapter 10, we know that the mean of a Binomial distribution is equal to np, where n is maximum 
number of defectives (= 5) and so:

= = =p
x
n

2.25
5

0.45

Using this value and the Binomial formula we can now work out the theoretical values, and hence the 
expected frequencies. The Binomial formula states:

P(X = r ) = nCr p
r (1 - p)n-r

r P(r) Expected frequency = 96 × P(r)

0 0.0503   4.83 
1 0.2059 19.77
2 0.3369 32.34
3 0.2757 26.47
4 0.1127 10.82
5 0.0185   1.77

1.0000 96.00

} 24.6

}12.59

example
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Diamonds are taken from the stockroom of a jewellery business for use in producing goods for sale. 
The owner wishes to model the number of items taken per day, and has recorded the actual numbers 
for a 100-day period. The results are shown below.

Number of diamonds Number of days

0   7
1 17
2 26
3 22
4 17
5   9
6   2

If you were to build a model for the owner, would it be reasonable to assume that withdrawals from 
stock follow a Poisson distribution? (Use a significance level of 5 per cent.)

1. H0: the distribution of withdrawals is Poisson. 
H1: the distribution is not Poisson.

2. Chi-square distribution
3. Significance level is 5 per cent.

example

(Continued )

Note that because two of the expected frequencies are less than five, it has been necessary to 
combine adjacent groups. This means that we must modify the number of degrees of freedom, and 
hence the critical value.

Degrees of freedom = 4 - 1 - 1 = 2
 Critical value = 9.21

We are now in a position to calculate chi-squared.

r O E (O - E) (O - E) 2
−(O E)
E

2

0 or 1 35 24.60   10.40 108.16 4.3967
2 20 32.34 -12.34 152.28 4.7086
3 18 26.47    -8.47 71.74 2.7103

4 or 5 23 12.59   10.41 108.37 8.6075
chi-squared = 20.4231

6. 20.4231 > 9.21.
7. We therefore reject the null hypothesis.
8. There is no evidence to suggest that the production of defective items follows a Binomial 

distribution at the 1 per cent level of significance.

(Continued )
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4. Degrees of freedom = 7 - 1 - 1 = 5. Critical value = 11.1 (but see below).
5. The parameter required for a Poisson distribution is the mean, and this can be found from the 

sample data.

x

lamda

(0 7) (1 17) (2 26) (3 22) (4 17) (5 9)
100

260
100

2.6 ( )λ

=
× + × + × + × + × + ×

= = =

We can now use the Poisson formula to find the various probabilities and hence the expected frequencies:

p x
e
x

x

( )
!

λ=
λ−

Expected frequency

X P(x) P(x) × 100

0 0.0743     7.43
1 0.1931   19.31
2 0.2510   25.10
3 0.2176   21.76
4 0.1414   14.14
5 0.0736     7.36

*6 or more 0.0490     4.90
1.0000 100.00

*Note that, since the Poisson distribution goes off to infinity, in theory, we need to account for all of 
the possibilities. This probability is found by summing the probabilities from 0 to 5, and subtracting 
the result from one.

Since one expected frequency is below five, it has been combined with the adjacent one. The degrees 
of freedom therefore are now 6 - 1 - 1 = 4, and the critical value is 9.49. Calculating chi-squared, we have:

(x) O E (O - E) (O - E) 2
−(O E)
E

2

0   7   7.43 -0.43 0.1849 0.0249
1 17 19.31 -2.31 5.3361 0.2763
2 26 25.10   0.90 0.8100 0.0323
3 22 21.76   0.24 0.0576 0.0027
4 17 14.14   2.86 8.1796 0.5785

   5+ 11 12.26 -1.26 1.5876 0.1295
chi-squared = 1.0442

6. 1.0442 < 9.49.
7. We therefore cannot reject H0.
8. The evidence from the monitoring suggests that withdrawals from stock follow a Poisson 

distribution.

}12.26

(Continued )
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Test for the Normal distribution
This test can involve more data manipulations since it will require grouped (tabulated) data and the 
calculation of two parameters (the mean and the standard deviation) before expected frequencies 
can be determined. (In some cases, the data may already be arranged into groups.)

The results of a survey of 150 people contain details of their income levels which are summarized 
here. Test at the 5 per cent significance level if this data follows a Normal distribution.

Weekly income Number of people

Under £100  30
£100 but under £200   40
£200 but under £300   45
£300 but under £500  20
£500 but under £900  10
Over £900    5

150

1. H0: The distribution is Normal. 
H1: The distribution is not Normal.

2. Chi-square distribution.
3. Significance level is 5 per cent.
4. Degrees of freedom = 6 - 2 - 1 = 3. (parameters = 2 [mean & standard deviation]) 

Critical value (from tables) = 7.81.
5 The mean of the sample = £266 and the standard deviation = £239.02 calculated from original 

figures. Note: see Section 12.4.1 for formula.

To find the expected values we need to:
a. convert the original group limits into z-scores (by subtracting the mean and then dividing by 

the standard deviation);
b. find the probabilities by using the Normal distribution tables (Appendix C); and
c. find our expected frequencies.

This is shown in the table below.

Weekly income z Probability Expected frequency = prob × 150

Under £100 -0.695 0.2435     36.525
£100 but under £200 -0.276 0.1478   22.17
£200 but under £300    0.142 0.1652   24.78
£300 but under £500    0.979     0.2797**     41.955
£500 but under £900    2.653 0.1599     23.985
Over £900      0.0049       0.735

  1.00000 150.15

}24.72

example

(Continued )
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14.1.3 Summary note
It is worth noting the following characteristics of chi-squared:

➔➔ c 2 is only a symbol; the square root of c2 has no meaning.
➔➔ c 2 can never be less than zero. The squared term in the formula ensures positive values.
➔➔ c 2 is concerned with comparisons of observed and expected frequencies (or counts). We 

therefore only need a classification of data to allow such counts and not the more stringent 
requirements of measurement.

➔➔ If there is a close correspondence between the observed and expected frequencies, c2 will 
tend to be low and attributable to sampling error, suggesting the correctness of the null 
hypothesis.

➔➔ If the observed and expected frequencies are very different we would expect a large positive 
value (not explicable by sampling errors alone), which would suggest that we reject the null 
hypothesis in favour of the alternative hypothesis.

14.2 Mann-Whitney U test
The Mann-Whitney U test is a non-parametric test which deals with two samples that 

are independent and may be of different sizes. It is the equivalent of the t-test that we considered 
in Chapter 13 and is often used when samples are so small (< 10) that we cannot detect that they 
are part of a Normal distribution or where the level of measurement is at least ordinal. Where the 

** P(£300 but under £500) = P(≥£300) – P(≥£500) 

 = P(z ≥ 0.142) – P(z ≥ 0.979) = 0.4435 – 0.1638 = 0.2797

Note: The last two groups are combined since the expected frequency of the last group is less than 
five. This changes the degrees of freedom to 5 - 2 - 1 = 2, and the critical value to 5.99.

We can now calculate the chi-squared value:

O E (O - E) (O - E) 2
−(O E)
E

2

30 36.525 -6.525   42.576   1.166

40 22.17 17.83 317.909 14.340

45 24.78 20.22 408.848 16.499

20 41.955 -21.955 482.022 11.489

15 24.72 -9.72   94.478   3.822

   chi-squared = 47.315

6. 47.315 > 5.99.
7. We therefore reject the null hypothesis.
8. There is no evidence that the income distribution is Normal.

(Continued )
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samples are small we need to use tables of critical values (Appendix G) to find whether or not to 
reject the null hypothesis; but where the sample size is greater than ten, we can use a test based on 
the Normal distribution.

The basic premise of the test is that once all of the values in the two samples are put into a single 
ordered list, if they come from the same parent population, then the rank at which values from 
Sample 1 and Sample 2 appear will be by chance (at random). If the two samples come from differ-
ent populations, then the rank at which sample values appear will not be random and there will be a 
tendency for values from one of the samples to have lower ranks than values from the other sample. 
We are therefore testing whether the positioning of values from the two samples in an ordered list 
follows the same pattern or is different.

While we will show how to conduct this test by hand calculation, packages such as SPSS will 
 perform the test by using the appropriate commands.

14.2.1 Small sample test
Consider the situation where samples have been taken from two branches of a chain of stores. The 
samples relate to the daily takings and both branches are situated in city centre locations. We wish to 
find if there is any difference in turnover between the two branches.

Branch 1: £235, £255, £355, £195, £244, £240, £236, £259, £260 

Branch 2: £240, £198, £220, £215, £245

1. H0: the two samples come from the same population. 
H1: the two samples come from different populations.

2. Small samples (<10), data can be ranked – Mann-Whitney U.
3. We will use a significance level of 5 per cent.
4. To find the critical level for the test statistic, we look in the tables (Appendix G) and locate 

the value from the two sample sizes. Here the sizes are nine and five, and so the critical value 
of U is eight.

5. To calculate the value of the test statistic, we need to rank all of the sample values, keeping a 
note of which sample each value came from.

spss

Rank Value Sample

  1 195 1
  2 198 2
  3 215 2
  4 220 2
  5 235 1
  6 236 1
  7.5 240 1
  7.5 240 2
  9 244 1
10 245 2
11 255 1
12 259 1
13 260 1
14 355 1

60193_14_ch14_p401-430.indd   417 06/11/12   1:31 PM



418 Part IV USING StatIStICaL INFErENCE

(Note that in the event of a tie in ranks, an average is used.) We now sum the ranks for each sample:

Sum of ranks for Sample 1 = 78.5

Sum of ranks for Sample 2 = 26.5

We select the smallest of these two, i.e. 26.5 and put it into the following formula:

( )1 1 1
2

T S n n= − +

where S is the smallest sum of ranks, and n1 is the number in the sample whose ranks we have 
summed.

= −
+

=T 26.5 5(5 1)
2

11.5

6. 11.5 > 8.
7. Therefore we reject H0.
8. Thus we conclude that the two samples come from different populations.

14.2.2 Larger sample test
Consider the situation where the awareness of a company’s product has been measured among 
groups of people in two different countries. Measurement is on a scale of 0 to 100, and each group 
has given a score in this range; the scores are shown below.

Country A: 21, 34, 56, 45, 45, 58, 80, 32, 46, 50, 21, 11, 18, 89, 46, 39, 29, 67, 75, 31, 48

Country B: 68, 77, 51, 51, 64, 43, 41, 20, 44, 57, 60

Test to discover whether the level of awareness is the same in both countries.

1. H0: the levels of awareness are the same. 
H1: the levels of awareness are different.

2. Large samples (>10), data can be ranked – Mann-Whitney U approximation to the Normal 
distribution.

3. We will take a significance level of 5 per cent.
4. Since we are using an approximation based on the Normal distribution, the critical values 

will be ± 1.96 for this two-sided test.
5. Ranking the values, we have:

Rank Value Sample Rank Value Sample

   1 11 A    16.5 46 A
  2 18 A 18 48 A
  3 20 B 19 50 A

     4.5 21 A    20.5 51 B
     4.5 21 A    20.5 51 B

  6 29 A 22 56 A
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changes will cancel each other out). Where there has been an overall change, then the ranking of 
those who have moved in a positive direction will be different from the ranking of those who have 
moved in a negative direction.

As with the Mann-Whitney U test, it is used when the matched paired sample is so small (< 10) that 
we cannot detect that it is part of a Normal distribution or where the level of measurement is at least 
ordinal. Where the sample size is small we shall need to consult tables to find the critical value (Appen-
dix H); but where the sample size is larger (>10) we can use a test based on the Normal distribution.

While we will show how to conduct this test by hand calculation, again packages such as SPSS will 
perform the test by using the appropriate commands.

14.3.1 Small sample test
Consider the situation where a small panel of eight members have been asked about their perception 
of a product before and after they have had an opportunity to try it. Their perceptions have been 
measured on a scale, and the results are given below.

spss

Panel member Before After

A 8 9
B 3 4
C 6 4
D 4 1
E 5 6
F 7 7
G 6 9
H 7 2

Before After Difference Rank

8 9 +1 2
3 4 +1 2
6 4 -2 4
4 1 -3    5.5
5 6 +1 2
7 7   0 ignore
6 9 +3    5.5
7 2 -5 7

You have been asked to test if the favourable perception (shown by a high score) has changed after 
trying the product.

1. H0: There is no difference in the perceptions. 
H1: There is a difference in the perceptions.

2. Small paired sample (<10), data can be ranked—Wilcoxon.
3. We will take a significance level of 5 per cent, although others could be used.
4. The critical value is found from tables (Appendix H); here it will be 2. We use the number of 

pairs (8) minus the number of draws (1). Here the critical value is for n = 8 - 1 = 7.
5. To calculate the test statistic we find the differences between the two scores and rank them 

by absolute size (i.e. ignoring the sign). Any ties are ignored.
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Sum of ranks of A = 316.
Sum of ranks of B = 212 (minimum)
Therefore:

= −
+

=T 212 11(11 1)
2

146

The approximation based on the Normal distribution requires the calculation of the mean and stand-
ard deviation as follows:

= =
×

=Mean n n
2

21 11
2

115.51 2

Standard deviation

=
× × + +

=
× × + +

=
n n n n( 1)

12
21 11 (21 11 1)

12
25.2041 2 1 2

We can now calculate the z value which gives the number of standard errors from the mean and can 
be compared to the critical value from the Normal distribution.

z T Mean
St.Deviation

146 115.5
25.204

1.21= − = − =

6. 1.21 < 1.96.
7. Therefore we cannot reject the null hypothesis.
8. There appears to be no difference in the awareness of the product between the two countries.

14.3 Wilcoxon test
The Wilcoxon test is the non-parametric equivalent of the t-test for matched pairs and 

is often used to identify if there has been a change in behaviour. It is useful when looking at a set 
of panel results, where information is collected both before and after some event (for example, an 
advertising campaign) from the same people.

Here the basic premise is that while there will be changes in behaviour, or opinions, the ranking 
of these changes will be random if there has been no overall change (since the positive and negative 

  7 31 A 23 57 B
  8 32 A 24 58 A
  9 34 A 25 60 B
10 39 A 26 64 B
11 41 B 27 67 A
12 43 B 28 68 B
13 44 B 29 75 A

   14.5 45 A 30 77 B
   14.5 45 A 31 80 A
   16.5 46 A 32 89 A

(Continued )
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Sum of ranks of positive differences = 11.5.
Sum of ranks of negative differences = 16.5.
We select the minimum of these (i.e. 11.5) as our test statistic.

6. 11.5 > 2.
7. We cannot accept the null hypothesis. (This may seem an unusual result, but you need to 

look carefully at the structure of the test.)
8. We would conclude that there has been a change in perception after trying the product.

14.3.2 Larger sample test
Consider the following example. A group of workers has been packing items into boxes for some 
time and their productivity has been noted. A training scheme is initiated and the workers’ produc-
tivity is noted again one month after the completion of the training. The results are shown below.

Person Before After Person Before After

A 10 21 N 40 41
B 20 19 O 21 25
C 30 30 P 11 16
D 25 26 Q 19 17
E 27 21 R 27 25
F 19 22 S 32 33
G   8 20 T 41 40
H 17 16 U 33 39
I 14 25 V 18 22
J 18 16 W 25 24
K 21 24 X 24 30
L 23 24 Y 16 12
M 32 31 Z 25 24

1. H0: there has been no change in productivity. 
H1: there has been a change in productivity.

2. Large paired sample (>10), data can be ranked – Wilcoxon approximation to the Normal 
distribution.

3. We will use a significance level of 5 per cent.
4. The critical value will be ±1.96, since the large sample test is based on a Normal 

approximation.
5. To find the test statistic, we must rank the differences, as shown below:

Person Before After Difference Rank

A 10 21 +11  23.5
B 20 19   -1    5.5
C 30 30     0 ignore
D 25 26   +1    5.5
E 27 21   -6 21

(Continued )
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Note: The treatment of ties in absolute values when ranking. Also note that n is now equal to 25.)

Sum of positive ranks = 218
Sum of negative ranks = 107 (minimum) = Rm

The mean is given by:

+
=

+
=

n n( 1)
4

25(25 1)
4

162.5

The standard error is given by:

+ +
=

+ +
=

n n n( 1)(2 1)
24

25(25 1)(50 1)
24

37.165

Therefore the value of z is given by:

z R Mean
St.Deviation

m 107 162.5
37.165

1.493= − = − = −

6.  -1.96 < -1.493.
7. Therefore we cannot reject the null hypothesis.
8. A month after the training there has been no change in the productivity of the workers.

Person Before After Difference Rank

F 19 22   +3 14.5
G   8 20 +12 25
H 17 16   -1 5.5
I 14 25  +11 23.5
J 18 16   -2 12
K 21 24   +3 14.5
L 23 24   +1   5.5
M 32 31   -1   5.5
N 40 41   +1   5.5
O 21 25  + 4 17
P 11 16   +5 19
Q 19 17   -2 12
R 27 25   -2 12
S 32 33   +1   5.5
T 41 40   -1   5.5
U 33 39   +6 21
V 18 22   +4 17
W 25 24   -1   5.5
X 24 30   +6 21
Y 16 12   -4 17
Z 25 24   -1   5.5

(Continued )
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14.4 Runs test
The runs test is a test for randomness in a ‘yes/no’ type (dichotomized) variable, for exam-

ple gender – either male or female, or behavioural like smoke or do not smoke. The basic assumption 
is that if gender is unimportant then the sequence of occurrence will be random and there will be no 
long runs of either male or female in the data. Care needs to be taken over the order of the data when 
using this test, since if this is changed it will affect the result. The sequence could be chronological, 
for example the date on which someone was appointed if you were checking on a claimed equal 
opportunity policy. The runs test is also used in the development of statistical theory elsewhere, for 
example looking at residuals in time series analysis.

While we will show how to conduct this test by hand calculation, you can again look for packages 
like SPSS to perform this test by using the appropriate commands. spss

With equal numbers of men and women employed in a department there have been claims that there 
is discrimination in choosing who should attend conferences. During April, May and June of last year 
the gender of those going to conferences was noted and is shown below.

Date Person attending

April 10 Male
April 12 Female
April 16 Female
April 25 Male
May 10 Male
May 14 Male
May 16 Male
June 2 Female
June 10 Female
June 14 Male
June 28 Female

1. H0: there is no pattern in the data (i.e. random order). 
H1: there is a pattern in the data.

2. Testing for order – runs test.
3. We will use a significance level of 5 per cent.
4. Critical values are found from tables (Appendix I). Here, since there are six men (n1) and five 

women (n2) and we are conducting a two-tailed test, we can find the lower and upper values of 
three and ten.

5. We now find the number of runs in the data:

example

(Continued )
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14.5 Conclusions
Finding an appropriate statistics test can be difficult as you will see in the following  

Mini Case.

the significance of  
significance testing MInI case 14.1

the use OF sIgnIFIcance testIng is an important part of the research process. It provides a rigorous 
way to judge our findings and the work of others. There is a need to specify an hypothesis, make a 
decision on the significance level and apply an appropriate test. The process is transparent and can be 
examined for validity. All well and good in theory!

In the last few chapters we have only offered you a few of the statistical tests available. You only 
need to look at a source like en.wikpedia.org and search on ‘non parametric tests’ to see how many 
are available. It can be difficult to know which test to use for some of the problems encountered in 
practice.

It is also the case that if you keep looking then eventually you will find something of statistical 
significance. Given the typical choice of a 5 per cent significance level, you should find significance 
1 in 20 times even if it does not exist. The following is a reminder, that the results you present are only 
as good as your research methods and integrity.

Date Person attending Run no.

April 10 Male 1
April 12 Female
April 16 Female 2
April 25 Male
May 10 Male
May 14 Male
May 16 Male 3
June 2 Female
June 10 Female 4
June 14 Male 5
June 28 Female 6

Note that a run may constitute just a single occurrence (as in run five) or may be a series of values (as 
in run three). The total number of runs is six.
6. 3 < 6 < 10.
7. Therefore we cannot reject the null hypothesis.
8. There is no evidence that there is discrimination in the order in which people are chosen to 

attend conferences.

(Continued )
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The cult of statistical significance
Krämer in his paper ‘The cult of statistical significance’ suggests that a claim of statistical significance 
can be compromised by: (a) the size and generation of the sample and doing lots of tests and reporting 
only the most ‘significant’ results; (b) the empirical improprieties of HARKing (Hypothesizing After 
the Results are Known); and (c) mistaking a rejected null hypothesis as proof that the alternative is 
true. Reporting of results can also be further compromised by publication bias whereby research 
which yields non-significant results is not published. This can result in other independent researchers 
repeating an investigation until eventually by chance a significant result is obtained. Fanelli in her paper 
‘Do Pressures to Publish Increase Scientists’ Bias?’ suggests that given a ‘negative’ result a researcher 
‘might be tempted to either not spend time publishing it (what is often called the “file-drawer effect”, 
because negative papers are imagined to lie in scientists’ drawers) or to turn it somehow into a 
positive result’. This can be done by re-formulating the hypothesis (Harking), by selecting the results to 
be published, or by tweaking data or analyzes to ‘improve’ the outcome.

To highlight point (c) above, Krämer cites a meta-analysis that combined various previous research into 
childhood leukemia. The analysis purports to show that nuclear power plants induce a high risk of leukemia 
by rejecting a null hypothesis as proof that the alternative is true. The alleged significance appears to be 
mostly due to reporting only significant results, publication bias and a disregard of important confounding 
factors: race (risk of childhood cancer is almost double for whites compared with blacks); gender (risk 
of childhood cancer, in the USA, is 30 per cent higher in boys); income (incidence of leukemia is almost 
double in children from richer families). One of the sets of data was derived in an area in close proximity 
to a nuclear power plant as well as having almost all of the confounding factors that correlate strongly 
with childhood leukemia. This one area contributed to almost all of the cases ‘on which the ‘‘significant’’ 
increase of childhood leukemia in the vicinity of nuclear power plants is based’. Removal of this areas 
data set and adding others that were initially overlooked resulted in the retention of the null hypothesis. 
This example highlights that one needs to be aware of spurious significance due to bad practice, also that 
claims of significance of any sort require that the underlying model be reasonably correct.

Sources:
Walter Krämer, The cult of statistical significance. What economists should and should not do to make their data 
talk’, Working Paper. No. 176. RatSWD. Working Paper Series. (April 2011)

Daniele Fanelli, Do Pressures to Publish Increase Scientists’ Bias? An Empirical Support from US States Data’, 
PLoS ONE 5(4): e10271. doi:10.1371/journal.pone.0010271, (April 2010)

arbOur hOusIng survey

typIcaLLy, One wOuLd see paraMetrIc tests being used with the type of survey conducted by 
the Arbour Housing Trust. If the questions are concerned with time or monetary amounts then the 
responses are easily summarized in terms of a parameter or parameters and hypotheses tested 
using the Normal distribution. However, when the data lacks the qualities of interval measurement 
or is unlikely to follow a known distribution, like the Normal distribution, then non-parametric tests 
become important. The chi-squared test is particularly important in market research where ques-
tions are often cross-tabulated and concerned with characteristics or opinions. l➔l➔l

ILLustratIve
eXaMpLe

(Continued )

60193_14_ch14_p401-430.indd   425 06/11/12   1:31 PM



426 Part IV USING StatIStICaL INFErENCE

14.6 Questions

Discussion questions
1 Explain the difference between parametric and non-parametric significance tests.

2 When should a non-parametric test be used instead of a more powerful parametric test?

3 It is easier to reject the null hypothesis for a one-sided test than for a two-sided test using the 
same level of significance. Discuss this statement.

Multiple choice questions
1 A parametric test requires the following 

conditions:
a. a null hypothesis that can be stated in 

terms of a parameter 
b. a meaningful level of measurement 

has been achieved that gives validity to 
difference

c. a test statistic that follows a known 
distribution

d. all of the above is true

2 A non-parametric test requires:
a. a null hypothesis 
b. the calculation of a test statistic 
c. the use of critical values 
d. all of the above

3 A chi-squared test statistic of 16.548 
has been calculated for a 4 by 5 cross 
tabulation (with all expected frequencies 
above five). Using a 5 per cent significance 
level:
a. you would compare with a critical 

value of 21.0 and not reject the null 
hypothesis 

b. you would compare with a critical 
value of 21.0 and reject the null 
hypothesis 

c. you would compare with a critical 
value of 14.8 and not reject the null 
hypothesis 

d. you would compare with a critical 
value of 14.8 and reject the null 
hypothesis

4 A frequency table has been used to report 
the length of life of a component. The table 
has eight intervals and has been used to 
calculate the sample mean and sample 
standard deviation. It has been decided 
to test at the 1 per cent significance level 
whether the length of life follows a normal 
distribution. A chi-squared test statistic of 
13.246 was calculated by comparing the 
observed and expected frequencies (with 
all expected frequencies above five). You 
would compare the chi-squared value with 
a critical value of:
a. 11.1 and not reject the null hypothesis 
b. 11.1 and reject the null hypothesis 
c. 15.1 and not reject the null hypothesis 
d. 15.1 and reject the null hypothesis

5 You are using the Mann-Whitney U test 
for a small sample and have been given the 
following summary:

Rank Sample

  1 2
  2 2
  3.5 1
  3.5 2
  5 1
  6 2
  7 1
  8.5 1
  8.5 2
10 2
11 1
12 1
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Using a 5 per cent significance level:
a. you would compare a T value of 10 

with a critical value of U of 6 and 
reject null hypothesis 

b. you would compare a T value of 10 
with a critical value of U of 6 and not 
reject null hypothesis 

c. you would compare a T value of 10 
with a critical value of U of 6 and 
reject null hypothesis 

d. you would compare a T value of 10.5 
with a critical value of U of 12 and not 
reject null hypothesis

6 You are using the Mann-Whitney U 
test for a large sample and have been 
given the following statistics: T = 258, 
n1 = 15 and n2 = 25. Using a 5 per cent 

significance level you would compare a 
z value of:
a. +1.87 with +1.645 and reject null 

hypothesis 
b. +1.87 with +1.96 and not reject null 

hypothesis 
c. -2.87 with +1.96 and reject null 

hypothesis 
d. +2.87 with +1.96 and not reject null 

hypothesis

7 A company has identified a number of 
fraudulent claims. To test whether they are 
random they should use a:
a. Mann-Whitney U test for small samples 
b. Wilcoxon test for small samples 
c. Wilcoxon test for large samples 
d. Runs test

Exercise questions
Conduct all tests at the 5 per cent level of significance unless told otherwise.

1 A factory employs three quality control inspectors. They are asked to keep a record of the 
number of items they test and accept/reject. The results are as follows:

Accepted Rejected

Inspector A 75 15
Inspector B 83 19
Inspector C 92 16

Do the inspectors differ significantly in the proportion of items they reject?

2 The table below gives the number of claims made in the last year by the 9650 motorists insured 
with a particular insurance company:

Insurance groups

Number of claims I II III IV

0 900 2800 2100 800
1 200   950   750 450

2 or more   50   300   200 150

Is there an association between the number of claims and the insurance group?

3 HIHO Ltd. specializes in guided walking holidays based around its own holiday hotels in 
the UK. The company provides two types of holiday: Just Walking (JW) and Walking Plus 
Adventure (WPA). Last summer at one of the HIHO hotels the local manager wished to 
investigate whether there was any relationship between the two types of holiday and the 
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customers’ age. She estimated the age of a random sample of 300 customers during August 
with the following result:
➔➔ There were 200 on JW holidays, with 50 in each of the four age categories: ‘under 30’, 

‘30 – 44’, ‘45 – 59’ and ‘60 + ’
Of the WPAs, 49 were ‘under 30’, 22 were ‘45 – 59’ and seven were over 60 years of age.

a. Construct a suitable cross-tabulation table, including row and column totals, and the 
overall total.

b. Apply a Chi-square test to the data to establish whether or not age and type of holiday 
chosen are linked. 

c. If there is an a significant association, in what way is age and type of holiday related?

4 On a portion of the M4 motorway all four lanes in each direction become congested during 
peak time weekday periods. A study was undertaken to find out if drivers prefer to drive on 
the inside lanes. A total of 1000 cars were observed during a morning peak period and their 
respective lanes recorded. It is suspected that each lane has equal preference. Do the data 
present sufficient evidence that some lanes are preferred over others?

LANE 1  2  3  4

OBSERVED COUNT 294 276 238 192

5 The number of breakdowns each day on a section of road were recorded for a sample of 
250 days as follows:

Number of breakdowns Number of days

0 100
1   70
2   45
3   20
4   10
5    5

250

Test whether a Poisson distribution describes the data.

6 The average weekly overtime earnings from a sample of workers from a particular service 
industry were recorded as follows:

Average weekly overtime earnings (£) Number of workers

Under 1 19
1 but under 2 29
2 but under 5 17
5 but under 10 12
10 or more   3

80

Do average weekly overtime earnings follow a Normal distribution?
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7 Eggs are packed into cartons of six. A sample of 90 cartons is randomly selected and the 
number of damaged eggs in each carton counted.

Number of damaged eggs Number of cartons

0 52
1 15
2   8
3   5
4   4
5   3
6   3

Does the number of damaged eggs in a carton follow a Binomial distribution?

8 An organization has two cars, both the same model, that are used by their two sales staff. On 
balance both travel about same amount of miles each month. On reading through the expenses 
claim for petrol from the two sales people the manager thinks that one of them is using more 
petrol than the other. Based on the amount of petrol claimed for and the miles travelled he 
tabulates the consumption rates, in miles per gallon, for the two sales people: 

Sales person A: 37.3, 38.5, 39.0, 39.5, 40.7, 41.4, 41.4, 42.5, 42.6, 43.3, 43.4, 45.1, 46.3, 46.5, 47.2

Sales person B: 40.6, 41.4, 41.7, 41.8, 41.8, 42.5, 44.5, 45.3, 45.4, 47.2, 47.9, 49.3, 49.4

Use a Normal approximation of the Mann-Whitney U test to find if the driving styles of the 
two sales people differ.

9 Attitudes to ‘Green’ issues can be characterized into conservative and radical. During the 
building of a new airport, the percentages who held radical views on the possible harmful 
effects on the environment were canvassed in local towns and villages, and are recorded in the 
following table.

Percentages holding radical views

Villages 31, 31, 50, 10, 12, 17, 19, 17, 22, 22, 23, 27, 42, 17, 5, 6, 8, 24, 31, 15

Towns 30, 18, 25, 41, 37, 30, 29, 43, 51

Test at the 1 per cent level of significance if there is a difference in the level of support for a 
radical view between the villages and the towns.

10 A national charity has recently held a recruitment drive and to test if this has been successful 
has monitored the membership of ten area groups before the campaign and three months after 
the campaign.

Local area group: A B C D E F G H I J

Before 25 34   78 49 39 17 102 87 65 48
After 30 38 100 48 39 16 120 90 60 45

Use a Wilcoxon test to find if there has been an increase in local group membership.
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11 An environmental protection agency wishes to investigate the effectiveness of the 
‘Environment awareness’ weekend courses which it ran for the general public. In order to 
gauge the effectiveness of the weekend course in improving the participants’ knowledge of 
environmental issues, participants are asked to fill in a long questionnaire before attending the 
course and then fill in the same questionnaire after attending the course. The maximum score 
on the questionnaire was 1000. The results for a sample of 20 participants are given below:

Participant No.

Questionnaire Score

Participant No.

Questionnaire Score

Before After Before After

  1 685 672 11 833 856
  2 363 364 12 546 542
  3 660 609 13 815 807
  4 505 446 14 471 444
  5 834 802 15 519 485
  6 752 811 16 413 364
  7 862 909 17 643 668
  8 902 854 18 343 281
  9 583 547 19 788 809
10 646 619 20 461 398

Use a Wilcoxon test to find if there is any evidence that participants’ knowledge of 
environmental issues is increased by attending the course. (N.B. Use the Normal 
approximation.)

12 A wine merchant receives regular shipments of cases of wine from New Zealand and records 
if any particular shipment was damaged (D) or acceptable (A). The merchant inspects his 
records for a series of 25 shipments to determine if there is a pattern to damage. The sequence 
of acceptable and damaged shipments were as follows: 

A, D, D, D, A, A, A, A, A, D, D, A, A, D, D, D, D, A, D, D, A, A, A, A, A

Test if the sequence is random.
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PART FIVE

Relating Variables and 
Predicting Outcomes

WE hAVE AlREAdy sEEn ThAT looking at a single variable, like sales or working days 
lost due to sickness, can be helpful (see Part 2 Describing Data). In many business situ-
ations we will want to do more than this and consider issues like, ‘is there a relationship 
between the sales achieved and other factors?’ or, ‘can we give some explanation of the 

number of working days lost due to sickness?’
In the following chapters, we examine how relationship might exist and how we can model them. 

Correlation (Chapter 15) provides a measure of how strongly two variables might be related, e.g. 
sales and advertising. Given that a relationship is likely to exist we can use the method of simple 
regression (Chapter 15) to find an equation to describe the relationship between the two variables. 
Given such an equation, we can then make predictions. In many business problems, the outcomes 
we are looking at will be determined by a number of factors and we extend these ideas to multiple 
regression (Chapter 16). We also consider change over time (Chapter 17).

It would be nice to think that prediction would give us the necessary understanding of the future. But 
the future cannot be that knowable. There can always be the unexpected natural or manmade disasters. The 
business environment continues to change. New products can enter the marketplace. Consumer preferences 
can change. Prediction can provide a helpful guide and can help us plan for the future. Without predictions, 
government could not plan for hospital or school places. Without some forecast of passenger numbers, an 
airline could not plan future aircraft orders or the aircraft manufactures future aircraft development. With-
out reasonable estimates of demand a supermarket could not have the goods on the shelf we expect to find.

We need to understand and keep in mind the benefits of forecasting and the importance of an 
appropriate forecasting method while recognizing the limitations of forecasting.

Introduction
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Jasbeer, Rajan & Co. 

ThIs ComPAny sTARTEd AbouT TEn years ago and has production facilities and management 
offices on an industrial estate to the south of Leicester; close to Junction 21 of the M1. (This is 
also the junction with the M69.) Jasbeer and Rajan originally set up the business as a very small 
operation in a low rent unit within a converted factory near Leicester city centre. The business 
grew and they moved to the current premises five years ago. It was also at this time that a new 
injection of capital into the business was made by taking on three new partners. The company 
then changed its status from a partnership to a limited company.

The company manufactures decorations and party items. Demand varies throughout the year. 
The market is competitive and there are several other suppliers and the continuing threat from 
imports. The company wishes to assess their current market position and make some projections 
about future business.

Data on the company’s sales together with other relevant data from the past seven and a half 
years is available to you (given on the book’s online platform) to help Jasbeer, Rajan & Co. deal 
with their problems.

Go to the online platform and find the data sets CSE18.xlsx, CSE19.sav and CSE26.
xlsx l l l

IllusTRATIVE
EXAmPlE

Relating Variables and  
Predicting outcomes
Correlation provides a measure of whether a 
linear relationship exists between two variables. 
Prediction is about making some assertion about 
the future values of a variable of interest, e.g. 
making a sales prediction, using other variables 
such as price. We can look at the effects of one 
or more variables or just look at changes over 
time.

Correlation and regression
Correlation provides a measure of the relation 
between two data sets and is given by:

r = n xy x y

{(n x 2 ( x )2)(n y 2) ( y )2)}

where r varies from -1 to +1. A value of r = 0 
suggests no relationship.

Simple regression produces an equation of a 
line describing the relationship between y and 
x: Given:

y = a + bx ,

b = n xy x y
n x 2 ( x )2

a = y bx

These ideas can then be extended to multiple 
regression, where the value of y will depend on 
more than one x variable. Software packages 
like EXCEL and SPSS can be used to do the hard 
work for multiple regression.

QuICK                             sTART

(Continued )
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Time series
The basic models are:

 ➔ Additive 

A = T + C + S + R 

 ➔ Multiplicative

A = T × C × S × R 

Where A = actual value, T = trend, C = cyclical, 
S = seasonal and R = residual. The trend can be 
found in a variety of ways:

 ➔ moving averages

 ➔ linear regression

 ➔ the exponentially weighted moving average.

(Continued )
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Objectives after working through this chapter, you should be able to:

 ➔ describe what is meant by correlation

 ➔ argue whether or not this is causal

 ➔ calculate a correlation measure for ordinal data

 ➔ calculate a correlation measure for continuous data

 ➔ test the significance of the correlation

 ➔ describe the link between regression and correlation

 ➔ calculate the coefficients of a regression line

 ➔ make predictions from a regression line

 ➔ identify the problems of extrapolation

 ➔ apply regression to non-linear situations

15

CoRRElATIon And REgREssIon AnAlysIs boTh deal with the analysis of the 
relationship between two or more variables. The former enables us to judge the 
strength of the relationship while the latter enables us to describe the nature of 
that relationship between the variables by a model (or an equation). This model 
can be used to predict values of one variable if we know the value of the other 
variable(s).

Considerable data is collected and analyzed by both the government and companies to 
aid  decison-making, and inform policies and strategies. It seems obvious that there will be 
 relationships between some sets of data, and it is our aim in this chapter to explore if a rela-
tionship does exist between two sets of data, and, if so, how we can model that relationship. 
We will also be interested in whether one relationship is in some sense ‘better’ than some 
other relationship.

correlation and simple 
Regression analysis

60193_15_Ch15_p431-469.indd   434 13/10/12   11:56 AM



435Chapter 15 Correlation and Simple regreSSion analySiS

15.1 correlation
The term correlation is often used in everyday news reports and commentaries; so much 

so, that you will already have some idea of its meaning. In a general sense, it is about how two or 
more sets of observations are related. We would expect the sales of ice cream to vary with the tem-
perature or crop yield to vary with the application of fertilizer. Often, however, it is used in a rather 
vague sense, with an implication of some mechanistic link between the two. In a statistical context, 
we will need to define correlation rather more exactly than this, and then establish some way of 
measuring it. Once we can do this we can try to decide what the result actually means, assessing its 
significance in both statistical terms and in the context of the problem at which we are looking.

15.1.1 scatter diagrams
As we saw in Chapter 5, visual representation can give an immediate impression of a set of data. 
Where we are dealing with two continuous variables, the appropriate method of illustration is the 

IllusTRATIVE
EXAmPlE

Jasbeer, Rajan & Co. 

TAKIng dATA FRom ThE EXAmPlE of Jasbeer, Rajan & Co., we can create a scatter diagram for 
sales volume against promotional spending. In this case we would like to predict sales volume, on 
the y-axis, using promotional spending, on the x-axis. This is shown in Figure 15.1. l l l

Figure 15.1  

60193_15_Ch15_p431-469.indd   435 13/10/12   11:56 AM



436 Part V relating Variables and Predicting OutcOmes

scatter diagram. A scatter diagram shows the two variables together, one on each axis. The depend-
ent variable is shown on the y-axis (this is the one we would like to predict) and the independent 
variable is shown on the x-axis (the one we wish to use for prediction). Where data is limited, little 
can be inferred from such a diagram, but in most business situations there will be a large number 
of observations and we may distinguish some pattern in the picture obtained. The lack of a pattern, 
however, may be just as significant.

From Figure 15.1 we can infer that, in general, the more that is spent on promotion, the higher the 
sales volume. This is by no means a deterministic relationship and does not imply a cause and effect 
between the two variables; it merely means that times of high promotional spending were also times 
of high sales volumes. Examining a scatter diagram like Figure 15.1 would be part of an investigation 
to understand what determines something like sales volume.

Figure 15.2 shows the relationship which is likely to exist between the number employed with a 
fixed level of capital investment, and the total output from such a plant. We can see that a relation-
ship exists but one that is non-linear. This type of result is expected if the law of diminishing returns 
applies. The law says that as more and more of one factor of production is used, with fixed amounts 
of the other factors, there will come a point when total output will fall.

Number of employees

Output

Figure 15.2

(a)

y

x

y

x
(b)

Figure 15.3

A scatter diagram is particularly helpful when deciding how to look at a relationship between 
two variables. Having decided that further work is worthwhile we need some basis of comparison. 
Looking at the two diagrams in Figure 15.3, we see examples of all the data points falling on a straight 
line. Such a relationship is known as a perfect or deterministic linear relationship. The first scat-
ter diagram, part (a), shows a positive linear relationship, for each unit increase in x there is the 
same increase in y. A negative linear relationship is shown in part (b) and in this case, for each unit 
increase in x there is the same decrease in y.

Although the signs of the relationships shown in Figure 15.3 are different, they both represent a 
perfect relationship, and thus can be thought of as boundaries. The opposite of a perfect relationship 
between x and y would be one where there is no relationship between the two variables, and this is 
illustrated in Figure 15.4.

These three special cases form a basis for comparison with actual data that we can plot. It is 
unlikely that any real situation will give an exact match to any one of these scatter diagrams, but they 
will allow us to begin our interpretation of the relationship before going into detailed calculations. 
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(They may also help to avoid silly mistakes such as having a scatter diagram which shows a positive 
relationship and, through a small error, producing a numerical calculation which gives a negative 
answer.)

Scatter diagrams are often overlooked in favour of numerical calculations, but they do have a 
significant role to play in the interpretation of bivariate relationships. Where the scatter diagram 
is similar to Figure 15.4 there may be little point in working out a numerical relationship since no 
amount of information on likely values of x would allow you to make any useful predictions about 
the behaviour of y. Also, if a particular scatter diagram looks similar to Figure 15.2, there may be no 
point in calculating a linear relationship since the diagram shows a nonlinear situation. Thus scatter 
diagrams can help ensure that any analysis undertaken is meaningful.

Obtain a scatter diagram of the data from Jasbeer, Rajan & Co. for sales against 
promotional spend, and also for sales against advertising. What can you conclude 
from these scatter diagrams?

Visit the book’s online platform and download the data. You will need either the 
EXCEL file CSE18.xlsx (basic data tab) or the SPSS file CSE19.sav   

EXERCIsE

y

x

Figure 15.4

Figure 15.5

15.1.2 cause and effect relationships
It is very tempting, having plotted a scatter diagram such as Figure 15.5 which suggests a strong 
linear relationship, to then go on to say that wage rises cause prices to rise, i.e. inflation. Others, 
however, would argue from this diagram that it is the rises in prices that drive wage increases.

% Wage rises

% Price
rises
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While it is unlikely that there will ever be an answer to these questions that everyone can agree 
with, some consideration of cause and effect will help in understanding the relationship.

Only one of the variables can be a cause at a particular point in time, but they could both be effects 
of a common cause! If you increase the standard of maternity care in a particular region, you will, in 
general, increase the survival rate of babies: it is easy to identify the direction of the relationship as it 
is extremely unlikely that an increasing survival rate would encourage health authorities to increase 
spending and improve standards! But would you agree on the direction of causation in Figure 15.6?

No. of storks in Sweden
(in last 200 years)

No. of
UK births

(in last
200 years)

Figure 15.6

Do wage increases cause price increases or do price increases cause wage increases? What 
do you think?

EXERCIsE

Here there appears to be a correlation, but both variables are changing over time and could be 
related to a third or fourth variable that is also changing over time. Time itself cannot be a cause, 
except perhaps in the ageing process. In this case we could be looking at two effects of a common 
cause and there will be no way of controlling, or predicting, the behaviour of one variable by taking 
action on the other variable. An example of two effects of a common cause would be ice cream sales 
and the grain harvest over time, both being affected by the weather. This is referred to as spurious 
correlation.

While it cannot be the intention of this chapter to look deeply into the philosophy of cause and 
effect it will help to pick out a few conclusions from that subject. David Hume, in the eighteenth 
century, suggested that ‘all reasoning concerning matters of fact seem to be founded on the relation 
of cause and effect’. He then went on to prove that this is not rationally justified. Which matters are 
justified in using cause and effect has interested many philosophers. We however, will concern our-
selves with making sense of collected data.

Conditions, or variables, can be divided into two types, stable and differential, and it is the second 
type which is most likely to be identified as a cause. New roadworks on the M1 at Watford Gap will 
be cited as a cause of traffic jams tailing back to Coventry, since the roadworks are seen as a changed 
situation from the normally open three-lane road. Drug abuse will be cited as a cause of death and 
illness, since only taking the recommended dosage is seen as normal (in some cases this will be a 
nil intake, e.g. heroin), and thus the alteration of normal behaviour is seen as causing the illness or 
death. There is also the temporal ordering of events; an ‘effect should not precede a cause’ and usually 
the events should be close together in time.

A long time interval leads us to think of chains of causality. It is important to note the timing of 
events, since their recording must take place at the same time; for example, the studies by Doll and 
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Hill of smoking and deaths from lung cancer conducted in the UK in the 1950s asked how many 
cigarettes per day people had smoked in the past and not just how many they were currently smok-
ing. Some events may at first sight appear to be the ‘wrong’ way around. If most newspapers and 
commentators are predicting a sharp rise in VAT at a forthcoming budget in, say, six weeks’ time, 
then many people will go out to buy fridges, washing machines and DVD recorders before budget 
day. If asked, they will say that the reason for their purchase is the rise in VAT in the budget in six 
weeks’ time; however, if we look a little more closely, we see that it is their expectation of a VAT rise, 
and not the rise itself, which has caused them to go out and buy consumer durables. This, however, 
leads us to a further problem: it is extremely difficult to measure expectations!

A final but fundamental question that must be answered is ‘does the relationship make sense?’
Returning now to the problem in Figure 15.5, we could perhaps get nearer to cause and effect if we 

were to lag one of the variables, so that we relate wage rises in one month to price rises in the previous 
month: this would give some evidence of prices as a cause. The exercise could be repeated with wage 
rises lagged one month behind price increases – giving some evidence of wages as a cause. In a Brit-
ish context of the 1970s and 1980s both lagged relationships gave evidence of a strong association. 
This is because the wage-price-wage spiral was quite mature and likely to continue, partly through 
cause and effect, partly through expectations and partly through institutionalized factors.

1  Give two other examples of variables between which there is a spurious correlation apart 
from those mentioned in the text.

2  What are the stable and differential conditions in relation to a forest fire?

EXERCIsE

Attempts to identify causes and their effects will also be concerned with which factors are control-
lable by the business, and which are not. For example, even if we could establish a causal relationship 
between Jasbeer, Rajan & Co.’s sales value and the weather, this would be of little value, since it seems 
unlikely that they will be able to control the weather. Such a relationship becomes more of a historical 
curiosity, than a useful business analysis model.

Calculating a correlation coefficient  
is one thing, making a case is another! mInI CAsE 15.1

onCE you hAVE dATA ThAT allows the plotting of scatter diagrams, you will also be able to calculate 
a correlation coefficient. However, you still need to give an interpretation to this figure and argue 
the case that it does make sense. If you look at sufficient data, you will eventually find a correlation 
of some sort. The question then becomes ‘does this correlation give a reasonable description of a 
possible relationship?’ If you use ‘correlation’ as a key word in a newspaper search you will find lots of 
examples of how a case is being made on the basis of correlation.

The fact that a correlation can be shown to exist is often used to win an argument. You still need to 
decide whether the correlation presented is indicative of a cause and effect.

(Continued )
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15.2 measuring linear association
Correlation, as we have already noted, is a word which is now in common use. If you 

have read through the previous sections, you will now be able to produce a pictorial repre-
sentation of the association between two sets of data, and this will considerably enhance your 
ability to talk about any correlation between two variables. In many circumstances this may 
be sufficient, but for a more detailed analysis we need to take the next step and find a way 
of measuring how strongly two variables are associated (the strength of the relationship). 
Such measurement will enable us to make comparisons between different models or proposed 
explanations of the behaviour of the variables. The measure that we will calculate is called the 
 coefficient of correlation which measures the degree that the association between two  variables  
is linear.

As we have already seen in Figure 15.3, an extreme type of a linear relationship is one where 
all of the points of the scatter diagram lie on a straight line. Data which gave the scatter diagram 
shown in Figure 15.3 (a) would have a correlation coefficient of +1, since y increases in equal 
increments as x increases, while the correlation coefficient from Figure 15.3 (b) would be -1. 
Where there is no relationship between the variables, the coefficient of correlation would be 
equal to zero (for example in Figure 15.4). Each of these situations is very unlikely to exist in 
practice. Even if there were to be a perfect, linear relationship between two variables, there would 
probably be some measurement errors and the data which we collected would give an answer 
between -1 and +1. 

Finally, before we begin the process of calculation, we should make a distinction between continu-
ous and ordinal data. Although the method of calculation is basically the same, we must remember 
that the type of data will affect the way in which we interpret the answers calculated. You need to be 
aware that when using a statistical package you may be able to use exactly the same commands 
whichever type of data you have – check with the manual. 

Corporation tax cuts do not stimulate growth
Prompted by the coalition government’s promise to stimulate growth and cut corporation tax from 
28 per cent to 23 per cent in 2013, Richard Murphy, on behalf of the TUC, has produced a report that 
claims that the links between tax rates and employment and growth are weak. Based on OECD sample 
data that were similar to the UK he says that although the data cannot prove causal relationships it 
does indicate that only 7 per cent of all variation in growth and employment could be explained by tax 
rates. In this case Murphy suggests, ‘to change tax rates is a very poor way to stimulate the economy’. 
The TUC report acknowledges that the analysis does run counter to previous work by the Organization 
for Economic Co-operation and Development (OECD) which concluded that lower corporation tax 
rates does stimulate economic growth.

In criticizing the report an Oxford University tax expert, Mike Devereux, pointed out that it ignored 
some of variables that might have had relevance in this instance and added ‘To say corporation tax 
does not affect growth is just ignoring quite a lot of academic literature’.

Sources: 

www.taxresearch.org.uk/Blog/2011/05/28/corporation-tax-cuts-do-not-stimulate-growth/

TUC (May 2011) Corporation Tax reform and competitiveness www.tuc.org.uk/economy/tuc-19619-f0.pdf

The Guardian, Saturday 28 May 2011, Alex Hawkes, Guardian Newspapers Limited

(Continued )
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15.2.1 Rank correlation
Ordinal data consists of values defined by the position of the data in an ordered list (a rank) and may 
be applied to situations where no numerical measure can be made, but where best and worst or most 
favoured and least favoured can be identified. They may also be used for international comparisons 
where the use of exchange rates to bring all of the data into a common currency would not be justi-
fied. Rankings are often applied where people or companies are asked to express preferences or to 
put a series of items into an order. In these situations it is no longer possible to say how much better 
first is than second; it may be just fractionally better, or it may be outstandingly better. We therefore 
need to exercise caution when interpreting a rank correlation coefficient (or Spearman’s correlation 
coefficient) since similar ranking of the same item, and hence fairly high correlation, may represent 
different views of the situation.

IllusTRATIVE
EXAmPlE

Jasbeer, Rajan & Co.  

TAblE 15.1 shoWs ThE PoPulARITy ranking of ten of the various products produced by Jasbeer, 
Rajan & Co. for last year and this year. l l l

Table 15.1 Ranking of Jasbeer, Rajan & co.’s products

Product Last year This year

crackers 1 3
Joke string 2 4
Hats 3 1
masks 4 2
Joke Food 5 6
balloons 6 10
Whistles 7 9
streamers 8 7
Flags 9 8
mini Joke book 10 5

For this example we can go ahead and calculate a rank correlation coefficient between these two 
sets of data; in doing so we are trying to answer the question, ‘Are there similarities in the rankings 
of the products from one year to the next?’, or, ‘Is there an association between the rankings?’ To do 
this we need to use a formula known as Spearman’s coefficient of rank correlation (rs): 

1 6
( 1)

2

2r d
n ns == −− ΣΣ

−−

The first step is to find the difference in the rank given to each product (d = last year – this year), 
which gives us a series of positive and negative numbers (which add up to zero). To overcoming 
this sign problem, we square each difference, and then sum these squared values. This calculation 
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has been done in Table 15.2. Such calculations are easily performed by hand, but could be done on 
a spreadsheet or some other statistics software. (Note that, if you are using a spreadsheet or statistics 
software, you can just use the ‘correlation’ command to obtain the correlation coefficient.)

Using the formula given above, we now have:

1 6 64
10(100 1)

1 384
10 99

1 384
990

1 0.38788
0.61212

rs = − ×
−

= −
×

= −

= −
=

This answer suggests that there is some degree of association between the rankings from one year 
to the next, but probably not enough to be useful to the business. The limitations mentioned above 
about rank correlation must be borne in mind when interpreting this answer. Rank correlation 
would not, normally, be used with continuous data since information would be lost by moving from 
actual measured values to simple ranks. However, if one variable was measured on the continu-
ous scale and the other was measured on the ordinal scale, ranking both and then calculating the 
rank correlation coefficient may prove the only practical way of dealing with these mixed measure-
ments. Rank correlation also finds applications where the data is continuous but the relationship is 
non-linear.

15.2.2 correlation for continuous data
Continuous data does not rely on subjective judgement, but on some form of objective measurement 
to obtain the data, like time or weight. Since this measurement produces a scale where it is possible 
to say by how much two items of data differ (which it wasn’t possible to do for ranked data), then we 
may have rather more confidence in our results. Results close to either -1 or +1 will indicate a high 
degree of association between two sets of data, but as mentioned earlier, this does not necessarily 

Table 15.2 calculation of rank correlation

Product Last year This year d d 2

crackers 1 3 -2 4
Joke string 2 4 -2 4
Hats 3 1 2 4
masks 4 2 2 4
Joke Food 5 6 -1 1
balloons 6 10 -4 16
Whistles 7 9 -2 4
streamers 8 7 1 1
Flags 9 8 1 1
mini Joke book 10 5 5     25    

total 64
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imply a cause and effect relationship. The statistic which we will calculate is known as Pearson’s 
 correlation coefficient (r) and is given by the following formula:

){( ( )( ( ) )}2 2 2 2
r n xy x y

n x x n y y
== ΣΣ −− ΣΣ ΣΣ

ΣΣ −− ΣΣ ΣΣ −− ΣΣ

Although this formula looks very different from the Spearman’s formula, they can be shown to be 
the same for ordinal data (visit the online platform to see proof). For those who are more technically 
minded, the formula is the covariance of x and y (how much they vary together), divided by the root 
of the product of the variance of x and the variance of y (how much they each, individually, vary). 
The derivation is shown on the online platform.

We need to decide the dependent variable (y) and the independent variable (x). As a general 
rule, we usually give the label y to the variable which we are trying to predict, or the one which 
we cannot control. In this case it would be the sales volume. The other variable is then labelled 
as x. Once we have done this, we can look at the formula given above, to check the summations 
required: 

Σ Σ Σ Σ Σ2 2x y x y xy

We also need to know the number of pairs of data (n), in this case 30.

IllusTRATIVE
EXAmPlE

Jasbeer, Rajan & Co.  

ConTInuIng ouR EXAmPlE FRom JAsbEER, Rajan & Co., we have already seen that there appears 
to be an association between Sales Volume and Promotional Spend (see Figure 15.1). We will 
now work through the process of finding the numerical value of the correlation coefficient, 
doing this by hand. In most cases you would just have the data in a spreadsheet and issue the 
 command to find the correlation coefficient. The data set and associated calculations is shown in  
Table 15.3. l l l

If we now substitute the various totals into the formula (from Table 15.3 see page 444), we get:

30 1055 391 (2139)(11966)
{(30 179 291 (2139) )(30 6 947 974 (11996) )}

31661730 25595 274
{(5 378 730 4 575 321)(208 439 220 143185156)}

6 066 456
{(803 409 65 254 064)}
6 066 456
7 240559.5
0.8378

2 2
r = × −

× − × −

= −
− −

=
×

=

=
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Table 15.3 Jasbeer, Rajan & co data and correlation calculations

Yr. qtr Sales volume y Promotion x x2 y2 xy

1.1 166 50 2 500 27 556 8 300
1.2 52 18 324 2 704 936
1.3 140 58 3 364 19 600 8 120
1.4 733 76 5 776 537 289 55 708
2.1 224 56 3 136 50 176 12 544
2.2 114 45 2 025 12 996 5 130
2.3 181 60 3 600 32 761 10 860
2.4 753 69 4 761 567 009 51 957
3.1 269 61 3 721 72 361 16 409
3.2 214 32 1 024 45 796 6 848

3.3 210 58 3 364 44 100 12 180
3.4 860 95 9 025 739 600 81 700
4.1 345 63 3 969 119 025 21 735
4.2 203 31 961 41 209 6 293
4.3 233 67 4 489 54 289 15 611
4.4 922 123 15 129 850 084 113 406
5.1 324 76 5 776 104 976 24 624
5.2 224 40 1 600 50 176 8 960
5.3 284 85 7 225 80 656 24 140
5.4 822 124 15 376 675 684 101 928
6.1 352 86 7 396 123 904 30 272
6.2 280 39 1 521 78 400 10 920
6.3 295 81 6 561 87 025 23 895
6.4 930 135 18 225 864 900 125 550
7.1 345 61 3 721 119 025 21 045
7.2 320 50 2 500 102 400 16 000
7.3 390 79 6 241 152 100 30 810
7.4 978 140 19 600 956 484 136 920
8.1 483 90 8 100 233 289 43 470
8.2 320 91 8 281 102 400 29 120

totals 11 966 2 139 179 291 6 947 974 1 055 391

Using either EXCEL or SPSS commands obtain the correlation coefficient for 
this data. You can visit the online platform and download the data (CSE18.xlsx or 
CSE19.sav).

EXERCIsE

This confirms that there is a fairly high level of association between sales volume and promotional 
spend for Jasbeer, Rajan & Co. While we know nothing of cause and effect here, since promotional 
spend is a controllable variable, the company may wish to use it in developing a strategic policy for 
the marketing of its products.
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The calculation of correlation can  
help dispel conflicting opinions mInI CAsE 15.2

CoRRElATIon CAn bE usEd As part of a debate as the following example illustrates. 
A popular theory of climate change sceptics is that global warming is simply the natural fluctuation 

of the global climate. This idea was advanced in March 2007 by the Channel 4 documentary ‘The 
Great Global Warming Swindle’, where it was suggested that climate change was not a result of 
carbon emissions rather it was blamed on variations in the Sun’s activity. The documentary was heavily 
criticized for distorting scientific data to fit the sceptic argument.

The results of a study, led by Professor Mike Lockwood, a solar physicist at the Rutherford Appleton 
Laboratory, published later in the year refuted the programme’s claim. The study showed that ‘over the 
past 20 years, all the trends in the Sun that could have had an influence on the Earth’s climate have been 
in the opposite direction to that required to explain the observed rise in global mean temperatures . . . 
the observed rapid rise in global mean temperatures seen after 1985 cannot be ascribed to solar 
variability, whichever of the mechanisms is invoked and no matter how much the solar variation is 
amplified’. (Lockwood & Frohlich, 2007). In other words there is a negative correlation between the 
earth’s temperature rise and the sun’s output. 

Sources: 

‘New analysis counters claims that solar activity is linked to global warming’, The Guardian, 11th July 2007. 
Guardian Newspapers Limited 

Lockwood, M & Frohlich, C (2007) ‘Recent oppositely directed trends in solar climate forcings and the global 
mean surface air temperature’. Proceedings of the Royal Society A doi:10.1098/rspa.2007.1880 Published online

15.2.3 the coefficient of determination
While the correlation coefficient is used as a measure of the association between two sets of data, the 
coefficient of determination (denoted r2) is used to examine the relationship. It is defined to be:

variation in the variable explained by the association
total variation in the variable

Fortunately this is not difficult to find since it can be shown to be equal to the value of the coefficient 
of correlation squared. (Note that this only makes sense for continuous data.) The value obtained  
is usually multiplied by 100 so that the answer may be quoted as a percentage. Many statistical 
packages will automatically give the value of r2 when told to find correlation and regression for a 
set of data.

The coefficient of determination will always be positive, and can only take values between 0 and 1 
(or 0 and 100 if quoted as a percentage), and will have a lower numerical value than the coefficient of 
correlation. For example, if the correlation were r = 0.93, then the coefficient of determination would 
be r2 = 0.8649. The interpretation given is that 86.49 per cent of the variation in one of the variables is 
explained by the association between them, while the remaining 13.51 per cent is explained by other 
factors. (Merely stating this is useful when answering examination questions where you are asked to 
comment on your answer.)

60193_15_Ch15_p431-469.indd   445 13/10/12   11:56 AM



446 Part V relating Variables and Predicting OutcOmes

The value of the coefficient of determination is often used in deciding whether or not to continue 
the analysis of a particular set of data. Where it has been shown that one variable only explains 10 per 
cent or 20 per cent of the behaviour of another variable, there seems little point in trying to predict 
the future behaviour of the second from the behaviour of the first. This point can easily be missed 
with the simplicity of making predictions using computer packages. However, if x explains 95 per 
cent of the behaviour of y, then predictions are likely to be fairly accurate.

Interpretation of the value of r2 should be made with two provisos in mind. First, the value has 
been obtained from a specific set of data over a given range of observations at particular points in 
time. A second data set may give a different result. Second, the value obtained for r2 does not give 
evidence of cause and effect, despite the fact that we talk about explained variations. Explained here 
refers to explained by the analysis and is purely an arithmetic answer. In the case of Jasbeer, Rajan 
& Co. we can simply square the correlation coefficient which we obtained in the last section to get 
the answer 0.7019, or approximately 70 per cent of the variation in sales volume is explained by 
 variations in promotional spend. In business terms we would need to try to understand and explain 
the observed relationship.

1  Why is it important to know the number of observations when interpreting a correlation 
coefficient?

2  If a firm has studied the relationship between its sales and the price which it charges for 
its product over a number of years and finds that r 2  =  0.75, how would you interpret this 
result? Is there enough evidence to suggest a cause and effect relationship?

EXERCIsE

15.2.4 testing the significance of the correlation
We have talked about ‘high’ and ‘low’ correlations, but the statistical significance of a particular 
numerical value will vary with the number of pairs of observations available to us. The smaller 
the number of observations, the higher must be the value of the correlation coefficient to establish 
 association between the two sets of data, and, more generally, between the two variables under con-
sideration. Showing that there is a significant correlation will still not be conclusive evidence for 
cause and effect but it will be a necessary condition before we propound a theory of this type.

As we have seen in Chapter 13, a series of values can be thought of as a sample from a wider popu-
lation, and we can use a test of hypothesis to evaluate the results we have obtained. In the same way 
that we were able to test a sample mean, we may also test a correlation coefficient, here the test being 
to find if the value obtained is significantly greater than zero. The correlation coefficient is treated as 
the sample value, r, and the population (or true) value of correlation is represented by the Greek  letter 
r (rho). Statistical theory shows that while the distribution of the test statistic for r (see Steps 2 and 4 
below) is symmetrical, it is narrower than a Normal distribution, and in fact follows a t-distribution.

Using the methodology proposed in Chapter 13, we may conduct the test. Suppose that we have 
obtained a linear correlation coefficient of 0.65 from ten pairs of data.

1. State hypotheses: H0: r = 0; H1: r > 0.
(Note that we are using a one-tailed test.)

2. Decide on the appropriate statistical distribution to test H0: 
here we use the t-distribution with n-2 degrees of freedom.

3. State the significance level: we will use 5 per cent.
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4. State the critical value: 1.86.
(Note that there are (n -2) = 8 degrees of freedom for this test, and that the critical value is 
obtained from Appendix D.)

5. Calculate the test statistic:

t r n
r

= −
−

= −
−

= =

( 2)
(1 )

0.65 (10 2)
(1 0.65 )

1.8385
0.7599

2.419

2

2

6. Compare the values: 2:419 > 1:86
7. Conclusion: we may reject H0.
8. Put the conclusion into English. Since the value of the calculated statistic is above the critical 

value we may conclude that there is a correlation between the two sets of data which is 
significantly above zero.

It would be possible to use a two-tailed test to try to show that there was a correlation between the 
two variables (positive or negative), but in most circumstances it is preferable to use a one-tailed test.

With the increasing use of computer packages it has become very easy to construct models of data 
and to obtain correlation coefficients between pairs of data. Having constructed such models we still 
need to ask whether they make statistical sense and whether they make business sense.

Using EXCEL or SPSS obtain the correlation coefficients for each of the ‘controllable’ 
variables with sales volume for Jasbeer, Rajan & Co. from the data on the online 
platform. Which are the key variables for the company?

Visit the online platform and download the data. You will need either file CSE18.
xlsx or CSE19.sav.

EXERCIsE

15.3 Regression analysis
So far in this chapter we have considered how a relationship might exist between two vari-

ables and how correlation provides a useful measure of this. The next, obvious, question will be: ‘If 
a relationship exists, what is it?’ If we are able to specify the relationship in the form of an equation, 
then predictions can be made. Business can make forecasts about sales and cash flow, hospitals can 
anticipate the demand for beds and farmers will better understand how a variety of factors can affect 
crop yield. Of course, such equations are unlikely to be deterministic (except in the very unlikely 
event of the correlation coefficient being equal to plus or minus one), and so we may be asked to 
specify a range of values for the prediction and attach a confidence level to this interval. The values 
of the coefficients of the equation may also help a business to understand how a relationship works, 
and the effects of changing the value of a variable. For example, if a reduction in price is known to 
be related to an increase in sales, the business could decide by how much to reduce its price. In some 
markets a 5 per cent reduction may lead to vastly increased sales, while in other markets where there 
is strong brand loyalty, a 5 per cent price reduction may hardly affect sales at all.
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Spreadsheet and statistic package software makes it very easy to find the equation of a relationship 
between two variables, but it must be remembered that such an equation will be fairly meaningless and 
even misleading unless there is a relatively strong correlation between the dependent (y) and independ-
ent (x) variable (s). The quality of the results, as always, will depend on the quality of the data. We need 
to ensure that the data is sufficient and fit for purpose. It is worth noting that the type of regression anal-
ysis we shall consider only applies to continuous data. There are other forms such as logistic regression 
where the dependent variable is a categorical variable and the model estimates the probability or odds 
of being in one category or another. This type of regression model is beyond the scope of this book.

15.4 simple linear regression
We have seen that the scatter diagram is a useful device for deciding what to do with a set 

of data. Assuming that it has been possible to find a relatively high degree of correlation between 
two data sets then we should be looking at a scatter diagram which is basically a straight line. Such 
straight lines are remarkably powerful tools of analysis in business situations and have a wide range 
of applications. 

Given a particular scatter diagram, it will be possible to draw many different straight lines through 
the data (unless the correlation is equal to plus or minus 1), and we therefore need to establish a way of 
finding the best line through the data. Of course, to do this we need to establish what we mean by ‘best’!

To define best we may reconsider the reason for trying to estimate the regression line. Our 
 objective is to be able to predict the behaviour of one of the variables, the dependent variable y, from 
the behaviour of another, the independent variable x. So the best line will be the one which gives us 
the best prediction of y. Best will now refer to how close the predictions of y are to the actual values 
of y. Since we only have the data pairs which have given us the scatter diagram we will have to use 
those values of x to predict the corresponding values of y, and then make an assumption that if the 
relationship holds for the current data, that it will hold for other values of x.

15.4.1 deriving the regression line
In a general form, the population simple regression model is given by: 

Y = ` + aX + d

where Y = a + b X is the population regression line, a and b are the parameters that define the line, 
and ε the random error in the model.

In practice we will of course be using sample data to develop a line:

ŷ = a + bx

where a and b are estimates of a and b respectively.
If you consider Figure 15.7, which shows part of a scatter diagram, you will see that a straight 

line has been superimposed on to the scatter of points and the vertical distance, d, has been marked 
between one of the points and the line. This shows the difference, at one particular value of x, between 
what actually happened to the other variable, y, and what would be predicted to happen if we use 
the linear function, ŷ (pronounced y hat). This is the error −( ˆ),y y  referred to as residual error, that 
would be made in using the line for prediction.
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To get the best line for predicting y we want to make all of these errors as small as possible; math-
ematically this is done using calculus (see the online platform for a complete derivation of formulae). 
 Working through this process will give values for a and b, the parameters that define a straight line. 
This line is referred to by a number of names, the line of best fit, the least squares line (since it mini-
mizes the sum of squared differences of observed values from the regression line – see the online 
platform), or the  regression line of y on x (since it is the line which was derived from a desire to 
predict y values from x values).

The formulæ for estimating a and b are:

( )2 2b n xy x y
n x x

a y bx

== ΣΣ −− ΣΣ ΣΣ
ΣΣ −− ΣΣ

== −−

giving the regression line:

ŷ = a + bx

If we compare the formula for b with the correlation formula for continuous data given in 
Section 15.2.2: 

{( ( ) )( ( ) )}2 2 2 2
r n xy x y

n x x n y y
== ΣΣ −− ΣΣ ΣΣ

ΣΣ −− ΣΣ ΣΣ −− ΣΣ

we see that their numerators are identical, and the denominator of b is equal to the first bracket of 
the denominator for r. Thus the calculation of b, after having calculated the correlation coefficient, 
will be easier.

Returning to our ongoing example from Jasbeer, Rajan & Co., we calculated the correlation coef-
ficient between sales volume and promotional spend to be 0.8378 and had the following totals from 
our hand calculations:

2139 11966 179291 6947974 10553912 2x y x y xyΣ = Σ = Σ = Σ = Σ =

y

ŷ

y1

y = a + bx^  

x1
x

d

Figure 15.7
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15.4.2 the graph of the regression line
Having identified the ‘best fit’ regression line, it is usual to place this on the scatter diagram. Since we 
are dealing with a linear function, we only need two points on the line, and these may then be joined 
using a ruler. The two points could be found by substituting values of x into the regression equation 
and working out the values of ŷ, but there is an easier way. For a straight line, y = a + bx, the value 
of a is the intercept on the y-axis when x = 0, so this value may be plotted. From the formula for 
calculating a we see that the line goes through the point ( , ),x y  which has already been calculated, so 
that this may be plotted. The two points are then joined together (Figure 15.8).

IllusTRATIVE
EXAmPlE

Jasbeer, Rajan & Co.  

usIng ThIs dATA, WE mAy now find the equation of sales volume against promotional spend for 
Jasbeer, Rajan & Co., substituting into the formulæ given above. l l l

b
30 1055391 (2139)(11966)

30 179291 (2139)
31661730 25595274
5378730 4575321

6066456
803409

7.550894

2
= × −

× −

= −
−

= =

and:

11966
30

7.550894
2139
30

398.866667 7.550894 71.3
398.866667 538.37874 139.51208

= − ×

= − ×
= − = −

a

The equation of the regression line is:

ˆ 139.51208 7.550894= − +y x

This is likely to be given in the simplified and more intuitive form:

Estimated Sales volume 139.51 7.55 promotional spend= − + ×

Using a spreadsheet obtain the regression line for this data. Visit the online platform 
and download the data. You will need file CSE18.xlsx.

EXERCIsE
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15.4.3 Influential data points
Sometimes one or two data points can have an overriding effect on both the correlation coefficient 
and the regression line. The effect of two possible influential points (or outliers) are illustrated in 
Figure 15.9. You will notice how the regression line is drawn towards these outliers. With the pres-
ence of outliers both the correlation and the parameters of the regression line will be biased and not 
reflect the majority of the data. 

x
x−

−

a

0

y

y

y = a + bx^

Figure 15.8

Outlier

Outlier

Figure 15.9 the effect of outliers

Using either EXCEL or SPSS obtain the scatter diagram of sales volume (as y) and 
promotional spend (as x) for Jaspeer, Rajan & Co. and place the regression line onto 
it. Hint: you can use trendline from the Chart menu on EXCEL or Chart Editor on 
SPSS. Use file CSE18.xlsx or CSE19.sav on the online platform.

EXERCIsE

15.5 Predictions from the regression line
One of the major aims of regression analysis is to make predictions. We are trying to pre-

dict what will happen to one variable when the other one changes. Usually we will be interested in 
changing a controllable variable (such as price or production level) and seeing the effect on some 
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uncontrollable variable, such as sales volume or level of profit. Such prediction may be in the future, 
or may relate to values of the x variable outside the current range of the data. A prediction can always 
be made by the substitution of a value for x but we still need to ask whether this makes sense given 
the problem situation and the available data.

Using the regression line that we found for Jasbeer, Rajan & Co. in the earlier section, we can now 
make a prediction for some values of promotional spend which do not occur in the original data. Let 
us assume that the company decides to spend £150 000 on promotion. Then:

Estimated sales volume = -139.51 + 7.55 × promotional spend
 = -139.51 + 7.55 × 150
 = -139.51 + 1132.5
 = 992.99

So the predicted sales volume will be 992 units. There is a question here of whether you should round 
up or down. The answer depends on what makes sense in the problem situation. In this case, we have 
presented a slightly more conservative estimate by rounding down. If you do not wish to infer too 
much precision in your answer you might round down even further.

How good this prediction will be depends upon two factors, the value of the correlation coeffi-
cient and the value of x used. If the correlation coefficient is close to +1 (or –1), then all of the points 
on the scatter diagram are close to the regression line and we would therefore expect the prediction 
to be fairly accurate. However, with a low correlation coefficient, the points will be widely scattered 
away from the regression line, and we would be less certain about the outcome. For this reason it may 
not be worth calculating a regression line if the correlation coefficient is small.

The value of x used to make the prediction will also affect the accuracy of that prediction. If the value 
is close to the average value of x, then the prediction is likely to be more accurate than if the value used 
is remote from our more typical values and most of the data. In Chapter 12 we looked at the way confi-
dence intervals were calculated and how we would expect the true value to lie within a certain range. The 
same idea can be applied to the regression line when we consider prediction. The confidence interval will 
vary for each value of x that we use in prediction since the width of the interval depends on a standard 
deviation for the prediction which itself varies. At first sight these formulae look extremely daunting, but 
they use numbers that have already been calculated! The results also make intuitive sense.
The 95 per cent confidence interval will be:

ˆ ˆ
0 ,2.5%y tv pσσ±±

where ŷ0 is the value of y obtained by putting x0 into the regression equation, σ̂ p is the standard 
deviation of the prediction (see below) and tv,2.5% is a value from the t-distribution, obtained from 
tables and using both tails of the distribution with v = n -2 degrees of freedom.

To find the estimated standard deviation of a prediction, σ̂ ,p  we will have to go through a two 
stage process. First we determine the estimate of the standard deviation of the regression line, σ̂ , 
(called the standard error of the regression) and is a measure of the variability of all the residuals 

−( ˆ)y y  about the estimated regression line:

 
ˆ ˆ( ( ))

( 2)
( )
( 2)

2
2 2y y

n
y a bx

n
σσ == ΣΣ −−

−−
== ΣΣ −− −−

−−

So:
ˆ ˆ 2σσ σσ==

The larger this value with respect to y the greater the error we can expect in predicting y, and is a 
useful measure to compare two or more regressions; generally the lower the standard error the better 
the model. The equation can be expanded to give:

ˆ 1
( 2)

[ ( ) ][ ( ) ] ( )
( )

2
2 2 2 2 2

2 2n n
n x x n y y n xy x y

n x x
σσ ==

−−
×× ΣΣ −− ΣΣ ΣΣ −− ΣΣ −− ΣΣ −− ΣΣ ΣΣ

ΣΣ −− ΣΣ
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Knowing σ̂  we can now determine σ̂ p for given values of x (x0):

ˆ ˆ 1 ([ ])
( )

0
2

2 2n
n x x

n x xpσσ σσ== ×× ++ −−
−−Σ Σ

These formulae can be simplified if we look back to the formula for correlation:

= Σ − Σ Σ
Σ − Σ Σ − Σ{( ( ) )( ( ) )}2 2 2 2r n xy x y

n x x n y y

let A equal the numerator, B equal the first bracket of the denominator and C equal the second 
bracket of the denominator. Then:

=
×( )

r A
B C

Using the same notation, we have:

σ =
−

× −







ˆ 1

( 2)
2

2

n n
B C A

B

and:

ˆ ˆ 1 ( )2

n
n x x

Bp
oσ σ= × + −

Before looking at an example which uses these formulae, consider the bracket −( )0x x  which is used 
in the second formula. The standard deviation of the prediction depends upon the difference between 
the value being used to make the prediction, x0, and the mean. Clearly as we move away from the 
mean (and away from most of our data), the standard deviation of the prediction will become larger 
and the associated confidence interval wider.

Looking at the prediction of sales volume when promotional spend is £150 000, we have: 

6 066 456
[803 409 652540 644]

0.837843536r =
×

=

so that: 

6 066 456; 803 409; 65 254 064
30; 2139 (from previous calculations).

A B C
n x

= = =
= Σ =

IllusTRATIVE
EXAmPlE

Jasbeer, Rajan & Co.  

ComIng bACK To ouR PREdICTIon for sales volume for Jasbeer, Rajan & Co., we can now see that 
the prediction of a single value is of limited use to the company. The company will want to know 
how good the prediction is (i.e. ± so much). Normally we would only work out the confidence 
intervals for the actual prediction being made, but we will use this regression line to illustrate the 
nature of the confidence intervals, and how the range of values varies with x. l l l
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Using the formula which we stated above, we can now work out the variance of the regression as 
follows:

ˆ 1
30(30 2)

(803409)(65254064) 6066456
803409

1
840

15623813904240
803409

1
840

19446899.28

23151.07057231
ˆ 152.15476

2
2

σ

σ

=
−

× −









= ×

= ×

=
=

Having obtained the standard error of the regression line, we can now use this result to find the 
standard deviation of the prediction (letting x0 = 150).

pσ = × + −









= × + ×









= × +










= × +

ˆ 152.15476 1
30

30(150 71.3)
803 409

152.15476 1
30

30 6193.69
803 409

152.15476 1
30

185 810.7
803 409

152.15476 [0.0333333 0.2312778]

2

152.15476 0.26461118= ×

= 152.15476 × 0.5144037
= 78.26897

This is the standard deviation of the prediction where x = 150. To find the confidence interval, we 
need to know the t-value from tables (Appendix D) for n -2 degrees of freedom (30 -2 = 28). For a 
95 per cent confidence interval, we need to look up t28,2.5% and this is equal to 2.048, so that the con-
fidence interval is:

± ×
±

992.99 2.048 78.26897
992.99 160.29485
832.695 to 1153.285

Again, we need to decide how to present our results. In this case we are likely to talk about 992 thou-
sand plus or minus 160 thousand or between 832 thousand and 1.15 million units.

Obviously, doing these sorts of sums by hand is something to be avoided, and you would normally 
use either a dedicated statistical package or a spreadsheet. Table 15.4 presents an extract of results 
from a spreadsheet which has calculated the upper and lower confidence limits for this equation. 
Figure 15.10 shows the full results graphically.

You can see from the table and the diagram how the upper and lower limits diverge from a point 
prediction (i.e. a point on the regression line) as we move further and further from the average of x 
( = 71.3x ). The general effect is illustrated in Figure 15.11.
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Table 15.4 extract of prediction for Jasbeer, Rajan & co.

Promo Sales t sp Lower Upper

10 -64.01 2.048 63.404 7 -193.863 65.842 82
30 -86.99 2.048 47.394 51 -10.074 184.054
50 237.99 2.048 34.116 11 168.120 2 307.859 8
70 388.99 2.048 27.805 81 332.043 7 445.936 3
90 539.99 2.048 32.771 98 472.873 607.107

110 690.99 2.048 45.457 98 597.892 1 784.087 9
130 841.99 2.048 61.240 81 716.568 8 967.411 2
150 992.99 2.048 78.268 97 832.695 1 1153.285

Figure 15.10 confidence interval using eXcel

x−
x

y

−y

Upper confidence limit

Regression line

Lower confidence limit

Figure 15.11
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Prediction is often broken down into two sections:

1. predictions from x values that are within the original range of x values are called interpolation
2. predictions from outside this range are called extrapolation.

Interpolation is seen as being relatively reliable (depending upon the value of the correlation 
 coefficient), whereas extrapolation can be subject to unknown or unexpected effects, e.g. water 
changing to ice or exceeding current warehousing space. Even where the width of the confidence 
interval is deemed acceptable, we must remember that with extrapolation we are assuming that the 
linear regression which we have calculated will apply outside of the original range of x values. This 
may not be the case!

15.6 Regression analysis using eXcel
The use of software such as ExCEL and SPSS can be used to produce the regression equa-

tion. Here we shall illustrate the output from ExCEL using the above Jasbeer, Rajan & Co. data. 
Using the regression command within the ‘Data analysis’ menu of ExCEL produces the summary 
output shown in Figure 15.12.

The annotated summary output in Figure 15.12 shows:

1. The correlation coefficient (‘multiple R’ ) between y and x. For our data this is 0.8378, as 
calculated in 15.2.2.

Figure 15.12 Regression analysis summary output using eXcel

EXCEl
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2. The coefficient of determination (‘R-square’ and ‘Adjusted R-square’). As discussed in 
Section 15.2.3 this coefficient indicates how much the variation in dependent variable (y) is 
explained by the independent variable (x). It is worth noting that R-square is, in fact, biased 
upwards and an unbiased value (adjusted) is also given. When we compare models or decide 
whether a model is useful, it is the unbiased value which should be used. In our example, 
using the adjusted value, we can say that 0.691 (or 69.1 per cent) of the variation in y (sales 
volume) is explained by x (promotional spend). The missing 30.9 per cent is explained by 
something else.

3. The ‘standard error’ is the estimated standard deviation (σ̂) of the residuals (see Section 
15.4). We can interpret this value as, on average, any predictions of y (sales volume) will 
have a likely error of ±152.1.

4. The ANOVA table has more relevance when we are dealing with more than one independent 
variable. We shall therefore return to this in the next chapter. 

5. The ‘coefficients’ are the values of ‘a’ and ‘b’ in the estimated regression equation. So for the 
‘intercept’ a = -139.51 and for ‘promotion’ b = 7.55 (as calculated in Section 15.4.1). That is:

Estimated sales volume = -139.51 + 7.55 × promotion

6 and 7.  The ‘t-stat’ and ‘p-value’ shows the outcome, using a t-test, of testing the null 
hypothesis that the population coefficients equal zero: 

H0: a = 0, H1: a  ≠ 0 
H0: b  = 0, H1: b  ≠ 0.

 If we cannot reject H0 then we would conclude that a coefficient was having little impact in 
predicting y. This outcome would be particularly relevant for ‘b’ as it would indicate that the 
independent variable x was not a very useful predictor in the regression equation (zero times 
something gives zero). If we assume a significance level of 5 per cent (or 0.05) then to reject 
the null hypothesis will require a p-value of 0.05 or less. For the ‘promotion’ coefficient, 
the p-value of 0.0000000077 (7.7E-09) is well below 0.05 and therefore we can reject H0 
and conclude that the value of the population ‘b’ is not zero i.e. the promotion variable is a 
significant predictor of demand. In the case of the intercept, we cannot reject H0 and thus 
we cannot be sure that the intercept is non-zero. In general less importance tends to be 
attached to intercepts failing the t-test, than to variables failing. 

8. The lower and upper 95 per cent confidence limits for ‘a’ and ‘b’ confirm the two t-test 
outcomes. Where the interval contains zero, this confirms the decision not to reject H0, or 
just say that the value may be zero. 

15.7 Interpretation
As stated above, the major reason for wishing to identify a regression relationship is to 

make predictions about what will happen to one of the variables (the dependent or endogenous vari-
able) for some given value of the another variable (the independent or exogenous variable). However, 
it is also possible to interpret the parts of the regression equation. According to the simple Keynes-
ian model of the economy, consumption expenditure depends on the level of disposable income. If 
we have data for each of these variables over a period of time, then a regression relationship can be 
calculated. For example:

= + ×consumption expenditure 2000 0.85 (disposable income)
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From this we see that even if there is no disposable income, we can still expect a consumption 
expenditure of 2000 to meet basic needs; this being financed from savings or from government trans-
fer payments. Also, we can see that consumption expenditure increases by 0.85 for every increase in 
disposable income of 1. If the units used were pounds, then 85 pence of each pound of disposable 
income is spent on consumption and 15 pence is saved. Thus 0.85 is the average propensity to con-
sume (APC). This type of relationship will work well for fairly narrow ranges of disposable income, 
but the correlation coefficient is likely to be small if all households within an economy are consid-
ered together, since those on low disposable incomes will tend to spend a higher proportion of that 
income on consumption than those on very high disposable incomes.

15.8 non-linear relationships
So far we have considered only the case of linear relationships, and looked to see whether 

a straight line gives a reasonable description of a scatter of points. There will however be many 
situations where, as one variable increases, the other increases at an increasing rate, e.g. growth 
against time – or increases at a decreasing rate, e.g. sales growth reaching maturity. In order to 
perform our linear analysis the data presenting the non-linear relationship will need to be trans-
formed and this will depend on the type of non-linearity present. We will need to return to the 
scatter diagram in order to decide upon the type of non-linearity present. (It is beyond the scope 
of this book to look at every type of non-linear relationship, but a few of the most commonly met 
types are given below.)

If the scatter diagram shows the relationship in Figure 15.13, by taking the log of y and plotting 
against x, we get a linear function as in Figure 15.14. When performing the calculations, we will take 
the log of y and then use this value exclusively, as in Figure 15.15. (Note that we could use either 
natural logs or logs to base ten. Here logs to base ten are used.)

y

x

log y

x

Figure 15.13

Figure 15.14
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Without the transformation, the correlation was 0.872. The changed value of the correlation coef-
ficient suggests that a non-linear relationship would offer a better explanation of the variation in the 
data. The procedure is known as a transformation to linearity. In performing our calculations we use 
Log10(y) instead of y:

= × − ×
× − × −

10 234.24 96 21.53
{(10 1250 (96) )(10 48.70 (21.53) )}2 2

r

=
×

=275.39
3284 23.45

0.9924

For the regression log y on x

= =275.39
3284

0.08385b

and:
 

(log )10a y
n

bx= Σ −

= 21.53 - 0.08385 × 9.6 
 10
 = 2.153 - 0.8050
 = 1.34804
So the log-linear regression relationship is:

= +log 1.34804 0.0838510y x

Figure 15.15 non-linear relationship
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Although this is a linear relationship, if you wish to plot it on the original scatter diagram (no trans-
formation of the data), you will have to work out several individual values of y and join these together 
to form a curve.

To predict from this relationship, if x0 = 9 then:

= + ×log 1.34804 0.08385 910y

= 1.34804 + 0.75465
= 2.10269

So, by taking the antilog:

y = 126.67

Finding the regression line for other non-linear transformations will follow a similar approach. To 
help you make a selection, Figure 15.16 illustrates some of the more widely used transformations and 
their appropriate scatter diagrams.

y

x

y

x

Use y and 1

(a reciprocal transformation)

y

x

Use log x
and log y

y

x

y

x

or

Use y and log x

Use y and 1

x

x

Figure 15.16
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making sense of the forecasts
mInI CAsE 15.3

In 2011, ThE uK nATIonAl Health Service published an article with the stunning headline ‘Half of the 
UK obese by 2030’. The article paints a grim picture and, based on a number of contemporary studies, 
suggested that if current trends continue, up to 48 per cent of men and 43 per cent of women in the 
UK could be obese by 2030, adding an additional £2 billion per year in medical costs for obesity-related 
diseases. 

Source: www.nhs.uk/news/2011/08August/pages/half-of-the-UK-predicted-to-be-obese-by-2030.aspx
Many of the studies are based on regression analysis models and use past trends to forecast 

the future. One such study used obesity prevalence in children (aged 2–11) and adolescents 
(aged 11–18) over the years 1995 to 2007, to forecast likely obesity levels in 2015. 

The report of this study provides details of the data and the regression models used for forecasting:

 ➔  The data was based on randomly selected participants of the annually administered Health Survey 
for England.

 ➔  The prevalence predictions to 2015 were based on linear and non-linear (power or exponential) 
regression models.

The report explains that the assumption underlying the linear projections is that the time trends over 
the examined period will continue unchanged. An alternative set of projections was also made to 
allow for acceleration or slowing down in the rate of change of prevalence of obesity. For this set 
of projections, power (of the form β= βy xt 0

1 where x = year) and exponential curves (of the form 
y et 0

x1β= β  where x = year) were fitted to the data.
Projected rates of obesity to 2015 by age groups and sex:

Regression model

Sex Age Linear R2 Power R2 Exponential R2

Boys 2 to 10 10.1% 0.761 7.8% 0.699 13.5% 0.760

11 to 18 8.0% 0.406 6.9% 0.540 9.5% 0.423

Girls 2 to 10 8.9% 0.349 7.6% 0.368 9.3% 0.372

11 to 18 9.7% 0.367 8.6% 0.589 10.6% 0.418

Overall, the estimated 2015 prevalence was higher than the 2007 levels for all boys and for girls in 
manual social classes, regardless of the forecasting method used.

(Continued )
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15.9 conclusions
The methods shown in this chapter are probably among the most widely used in business 

and are relatively easy to use. Correlation is an effective way to examine whether a relationship exists 
between two or more  variables. However, having a high correlation does not mean that you have a 
cause and effect relationship, but if you think that there should be such a relationship (maybe from 
some suggested theory), then you should be able to find a high correlation between the variables, if 
the data is adequate for purpose (see Mini Cases).

A business will attempt to interpret and control its working environment on the basis of under-
stood relationships. Where no correlation exists, it might reduce its efforts to control that variable, 
for example, if it were shown that new book signing sessions by authors did not relate to sales, 
 publishers might abandon them. 

Having ascertained that a relationship exists then regression analysis is used to model the rela-
tionship that can provide reasonably good predictions, provided we do not go too far from the 
original data. It is important to have an understanding of the data (e.g. by looking at the scatter 
diagrams) and remain aware that as you move away from the range of the data (e.g. extrapola-
tion), the results can become less meaningful. Computer packages, especially spreadsheets, have 
made these techniques widely available, and even easier to use, but this also makes them easier 
to misuse.

As you would have seen in the Mini Cases, a forecast can be important in informing thinking 
about the future but also in encouraging change now. It is also a decision to just let a forecasted 
outcome happen!

Using either EXCEL or SPSS obtain the regression equations for each of the 
‘controllable’ variables with sales volume for Jasbeer, Rajan & Co. from the data 
on the online platform. Which are the key variables for the company? You will need 
either file CSE18.xlsx or CSE19.sav.

EXERCIsE

The BIG question is will it happen? All forecasts will be based on a set of assumptions. In this 
case, unless there is a lifestyle change, more of us will be obese. If the report is successful in making 
us think about lifestyle and sufficient numbers make lifestyle changes, the forecast could be wrong 
for the right reasons. In many ways a forecast is a scenario of the future. The argument being that if 
current trends continue (and we use good forecasting practice) then this is what you can expect if 
nothing else happens.

Source: 'Time trends in childhood and adolescent obesity in England from 1995 to 2007 and projections of 
prevalence to 2015', Journal of Epidemiology and Community Health 64, 2 (2010); authors: E. Stamatakis, P. 
Zaninotto, E. Falaschetti, J. Mindell and J. Head, Joint Health Surveys Unit (National Centre for Social Research 
and Department of Epidemiology and Public Health at the Royal Free and University College Medical School).

www.ic.nhs.uk Statistics on obesity, physical activity and diet: England, 2011

Office for National Statistics licensed under the Open Government Licence v.1.0.

(Continued )
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15.9.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

 ➔ Jasbar, Rajan and Co. data for correlation and regression analysis in the ExCEL file CSE18.
xlsx and the SPSS file CSE19.sav.

 ➔ Proof of the equivalence of the formulae for determining the Spearman’s rank correlation 
coefficient and the Pearson’s correlation coefficient.

 ➔ The derivation of the formula for the Pearson’s correlation coefficient.
 ➔ The derivation of the formulae for the least squares regression line y on x.

Student guides to SPSS and ExCEL can be found in Part 8 of the online platform. 

15.10 Questions

Discussion questions
1 A sales manager has collected data on cars to include the following variables: Car Price, 

Car Internal Volume, Engine Capacity, Maximum Speed and Fuel Consumption in miles 
per gallon. The manager then calculated a number of correlation coefficients between these 
variables. The results were as follows:
 (i)  Correlation between Price and Passenger Area was 3.7.
 (ii)   Correlation between Maximum Speed and Fuel Consumption was -0.64.
 (iii)   Correlation between Price and Engine Capacity was -0.88.
 (iv)   Correlation between Engine Capacity and Maximum Speed was 0.93.
For each of these correlations say, with reasons, whether you think it is reasonable.

2 Suppose a researcher wanted to investigate the relationship between children’s height and age.
 (i)   How would you investigate this relationship?
 (ii)   How might you describe or represent your results?
 (iii)   What sort of measure of the relationship might you look for?
 (iv)   Who might use the knowledge of the relationship between children’s height and age? To 

what use might they use this knowledge?

3 A scatter diagram of two variables and the resulting regression line is shown below: 
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 (i)   The coefficient of determination and the standard error of regression were 58.3 per cent 
and 35.12 respectively. Comment on how well the regression line fits the data.

 (ii)   The scatter diagram shows two points that might be termed influential points. Identify 
these two points. What do you think will happen to the regression line if these two points 
were removed from the data set? How will the coefficient of determination and the 
standard error of regression be effected?

4 A development company specializing in office building development is investigating the 
relationship, in a city in the UK, between office building vacancies and the cost of renting office 
space. The company has surveyed 18 areas in the city and, for each area, found the percentage 
of offices vacant and average cost of office rental per square metre. A simple linear regression 
analysis was performed on the data and the following regression equation was derived:

Y = 36.44 - 0.755 X

Where X = percentage of offices vacant;
 Y = average cost of office rental per square metre.
 (i)  The coefficient of determination (R2) for the line was 0.458, and the standard error of 

regression (σ̂) was 4.51. Explain what these two values say about the regression line.
 (ii)  The company intends to use the regression line to estimate the cost of office rental in an 

area of another city. How much confidence would you have in the estimation for the other 
city’s area using the present regression equation? Explain your reasons.

Multiple choice questions
1 Correlation is a measure of:

a. cause and effect 
b. the intercept
c. the change in y
d. none of these

2 A correlation coefficient cannot take the 
value:
a. 0
b. -1 
c. +1.50 
d. 0.5567

3 A Spearman’s coefficient of rank 
correlation near to 0 would suggest:
a. the need for an alternative test 
b. a poor relationship 
c. the possibility of a negative 

relationship 
d. the need for improved measurement

4 The coefficient of determination of 90 per 
cent would suggest:
a. there is a good explanation of cause 

and effect 
b. there is a limited explanation of cause 

and effect 

c. that most of the variation in the data 
has been explained 

d. there is a lack of explanation of 
variation in the data

5 If the correlation coefficient is equal to +1 
then:
a. all points will lie on a line sloping 

upwards to the right
b. all points will lie on a line sloping 

downwards to the right
c. some points will lie on a line sloping 

upwards to the right
d. some points will lie on a line sloping 

downwards to the right

6 If the correlation coefficient is equal to 
-0.3 then we would expect to make:
a. good predictions from a regression 

line sloping upwards to the right
b. good predictions from a regression 

line sloping downwards to the right
c. poor predictions from a regression 

line sloping upwards to the right
d. poor predictions from a regression 

line sloping downwards to the right
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Exercise questions
1 Calculate Spearman’s coefficient of correlation for the following data:

x 1 2 3 4 5 6 7 8
y 3 8 7 5 6 1 4 2

2 Eight brands of washing powder have been ranked by groups of people in the North and the 
South. Their rankings are as follows:

7 You have been given the following data for 
y and x:
X 12 15 18 23 24
Y 8 8 8 8 8
You would expect the correlation coefficient 
that you would calculate to equal:
a. +1 
b. 0
c. -1
d. none of these

8 Given the data in (Question 7), which of the 
following equations best describe this data?
a. y = 8 + 12x
b. y = 12 + 8x
c. y = 8
d. y = 12

9 You have been given the following data for 
y and x:
X 3 5 6 7 10
Y 20 26 29 32 41
Which of the following equations best 
describe this data?
a. y = 11 + 3x
b. y = 20 + 3x

c. y = 11 + 5x
d. y = 20 + 5x

10 The value we would predict for y given  
x = 9 is:
a. 47
b. 56
c. 38
d. 65

11 Extrapolation is:
a. prediction outside the range of the 

data
b. any prediction
c. prediction within the range of the data
d. no prediction

12 Transformation of the data can:
a. improve the quality of the data 
b. increase the amount of data 
c. improve the fit of a linear relationship 
d. identify non-linear relationships

Brand Rank in North Rank in South

a 1 2
b 4 6
c 8 8
d 3 1
e 6 5
F 2 4
g 5 7
H 7 3

Is there an association between the rankings?
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3 A farmer has recorded the number of fertilizer applications to each of the fields in one section 
of the farm and, at harvest time, records the weight of crop per acre. The results are given in 
the table below.

x 1 2 4 5 6 8 10
y 2 3 4 7 12 10 7

 (i)   Draw a scatter diagram from the data. 
 (ii)   Find the correlation and coefficient of determination between fertilizer applications and 

weight of crop per acre. 
 (iii)   Test the significance of the correlation at the 5 per cent level.
 (iv)   Using your analysis, what advice, if any, could you give to the farmer?

4 Construct a scatter diagram for the following data:

x 1 2 3 4 5 6 7 8 9 10
y 10 10 11 12 12 13 15 18 21 25
x 11 12 13 14 15 16 17 18 19 20
y 26 29 33 39 46 60 79 88 100 130

Find the coefficient of correlation and the coefficient of determination. Now find the log of y 
and recalculate the two statistics. How would you interpret your results?

5 From a sample of ten towns in the North East of England data on male unemployment and car 
ownership was obtained. This data is presented in the following table: 

Town % males unemployed (x) % Households with no car (y)

a 9.3 23.4
b 10.2 28.7
c 13.6 45.9
d 8.9 39
e 5.1 24.1
F 6.6 26.7
g 12.5 46.1
H 5.7 22.9
I 8.5 32.8
J 4 22.2

 (i)   Construct a scatter diagram of this data and describe the relationship.
 (ii)   Calculate the correlation coefficient and comment.
 (iii)   Determine the regression line and draw this on your scatter diagram.
 (iv)   Use the regression line to predict y when x = 7 per cent and provide a 95 per cent 

prediction interval. 
 (v)   Comment on how well the regression line fits the data.

6 Costs of production have been monitored for some time within a company and the following 
data found:
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a. Construct a scatter diagram for the data.
b. Calculate the coefficient of determination and explain its significance for the company.
c.  Is there a better model than the simple linear relationship that would fit this data? If your 

answer is ‘yes’:
1. Calculate the new coefficient of determination.
2. Determine the regression line and place the line on the scatter diagram.

7 A researcher is investigating the relationship between the age of a man (x) and the age of his 
wife (y). For a sample of 11 couples the data in the table below was obtained:

Production level (’000) Average total cost (£’000)

1 90
2 65
3 50
4 40
5 30
6 25
7 20
8 21
9 20

10 19
11 17
12 18
13 18
14 19
15 20

Man’s Age (in years) (x) Wife’s Age (In years) (y)

59 55
55 34
52 52
49 42
52 47
38 40
44 44
32 41
54 53
64 57
49 42

a. Plot the scatter diagram of the above data.
b. The regression line, determined from the data, was:  

Estimated Wife Age = 25.1 + 0.424 × Mans Age
Place this line on your scatter diagram.
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c.  Pearson’s product moment correlation coefficient between Man’s age and Wife’s age was 
found to be 0.580. Determine the coefficient of determination and, given that the standard 
error of the regression was 6.12, comment on how well the regression line models the age 
of a man’s wife.

d.  One of the points on your scatter diagram is an influential point. Remove this point from 
your data set and determine the new regression line using ExCEL. Place this new line on 
your scatter diagram. 

8 During the manufacture of certain electrical components, items go through a series of heat 
processes. The length of time spent in this heat treatment is related to the useful life of the 
component. To find the nature of this relationship a sample of 20 components was selected 
from the process and tested to destruction. The results are presented below:

Time in process  
(minutes)

Length of life  
(hours)

Time in process 
(minutes)

Length of life  
(hours)

25 2005 41 3759
27 2157 42 3810
25 2347 41 3814
26 2239 44 3927
31 2889 31 3110
30 2942 30 2999
32 3048 55 4005
29 3002 52 3992
30 2943 49 4107
44 3844 50 3987

a. Draw the scatter diagram for this data.
b. Find the regression line of useful life on time spent in process.
c. Predict the useful life of a component which spends 33 minutes in process.
d. Predict the useful life of a component which spends 60 minutes in process.
e.  Using a suitable transformation, find a regression relationship which has a higher 

coefficient of determination.
f.  From this new relationship, predict the useful life of a component which spends  

33 minutes in process.
g.  From this new relationship, predict the useful life of a component which spends  

60 minutes in process.

9 A company is using a system of payment by results. The union claims that this seriously 
discriminates against newer workers. There is a fairly steep learning curve which workers 
follow with the apparent outcome that more experienced workers can perform the task in 
about half of the time taken by a new employee. You have been asked to find out if there 
is any basis for this claim. To do this, you have observed ten workers on the shop floor, 
timing how long it takes them to produce an item. It was then possible for you to match 
these times with the length of the workers’ experience. The results obtained are shown 
below:
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a. Construct a scatter diagram for this data.
b. Find the regression line of time taken on months’ experience.
c. Place the regression line on the scatter diagram.
d. Predict the time taken for a worker with:

(i) four months’ experience; (ii) five years’ experience.
e. Comment on the union’s claim.

Person Months’ experience Time taken

a 2 27
b 5 26
c 3 30
d 8 20
e 5 22
F 9 20
g 12 16
H 16 15
I 1 30
J 6 19
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16

Objectives

Multiple Regression 
Analysis

In the last chapter we developed the ideas of correlation and regression. Correla-
tion allowed us to measure the relationship between two variables, and to put a value on 
the strength of that relationship. Regression determines the parameters of an equation 
which describes the relationship, and allows the prediction of one variable from the 

behaviour of the other.
In this chapter we consider the effects of adding one or more variables to the equation, so that the 

dependent variable (usually y) is now predicted by the behaviour of two or more variables – referred 
to as multiple regression. In most cases this will increase the amount of correlation in the model 
and will tend to give ‘better’ predictions. But how many explanatory variables should we add? Too 
many variables may make the model unnecessarily complex with the extra variables adding little to 
our understanding of what is happening. Too few variables or poorly selected variables would also 
limit our understanding of any relationship. Once we have several variables on the right-hand side 
of the regression equation, difficulties can arise which may mean that the answers we obtain do not 
necessarily give us the best results. We will consider some of these issues within this chapter.

Even where there is some theoretical background which suggests that several variables should 
be used to explain the behaviour of the dependent variable, it may not be that easy to get the neces-
sary data. Take, for instance, the sales of a product. Economic theory suggests that the price of that 
product will explain some of the variation in sales; and this should be easy to find. However, the 
simple economic model is based on ceteris paribus (everything else stays the same), and once we 
allow for variations in other variables we will be looking for data on the prices of other products, 

 After working through this chapter, you should be able to:

➔➔ describe why multiple regression may give better results than simple 
regression when making a forecast

➔➔ interpret a print-out of a multiple regression relationship

➔➔ understand the assumptions and problems associated with regression 
analysis

➔➔ investigate if a model violates the assumptions 

➔➔ build a multiple regression model
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the tastes and preferences of consumers, the income levels of consumers, advertising and promo-
tion of the product, and advertising and promotion of competitive products. There may also be a 
role for the level of activity in the economy including the growth rate, levels of unemployment, rate 
of inflation, and expectations of future levels and rates of these variables. Some of this data, such as 
that on tastes and preferences, is likely to be very difficult to obtain. Can we expect to get complete-
ness in the model?

It is not feasible to develop multiple regression relationships using calculators for anything more than 
very simple data, and so we will assume that you have at least some access to a package. Print-outs 
can be obtained from a spreadsheet such as EXCEL, or from specialist packages such as MINITAB 
or SPSS. While, in the past, this topic was excluded from introductory courses, the wide use of 
computer packages now makes it easily accessible to most students. In this chapter we will begin by 
looking at the multiple regression model. We will then move on to build a model and investigate 
the problems that may arise when using business-type data.

16.1 The multiple regression model
In the last chapter we presented the general population regression model for one inde-

pendent variable – often called the simple regression model (see Section 15.4.1). This model can be 
extended to include two or more independent variables:

Y = `  + a1X1 + a2X2 + a3X3 + . . . + brXr + d 

where Y = a + b1X1 + b2X2 + b3X3 + . . . + brXr is the population regression line, the a and the bs are 
the parameters that define the line, and e the random error in the model.

In practice we will of course be using sample data to develop a line: 

ŷ = a + b1x1 + b2x2 + b3x3 + . . . + brxr

where a and the bs are estimates of a and the bs respectively.
Like the previous chapter’s simple regression line, there will be a difference between any predic-

tion ( ŷ) we make with our multiple regression line and the actual value (y). The aim is to keep this 
residual error −y y( ˆ)  to a minimum.

16.1.1 The assumptions
The development and evaluation of a regression line relies upon a number of statistical techniques to 
evaluate how well it fits the data. These techniques make a number of assumptions that concern both 
the independent variables (the xs) and the residual error:

➔➔ Each independent variable is linearly related to the dependent variable, y.
➔➔ Each independent variable is not related to other independent variables in the model.
➔➔ The residual errors are normally distributed.
➔➔ The mean of the residual errors is zero.
➔➔ The residual errors are independent.
➔➔ The standard deviation of the residual errors is constant.

We shall investigate ways to look at these assumptions later in this chapter. 
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16.2 The effects of adding variables
To demonstrate the effects of building up a model by adding variables we will use the com-

pany data presented in Table 16.1. Here we are interested in how sales of a product are related to its 
price, the marketing spend of the company, the level of economic activity in the economy and the 
unit cost.

Building such models assumes that you have access to software such as EXCEL or SPSS (we will 
use the SPSS print-out to illustrate this section). These packages make a series of assumptions (which 
were presented in Section 16.1); but for now we will only look at the results. 

Using the data given in Table 16.1 we will build a series of all possible models to identify which 
could best explain the sales behaviour. To do this we develop the following sets of models:

➔➔ Four models each with one independent variable.
➔➔ Six models each with two independent variables.
➔➔ Four models each with three independent variables.
➔➔ Finally one model with all four independent variables.

A summary of all these models is presented in Table 16.2. Within each set we can compare each of the 
models and using the simple criteria of highest coefficient of determination given by the adjusted R2, 
we would select the ‘best’ model. We can also note the average error in a model by the size of its 
standard error (σ̂  – see also Section 15.5).

table 16.1 Company data

Time Sales (Y) Price (X1 )
Marketing 
spend (X2 )

Index of 
economic 

activity (X3 )
Index of unit 

cost (X4 )

  1  986 1.8 0.4 100 100.0
  2 1025 1.9 0.4 103 101.1
  3 1057 2.1 0.5 104 101.1
  4 1248 2.2 0.7 106 106.2
  5 1142 2.2 0.6 102 106.3
  6 1150 2.3 0.7 103 108.4
  7 1247 2.4 0.9 107 108.7
  8 1684 2.2 1.1 110 114.2
  9 1472 2.3 0.9 108 113.8
10 1385 2.5 1.1 107 114.1
11 1421 2.5 1.2 104 115.3
12 1210 2.6 1.4  99 120.4
13  987 2.7 1.1  97 121.7
14  940 2.8 0.8  98 119.8
15 1001 2.9 0.7 101 118.7
16 1125 2.4 0.9 104 121.4
17 1042 2.4 0.7 102 121.3
18 1210 2.5 0.9 104 120.7
19 1472 2.7 1.2 107 122.1
20 1643 2.8 1.3 111 124.7
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For the first set with one independent variable we see that the model with the index of economic 
activity as the variable, on its own, explains most of the variability, based on the adjusted R2, in sales 
(i.e. 72.5 per cent of the variability). To attempt to increase the explanatory power of the model we 
add one of the other variables to create the second set of models. In this set we can see that the ‘best’ 
model (i.e. the one with the highest adjusted R2) is the one where sales is related to marketing spend 
and economic activity (Adj. R2 = 0.906 or 90.6 per cent of the variability). We can also notice that the 
average error, indicated by the standard error, in this model is far lower (σ̂ = 68.349) than the other 
models in this set. Adding a third explanatory variable to create the third set in Table 16.2 we can 
see that the ‘best’ model (i.e. the one with the highest adjusted R2) is where sales depend on price, 
marketing spend and economic activity (Adjusted - R2 = 0.922). We also notice that the average error 
in this model is the lowest (σ̂ = 62.220).

Finally we can put all of the variables into the model. The extract of SPSS output in Figure 16.1 
show that that the explanatory powers of this final model has not improved compared with the best 
model in set three. 

If we had a large number of variables we would not normally go through this rather long pro-
cess of building every possible model from the data we have. One would normally attempt to build 

table 16.2 All possible models

Equation R2 Adjusted R 2
Standard Error of 

regression (σ̂ )

where P = price, M = marketing spend,
E = index of economic activity
U = index of unit cost

One Independent Variable (set 1)

Sales = 971.86 + 103.94P 0.019 -0.035* 226.598
Sales = 789.92 + 494.2M 0.419 0.387 174.340
Sales = -3989.51 + 50.19E 0.739 0.725 116.813
Sales = 382.75 + 7.34U 0.069 0.017 220.745

Two Independent Variables (set 2)

S = 1485.50 – 380.41P + 747.03M 0.564 0.513 155.404
S = -4446.28 + 152.28P + 51.05E 0.780 0.754 110.447
S = 86.13 – 243.99P + 15.13U 0.097 -0.009* 223.688
S = -3525.52+ 334.40M + 42.90E 0.916 0.906  68.349
S = 2069.66 + 761.08M - 13.27U 0.521 0.465 162.879
S = -4763.46 + 49.96E + 6.99U 0.802 0.778 104.872

Three Independent Variables (set 3)

S = -2936.92 - 145.87P + 443.27M + 39.70E 0.934 0.922  62.220
S = 1725.11 - 315.22P + 778.53M - 3.72U 0.568 0.487 159.493
S = -2836.81 + 440.77M + 40.74E - 4.89U 0.928 0.915  64.981
S = -4782.88 - 36.96P + 49.71E + 8.17U 0.802 0.765 107.928

Four Independent Variables

S = -2831.99 - 120.82P + 456.39M + 39.61E - 1.46U 0.935 0.917  63.977
*Note that a negative adjusted R 2 is merely the result of using a formula and is not a serious result 
since R 2 cannot be negative
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Model summaryb

Model R R Square
Adjusted R

square 
Std. Error of the

estimate 

1 .967a .935 .917 63.977

ANOVAb

Model Sum of squares df Mean square F

1 4 53.796

Sig.

.000a

15

220189.735

4093.041

Regression

Residual

Total

880758.940

61395.610

942154.550 19

a. Predictors: (Constant), index unit cost, index economic activity, marketing spend, price

b. Dependent variable: Sales

Coefficientsa

Model Unstandardized
coefficients

Standardized
coefficients 

t Sig.B Std. Error Beta

(Constant)

Price

Marketing spend

Index economic activity

Index unit cost

–2831.990

–120.817

456.388

39.605

–1.463

573.483

98.452

82.592

4.310

4.007

–.160

.598

.679

–.052

–4.938

–1.227

5.526

9.189

–.365

.000

.239

.000

.000

.720

a. Dependent variable: Sales

Figure 16.1 Extract of SPSS output

a model which made both logical and statistical sense, and this would often start by using all of 
the variables available and then reducing the size of the model (or its shape) in order to meet the 
various assumptions made by multiple regression analysis. This process is the subject of the next 
section.

The large number of models built in this section does allow us to illustrate several features of the 
models and of multiple regression, and these are summarized in Table 16.3. As you can see, by add-
ing extra variables into the model the explanatory power of the model, as shown by the adjusted R2 
figure, does not necessarily increase as more variables are added. Nor do average errors, as shown by 
the standard error, necessarily decrease. Even though the ‘best’ models have relatively high explana-
tory powers, not necessarily all of their explanatory variables pass the t-test, i.e. the model says that 
these variables are not relevant, but the R2 figure has increased! This is the sort of anomaly which 
means that building multiple regression models is not just a case of putting the data into a software 
package and pressing a couple of buttons. Multiple regression models need judgement as well as 
computation.
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table 16.3 Summary of the models

No. of 
explanatory 

variables
Best adjusted 

R 2
Best Standard  

Error
Variables in the 

‘best’ model

No. of variables 
passing t-test at 

5% level

1 0.725 116.813 Economic activity 1

2 0.906  68.349 Marketing spend, 
economic activity

2

3 0.922  62.220 Price, marketing spend, 
economic activity 

2 (Marketing spend, 
economic activity)

4 0.917  63.977 Price, marketing spend, 
economic activity,  
unit cost

2 (Marketing spend, 
economic activity)

 (i) Using a software package obtain the various multiple regression equations 
for some of the models shown in this section to ensure that you can 
replicate our results. Visit the book’s online platform and get the SPSS file 
CSE20.sav

(ii) Using your judgement which of the models developed above might be worthy 
of further investigation?

eXercIse

working with statistics
MInI case 16.1

what can you eXpect IF you look for a career in statistics?
Will it be all multiple regression?
You might find it interesting to visit the website of the Royal Statistical Society (www.rss.org.uk) 

where they do discuss the career opportunities available and the professional qualifications. Statistics 
finds many areas of applications including health, biology, industry, government and education, and the 
career opportunities are equally as diverse. You will find most careers in statistics involve more than 
just working with numbers. Like most jobs, working with people, whether colleagues or customers, 
is particularly important. You will be expected to have a good understanding of the products, services 
or issues that your work involves. You will also be expected to give clarity to any work that you do. The 
statistics you produce are only as meaningful as the data you collect.

The management of data continues to be a fundamental skill and a good knowledge of spreadsheets 
and SPSS (Statistical Package for the Social Sciences – see www.spss.com) could be critical. It is 
unlikely that you would ever know all the features of EXCEL or SPSS but you should have sufficient 
knowledge to judge what analysis you need to do and whether it is adequate. EXCEL and SPSS 
software packages both provide useful HELP functions, tutorial support and practice data.

(Continued )
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16.3 Investigating the assumptions 
In Section 16.1 we introduced the basic assumptions that are normally made when calculat-

ing a multiple regression relationship. Reiterating, these are:

➔➔ Each independent variable in the model is linearly related to the dependent variable, y.
➔➔ Each independent variable is not related to other independent variables in the model.
➔➔ The residual errors are Normally distributed.
➔➔ The mean of the residual errors is zero.
➔➔ The residual errors are independent.
➔➔ The standard deviation of the residual errors is constant.

Along with the increasing complexity of multiple regression models over simple regression  models, 
we find that meeting all of these assumptions is particularly difficult, especially when using 
 business-type data. This is partly because we find that while there may be a strong relationship with 
the  variable that we are trying to explain, there is also, often, a strong relationship between at least 
some of the ‘explanatory variables’. 

Within this section we will look at each of these problems and indicate ways in which you may 
be able to identify whether or not your particular model is suffering from one or more of them. To 
illustrate we shall use the data and some of the models developed in Section 16.2. At this level we 
cannot go into sufficient depth to show all of the possible solution methods that may be needed, but 
you should know enough by the end of this section to decide whether or not you can feel confident 

The Royal Statistical Society website also provides a useful overview of statistics work in various areas 
including the importance of the work, what the career entails, the employers, the qualifications required, 
salaries and useful web links. This is what was said about a career in market research: The proportion 
of time a market research statistician spends actually doing statistics depends on the company and the 
type of work it does, but may be anything up to about 80 per cent. For this reason, the career is obviously 
very satisfying for people who want to continue really using statistics in a commercial environment.

As a market research statistician, you will be heavily involved with the research staff who run the 
individual projects. You will spend a lot of time working in effect as a consultant for these researchers. 
You will be involved in writing proposals describing how the market research will be carried out. These 
proposals will cover a number of areas of which the most important from the statistical point of view 
will be the overall research methodology and the calculation of sample sizes and related power for 
relevant tests. You will have to advise about the design of the investigations; for example, there might 
be complex rotation plans required if products are being tested or a number of different ideas are 
being considered in the same piece of research.

Once the data are collected and carefully checked, the statistical analysis itself can begin. The 
analysis may involve anything from the most simple tests to complex multivariate analyses or 
modelling. Part of the challenge for the statistician is first to explain the analysis and results to the 
researcher, who may well have no mathematical/statistical background, and then to work with the 
researcher to present the results in a way that the company itself will understand.

Source: www.rss.org.uk (accessed 10 November 2011)

© RSS 2005

(Continued )
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about the model you have calculated. (Should you need to take this subject further, then we would 
recommend that you consult a book on multi-variate analysis or multiple regression analysis.)

16.3.1 The relationship with the dependent variable
Before building a model it is advisable to investigate the relationship between the independent vari-
ables and the dependent variable. This will provide insights to the veracity of the existence of a linear 
relationship and the use of an independent variable in the model, as well as identifying possible 
curvilinear relationships which would need transforming before using in a model (as we introduced 
in the last chapter in Section 15.8). Here we can use scatter-plots and correlation coefficients as illus-
trated in Figure 16.2 and Table 16.4, using the company data in Table 16.1. 

The four scatter diagrams in Figure 16.2 indicate that two of the independent variables (‘marketing 
spend’ and ‘index of economic activity’) appear to exhibit linear relationships with ‘sales’, while ‘price’ 
and ‘index of unit cost’ do not. Further confirmation of these relationships is found in the  correlation 
coefficients of Table 16.4. Here we note that there are relatively high significant positive relationships 
between ‘sales’ and ‘marketing spend’ (0.636) and ‘index of economic activity’ (0.846). The other two 
independent variables (‘price’ and ‘index of unit cost’) have low non- significant positive relationships 
with ‘sales’. 
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Figure 16.2 Scatter diagrams of Sales vs independent variables 

60193_16_ch16_p470-494.indd   477 12/10/12   5:38 PM



478 Part V rELatING VarIaBLES aND PrEDICtING OUtCOMES

The low correlations of ‘price’ and ‘index of unit cost’ with ‘sales’ provide further information why 
these two variables were not significant contributors to the models developed in Section 16.2. 

16.3.2 Multicollinearity
Multicollinearity refers to the interrelatedness of the variables on the right-hand side of the equa-
tion, the independent variables. In an ideal world, there would be no interrelationship between the 
independent variables, but since we are not in an ideal world, but are dealing with business and 
economic problems, some interrelationships will exist. Consider the situation shown in Figure 16.3.

table 16.4 Correlations between sales and the independent variables

Sales Price
Marketing 

spend
Index economic 

activity
Index unit  

cost

Sales
Pearson Correlation 1.000 0.138 0.648 0.860 0.263
Sig. (2-tailed) 0.562 0.002 0.000 0.263

X4

X3
X2

Figure 16.3

The outer box represents the total variation in the dependent variable and the shaded areas rep-
resent the variation ‘explained’ by the individual independent variables X2, X3 and X4. As we can 
see, there is considerable overlap between X2 and X3, and this overlap represents multicollinearity. 
There is little overlap between X4 and X2, showing that there is little multicollinearity. Spreadsheet 
programs do not automatically produce such a diagram, but packages such as SPSS do produce a 
 correlation matrix which relates all of the variables together. Multicollinearity is where there is a high 
correlation between two or more independent variables. Table 16.5 shows such a matrix for the data 
from the previous section.

As expected, we have perfect correlation on the diagonal from top left to bottom right (1.00)  
since this is a variable correlated with itself. We need high correlations in the first column/row since this 
represents the correlation of each variable, individually, with Y (Sales). The other values should, ideally, 
be low, but the correlations between ‘price’, ‘marketing spend’ and ‘index of unit cost’ are significantly 
high (0.656, 0.738 and 0.855), showing that there is some multicollinearity between these variables. 
There is no specific value at which we would say multicollinearity exists; it is a matter of judgement.
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If multicollinearity exists in a model then the coefficients of the independent variables may be 
unstable and thus make the model invalid. This is apparent when we use combinations of these three 
variables in the models developed earlier in Section 16.2. From Table 16.2 these models are:

S = -2936.92 - 145.87 Price + 443.27 Marketing spend + 39.70 Economic activity
S = 1725.11 - 315.22 Price + 778.5327 Marketing spend - 3.72 Unit cost
S = -2836.81 + 440.7727 Marketing spend + 40.74 Economic activity - 4.89 Unit cost
S = -4782.88 - 36.96 Price + 49.71 Economic activity + 8.17 Unit cost

We know from our investigations of linear relationships between ‘sales’ and the four independent 
variables in Section 16.3.1 that the correlations were all positive. We would therefore expect the coef-
ficients in the models to also be positive. This is not the case in the above four models; one or both 
of the coefficients for ‘price’ and ‘unit cost’ are shown to be negative. The coefficients are judged to be 
unstable and is one indication that multicollinearity is present in these models. 

Where multicollinearity exists we could delete some of the independent variables from the model 
in order to remove the effects of the correlations, or we could try adding more data in an attempt to 
find the underlying relationships. 

16.3.3 Examining the residuals
The residuals, i.e. the difference between the actual value of the independent variable and the value 
estimated by a model, provide further information on the performance of a model and the validity 
of the statistical tests used to evaluate it and the identification of unusual and possible influential 

table 16.5 Correlation matrix

Correlations

 Sales Price
Marketing 

spend

Index 
economic 

activity
Index unit 

cost

Sales
Pearson Correlation 1.000 0.138     0.648**     0.860** 0.263
Sig. (2-tailed) 0.562 0.002 0.000 0.263

Price
Pearson Correlation 0.138 1.000     0.656** -0.073     0.855**
Sig. (2-tailed) 0.562 0.002 0.759 0.000

Marketing 
spend

Pearson Correlation     0.648**     0.656** 1.000 0.285     0.738**
Sig. (2-tailed) 0.002 0.002 0.223 0.000

Index 
economic 
activity

Pearson Correlation
Sig. (2-tailed)

    0.860**
0.000

-0.073
0.759

0.285
0.223

1.000 0.015
0.948

Index unit  
cost

Pearson Correlation 0.263     0.855**     0.738** 0.015 1.000
Sig. (2-tailed) 0.263 0.000 0.000 0.948
** Correlation is significant at the 0.01 level (2-tailed)
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data points (see Section 15.4.3). In this section we shall look at three important aspects of the 
residuals:

1. How they are distributed.
2. Are they independent or do they suffer from autocorrelation?
3. Do they have constant variance or do they suffer from heteroskedasticity?

Rather than use the directly derived raw residual values we usually standardize their values by 
 dividing the raw residuals by the standard error of regression:

( ˆ)
ˆ

y y
σσ
−−

This allows us to directly compare residuals as well as providing a common scale to identify unu-
sually high residuals and corresponding data points. These standardized values can be obtained 
directly from all software packages.

To examine these aspects we shall use the best model derived in Section 6.2, that is the one with 
the highest adjusted R2 with two significant non-interacting independent variables:

Sales = -3525.52 + 334.40 (Marketing spend) + 42.90 (Index economic activity)

The residuals’ distribution
By looking at the distribution statistics of the residuals allows us to investigate whether they meet the 
assumptions of zero means and Normally distributed. Using standardized residuals, Normality can 
be assumed if the values fall between ±2 standard deviations, although further checks can be made 
and these are discussed on the online platform.

For our model, the distribution statistics of the standardized residuals are as follows:

Descriptive Statistics

 N Minimum Maximum Mean

Standardized Residual 20 -1.739 1.793 0.000

These statistics appear to confirm that both assumptions have been met for our model.

Autocorrelation
When building a multiple regression model we assume that the residual errors are all independent 
of each other. If this is not the case, then the model is said to suffer from autocorrelation. We will 
use the residual errors generated by the computer programme to look for autocorrelation within the 
regression models.

Autocorrelation may arise when we use quarterly or monthly data, since there will be a seasonal 
effect which is similar in successive years, and this will mean that there is some correlation between 
the error terms. The basic test for autocorrelation is the Durbin-Watson test, which is automatically 
calculated by most computer programmes. This statistic can only take values between 0 and 4, with 
an ideal value being 2 indicating the absence of autocorrelation. A Durbin-Watson (DW) value less 
than 2 is indicative of positive autocorrelation while a value greater than 2, negative autocorrelation. 
Since we are unlikely to get a value exactly equal to 2, we need to consult tables (see Appendix J) as 
we explore a multiple regression model to determine the extent of autocorrelation.
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Our generated model was calculated from 20 observations and has two independent variables. 
Using the steps set out in Chapter 12 for conducting hypothesis tests we have:

1. State hypotheses: 
H0: r = 0; no autocorrelation. 

 H1: r > 0; positive autocorrelation.
 Note that the test is normally a one-tailed test and that we therefore can test for either 

positive autocorrelation or negative autocorrelation.
2. Decide the appropriate statistical distribution to test H0: here we use Durbin-Watson distribution.
3. State the significance level: 5 per cent is typical.
4. State the critical value: 

This will depend on the number of observations (n = 20) and the number of independent 
variables (usually given as k and equal to 2 in this case). From the tables we find two values:

dL = 1.10 and du = 1.54. 
5. Calculate the test statistic (dw). 

We look for this on the computer printout. The one below is from SPSS:

Model Summary a

Model R R Square
Adjusted  
R Square

Std. Error of the 
Estimate Durbin-Watson

1 .941 .885 .872 80.929 1.837

a Predictors: (Constant), Index economic activity, Marketing spend.

6. Compare the test statistic to the table values: It is easiest here to use a line to represent the 
distribution, as in the diagram below:

Reject H Inconclusive Cannot reject H0 0⇐ ⇒⇐ ⇒⇐ ⇒
|           |            |               |
0                        1.10                          1.54        2

(for negative autocorrelation, H1: r < 0, the test statistic is 4-dw, but the above diagram still holds.)
7. Come to a conclusion: 

If the calculated value is below the lower limit (1.10) then we reject the null hypothesis and if 
it is above the upper limit we cannot reject the null hypothesis. Any value between the limits 
leads to an inconclusive result, and we are unable to say if autocorrelation exists. In this case 
the test statistic (dw = 1.837) is above the upper limit and therefore we retain H0.

8. Put the conclusion into English: 
In our example we would conclude that there is not autocorrelation in the model. However, 
were we to reject the null hypothesis, then we say that autocorrelation exists in the model 
and that this may lead to errors in prediction. 

If autocorrelation exists then it is possible to take a series of extra steps which will help to remove it 
from a model, but we refer you to more advanced reading for details of these methods.

Heteroskedasticity
We have assumed that the variation in the data remains of the same order throughout the model, i.e. 
a constant variance. If this is not the case, then the model is said to suffer from heteroskedasticity. 
Its presence does not affect the model’s coefficients but does bias their standard errors and therefore 
the tests of the significance of the coefficients. The outcomes of the tests will therefore be suspect. 
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It is most prevalent in time series models which deal with long periods of data and usually has an 
increasing variance over time. Typically heteroskedasticity can be investigated by scatter diagrams of 
the standardized residual errors against estimates of the dependent variable ( ŷ) and against the inde-
pendent variables. This is illustrated in Figure 16.4 and shows that if the variance remains constant 
(Homoskedasticity) we would expect a random scatter of points (A). However if heteroskedasticity 
is present then we would expect some form of pattern in the scatterplot such as the one shown (B). If 
heteroskedasticity were present then, depending on the pattern, we would need to attempt to correct 
for it by transforming either the dependent variable, or one or more of the independent variables. 
Because the presence of heteroskedasticity and the residual pattern can be in many forms it is beyond 
the scope of this book to take this subject further, but if you are interested then you can consult more 
specialized texts on regression analysis.

The standardized residual error scatter diagrams for our model are shown in Figure 16.5. These 
reveal no obvious pattern in the residuals and we would conclude that heteroskedasticity is not a 
problem in our model.

16.3.4 Other problems

Lack of data
Many data sets are incomplete or subject to review and alteration. If we are interested in a new busi-
ness, product or service then (by definition) we will only have limited data. Data on attitudes and 
opinions may have only been collected intermittently. The government may introduce new sets of 
statistics to reflect economic and societal change but these will take time to produce a time series.

A related problem is whether the data available is appropriate. Data may be available on the topic 
of interest but the definition may be different from the one which you wish to use. An example of 
this situation would be the official statistics on income and expenditure of the personal sector of the 
economy where the definition includes unincorporated businesses, charities and trade unions.

Time and cost constraints
Time and cost are always a business issue. We discussed this when we considered sampling methods. 
How much time can you spend developing a model? What are the benefits? Do small improvements 
and perhaps added complexity make much difference in practice? We need to produce results that 
are adequate for purpose and deliver these on time.

It is helpful to consider model building as an ongoing exercise and ensure that the data will be 
available.
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Figure 16.4 Scatter diagrams of the residuals
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Under-identification
This is a problem which affects multiple equation models, and as such is outside the scope of this 
book. It represents a situation where it is not possible to identify which equation has been estimated 
by the regression analysis, for example in market analysis both the demand function and the supply 
function have the quantity as a function of price, tastes, preferences and other factors.

Specification
A specification problem relates to the choice of variables in the equation and to the ‘shape’ (functional 
form) of the equation. When constructing business models, we rarely know for certain which variables 
are relevant. We may be sure of some, and unsure about others. If we build a model and leave out rel-
evant variables, then the equation will give biased results. If we build a model which includes variables 
which are not relevant, then the variance will be higher than it would otherwise be. Neither case is ideal.

Similar problems arise over the ‘shape’ of the equation; should we use a linear function, or should 
we try a non-linear transformation?

In practice, it is hard to know how right we have got the model. It is usually prudent to build a 
model with too many variables, rather than too few, since the problem of increased variance may be 
easier to deal with than the problem of biased predictions.
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Figure 16.5  Standardized residual scatter diagrams for the model Sales = -3525.52 + 334.40 (Marketing spend) 
+ 42.90 (Index economic activity)
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16.4 Analysis of a multiple regression model

Jasbeer, rajan & co.

as an eXaMple oF the analysis and development of a multiple regression model we will extend 
the case study of Jasbeer, Rajan & Co. by incorporating advertising spend, price, growth in the 
economy and unemployment level with promotional spend as our explanatory variables. The result-
ing model using all variables is shown as an SPSS printout in Figure 16.6. l➔l➔l
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Figure 16.6 SPSS multiple regression output

Looking at the annotated print-out in Figure 16.6 we can see that the Adjusted R Square value 1  is 
fairly high, at 0.69297. The independent variables are ‘explaining’ nearly 70 per cent of the variation 
in sales volume. However, when we look at the t-statistics (and their significance) 2  we can see that 
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Coefficientsa

Model Unstandardized coefficients
Standardized
coefficients

t Sig.

Collinearity statistics

B Std. Error Beta Tolerance VIF

(Constant) 2293.585 1735.877 1.321 .199

Advertising 4.349 3.804 .182 1.143 .264 .418 2.395

Promotion 8.298 1.059 .921 7.838 .000 .767 1.303

Price –2097.750 1168.295 –.432 –1.796 .085 .183 5.461

Econ. Growth 17.070 56.304 .069 .303 .764 .205 4.889

Unemployment –33.704 43.704 –.235 –.771 .448 .114 8.738

a. Dependent variable: Sales

Residuals statisticsa

Minimum Maximum Std. deviation NMean

Predicted value 5.6472 888.1078 236.52951 30398.8667

Residual –212.11595 238.63062 138.05238 30.00000

Std. Predicted value –1.662 2.068 1.000 30.000

Std. Residual –1.398 1.572 .000 .910 30

a. Dependent variable: Sales

5 2

6

74

Model summay

Model

R
R

square 

Std. Error
of the

estimate  Durbin-Watson

1 .864 .746 .693 151.75300 3.228

ANOVAb

Model Sum of squares df Mean square F Sig.

1 1622440.108 5 324488.022 14.090 .000aRegression

552695.359 24 23028.973Residual

Total 2175135.467 29

a. Predictors: (constant), unemployment, advertising, promotion, econ. growth , price
b. Dependent variable: Sales

3

1

Adjusted
R

square  

8

Figure 16.6 SPSS multiple regression output (Continued)
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there is only one variable which passes the t-test, i.e. promotional spend, with price passing the t-test 
at the 10 per cent level. This suggests that sales volume seems to be ‘controllable’ by variables which 
the company can manipulate, rather than by things which are beyond their control. (Which is prob-
ably good news for the company!) 

A further test of the regression model is also provided in the print-out under the table titled ANOVA 
3  (or Analysis of Variance). Full details of ANOVA and its use are explained on the online platform 

but for now your attention is drawn to the significant value. The ANOVA tells us whether the over-all 
regression model results in a significantly better prediction of the dependent variable compared to 
using the mean of this variable as a prediction. In our model the outcome is highly significant indicat-
ing that the model, overall, provides a significant prediction of sales. It does not however tell us about 
the individual contribution of the model’s variables – we have to use the t-tests for this. 

Within the coefficients table of the print-out are the coefficients of the model. 4  These indicate 
for example, that for every unit increase of ‘unemployment’, holding all other variables constant, 
‘sales’ decrease by 33.7 units. Conversely, the standardized coefficients ‘Beta’ 5  , whose values can 
range between -1 and +1, tell us about the relative degree of importance of a variable in the model 
and, unlike the unstandardized coefficients, are directly comparable. To explain the derivation of the 
standardized coefficients is beyond the scope of this book, but if you are interested then you can con-
sult more specialized texts on regression analysis. However if we compare the beta value for promo-
tion (0.921) with say price (-0.432) we can say that promotion is relatively at least twice as important 
than price in the model and concurs with what the size of the t-statistic told us.

 We can now look through the print-out to see which, if any of the problems discussed in the 
previous Section 16.3 may exist in this model.

The residuals’ distribution
The residuals statistics 6  indicate that the standardized residuals have a mean of zero and fall 
between ±2. We can therefore conclude that they conform to the assumption that they have a Normal 
distribution with a zero mean.

Multicollinearity
We need to look at the correlation matrix, where we can see that the correlation between promotion 
and sales is high (at 0.838) but that the other correlations with sales are fairly low. Indications of pos-
sible multicollinearity are the high correlations between the independent variables unemployment 
and growth, unemployment and price and, to a lesser extent, growth and advertising spend. Each of 
these may have an effect on the stability of the coefficients in the model. For example we know that 
‘price’ is positively related to ‘sales’ but in the model the coefficient is negative.

Other indications of multicollinearity are provided by the collinearity statistics VIF (variance 
inflation factor) and tolerance (= 1/VIF) 7 . The literature that discuss these statistics suggest that 
a tolerance of 0.2 (VIF = 5) is cause for concern and a value of 0.1 (VIF = 10) indicates a serious col-
linearity problem. For our model the variables ‘price’ and more so ‘unemployment’ are a cause for 
concern.

Autocorrelation
To test for this problem we need the Durbin-Watson statistic 8 , here it is 3.228. Our hypotheses 
would be:

H0: r = 0; no autocorrelation

H1: r < 0; negative autocorrelation (since DW > 2)
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The critical values from the tables (Appendix J) are 1.14 and 1.74, but as we are testing for  negative 
autocorrelation we need to adjust our test statistic and subtract it from 4 (4 - 3.338 = 0.662). 
The adjusted test statistic value is below the lower critical value, and we must therefore conclude that 
we reject the null hypothesis. There appears to be negative autocorrelation in the model. This will 
affect the predictive ability of the model (likely to be bad news for the company). You might also want 
to look at the plot of the standardized residuals from the model – this is shown in Figure 16.7. You 
can see the effects of negative autocorrelation, where one residual is almost always of the opposite 
sign to the previous one.
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Figure 16.7 Standardized residuals

Heteroskedasticity
At this stage we can investigate this possible problem by looking at the scatterplot of the standard-
ized residuals against the predicted values as shown in Figure 16.8. Rather than a random scatter of 
points, Figure 16.8 suggests that there is a pattern in the residuals which appears to be curvilinear 
and with increasing variability; this indicates that heteroskedasticity is a problem. This will affect the 
statistical test and therefore at this stage, the outcome of the tests would have to be treated with cau-
tion until we can find a way to reduce this problem.

Lack of data
Our data sets are complete, but there may still be problems since the growth and unemployment 
figures are percentages rounded up to one decimal place. Small changes will thus not be reflected in 
the data which we have used.

Time and cost
The company will have the internal data available (at least in some form) but may need to add exter-
nally available data. The challenge for many companies is not access to software but the knowledge 
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required to undertake such analysis. Some managers might be suspicious of such printouts and even 
if the figures are acceptable they will still need a business interpretation.

Under-identification
Not a problem since this is a single equation model.

Specification
With only one variable seeming to affect the sales volume, this would appear to be the basic problem 
with the model. We could look to other variables internally which might help to explain our sales, 
or we could search for other macroeconomic variables which may model the impact of the economy 
as a whole on the company’s performance. We could look at nonlinear models and see if these give 
‘better’ results.

There is one other area, however, in this model which may help explain the ‘poor performance’ 
of the explanatory variables. In the next chapter (Chapter 17) we will look at time series models and 
the importance of expected changes through the year, e.g. the increased consumption of gas during 
the winter months or the increased number of airline passenger during the summer season. In this 
case, the dependent variable is heavily seasonal, and while the promotional spend is also seasonal, 
the other explanatory variables are not. We would need to consider whether to build a model using 
annual data, or to take away the seasonal effects where these exist (make a seasonal adjustment) and 
look for the underlying relationships and model. Whatever we decide to take, we are changing the 
specification of the model.

16.4.1 Developing the model
We have identified some problems with the present all variable model. Some of the problems may be 
caused by some of the variables (e.g. muticollinearity), or the nature of the data itself (e.g. autocor-
relation) or the model specification (e.g. heteroskedasticity). 

Not-withstanding these problems we will illustrate here how we might develop a more suitable 
model. There are a number of ways that this can be achieved but one of the simplest methods is to 
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start off with all the variables in the model and then eliminate, one at a time, non-significant vari-
ables as determined by the t-test. We start by eliminating the variable with the smallest t-value and 
hence the least significant. We stop when the only variables that remain in the model are at a pre-
specified level of significance (usually 5 per cent). 

For our all variable model presented in Figure 16.6, the variable with the smallest t-value is ‘eco-
nomic growth’ so this is the first variable to be eliminated. The effect on the model, and subsequent 
variable removal is summarized in Table 16.6.

table 16.6  The effect of removing non-significant variables from the model

Where A = Advertising spend; Pr = Promotional spend; P = Price; E = Economic growth;  
Un = Unemployment

Variables in the 
model Adjusted R 2

Standard error of 
regression Durbin-Watson

Non-significant** 
variable removed

A, Pr, P, E, Un 0.693 151.753 3.228*
A, Pr, P, Un 0.704 148.971 3.193* E
Pr, P, Un 0.700 149.908 2.997* A
Pr, P 0.700 150.003 2.942* Un
Pr 0.691 152.155 2.811* P
* Note: Negative autocorrelation significant at the 0.05 level
** non-significant: above the 0.05 level

Briefly, Table 16.6 indicates that removal of non-significant variables results in a one-variable 
model – exactly the same as the one presented in Section 15.4.1 of the last chapter. The explanatory 
powers and the standard error of the final model are virtually the same as the starting four variable 
model. This reflects the specification problem discussed in the last section. We can also note that 
autocorrelation remains a problem in all the models. Where do we go from here? First, we would 
need to find a way to eliminate autocorrelation; second, we would need to investigate further the 
possible problems of heteroskedasticity and find a way to resolve it.

16.5 Using multiple regression models
Having established a multiple regression relationship from historical data, we can use this 

to make predictions about the future. As in any model of this type, if the value of R2 is low, or the 
specification of the model is very poor, then the predictions will be of limited value.

Such predictions will depend on having suitable data available on the explanatory variables in 
order to predict the future of the dependent variable. This would not necessarily be the case in 
the model we have just considered, since, while we can set the levels of price, promotional spend 
and advertising internally, we cannot know the values of growth or unemployment for next year, 
in advance. (In practical terms, the data on the current period is often not published for three 
to six months!) Model building overcomes this problem by adding time lags into the models, so 
that data is used from six months or a year ago; thus ensuring that the data is available. Building 
in such time lags, however, leads to other problems, especially with autocorrelation, and testing 
for it.
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Having built time lags into the model, we merely substitute values of the explanatory variables 
into the equation to get predictions. This is illustrated in Table 16.7.

table 16.7 Yt = 20 + 6.3X 2t-2 + 4.7X3t-3 - 2.7X4t-4

Time Y Prediction X2 X3 X4

20 520 4.7 103.7 2.7*(t-4)
21 527 4.9 102.6*(t-3) 2.8
22 531 5.3* (t-2) 102.2 2.9
23 535 5.5 101.4 2.9
24     530 (t) 528.32 5.7 103.1 2.6
25 527.43
26 524.66

Working with the data for Jasbeer, Rajan & Co. build further multiple regression models and 
assess their validity.

eXercIse

In Table 16.7 we are at time period 24 with all data available up until that point. The data values 
marked with an asterisk (*) are those which are used to make the prediction of Y for period 24. If 
we now substitute the next value of X2 (5.5), X3 (102.2) and X4 (2.8) into the equation, then we find a 
prediction for period 25 (527.43). A similar process will give the prediction for period 26. No further 
predictions can be made from this model until more data becomes available (i.e. in period 25).

16.6 Conclusions
Multiple regression analysis is a very powerful statistical technique which will enable us 

to make better predictions about the behaviour of the dependent variable than simple two-variable 
models. The increased complexity, however, raises problems of interpretation of the results since in 
business situations, not all of the underlying assumptions of the model are met. Multiple regression 
should not be used blindly; it is necessary to perform a series of tests on the model before it can be 
used to make predictions. As with any technique, it is necessary to ask questions about the reliability 
and accuracy of the data before accepting the results of the model. The increasing use of statistical 
software means that more and more people will have the technical access to create such models, but 
they may not have the level of understanding necessary to ask the right questions about the model. 
Having read through this chapter, you should be in a position to help them.

The Mini Case study illustrates the business importance such modelling can have. More and more 
data is becoming available and the challenge is to use this to build a better understanding of how the 
business works.

60193_16_ch16_p470-494.indd   490 12/10/12   5:38 PM



491Chapter 16 Multiple regression analysis

16.6.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ The company data used in Section 16.2 in the SPSS file CSE20.sav.
➔➔ The Jasbar, Rajan and Co. data in the EXCEL file CSE18.xlsx and the SPSS file CSE19.sav.
➔➔ Checking the Normality of the distribution of the standardized residuals.
➔➔ Details of ANOVA and its use in regression analysis.
➔➔ Data sets for the questions in the following Section 16.7 (Questions): 

Q1: CSE21.xlsx and CSE22.sav. 
Q3: CSE23.xlsx and CSE24.sav. 
Q4: CSE25.xlsx.

Student guides for SPSS and EXCEL can be found in Part 8 on the online platform. 

16.7 Questions

Discussion questions
1 What do you understand by the terms multicollinearity, autocorrelation and 

heteroskedasticity? How would you investigate if they were present in a regression model?

2 A researcher wishes to fit a regression line to her data. However the data has several unusual 
points that she does not wish to overly affect the resulting regression line because, from her 
observations, they all correspond to unusual conditions. Suggest an approach she might take.

3 A large supermarket chain would like to know what factors influence potential customers to 
come to their supermarkets. They have asked you to investigate this and build a regression 
model to estimate the number of customers that use any one of their present supermarkets. 
This model will then be used to provide information to determine whether to locate new 
supermarkets in specific towns. What could these influential factors be? Which of these factors 
could be used in a regression model? How would you go about developing the model? If you 
were successful in developing a model, what notes of caution would you give the supermarket 
in using this model?

Multiple choice questions

spss

eXcel

1 Multiple regression relates:
a. the dependent variable y to two or 

more explanatory variables 
b. the dependent variable y to two or 

more dependent variables
c. an explanatory variable to one or more 

dependent variables
d. an explanatory variable to one 

dependent variable

2 The coefficient of determination:
a. provides a measure of the variation 

explained by the regression model 
b. can guide the selection of additional 

variables 
c. can be given as an adjusted figure to 

provide an unbiased estimate 
d. all of the above
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Exercise questions
1 You have been given the following data (available on the online platform in either file 

CSE21.xlsx or CSE22.sav).

Y X1 X2 X3

0.34 0.27 78 41
  0.374   0.282 79 56
  0.393   0.277 81 63
0.36 0.28 80 68

  0.288   0.267 79 47
  0.269   0.265 76 32
  0.286   0.282 82 28
  0.329   0.272 86 32
0.47 0.28 98 72

  0.342   0.277 86 60
0.34   0.277 94 32

  0.359   0.265 96 33
  0.376   0.265 94 41
  0.437   0.268 91 64
0.43 0.26 90 71

a. Plot the scatter diagrams and find the correlation coefficients between the four 
variables. Which of the three independent variables are likely to explain the variation  
in Y?

b. Build all possible regression models (there are seven) and for each one note whether the 
independent variables are significant, the coefficient of determination and the standard 
error of the regression.

c. Of the seven models developed in (b) which would you use to estimate Y?
d. For your chosen model investigate the standardized residuals to determine whether they 

are normally distributed and have constant variance.

3 Multicollinearity exists when:
a. two or more of the independent 

variables are not correlated 
b. the dependent variables is highly 

correlated with two or more of the 
independent variables 

c. two or more of the independent 
variables are highly correlated 

d. the dependent variables is not highly 
correlated with the independent 
variables

4 The basic test of autocorrelation is 
provided by:
a. the coefficient of determination 
b. the Durbin-Watson test 
c. the t-test 
d. none of the above

5 The multiple regression model will be 
improved by the:
a. exclusion of seasonality 
b. reduced number of variables 
c. careful specification of variables 
d. none of the above
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2 The following data represent a particular problem when using multiple regression analysis. 
Identify the problem, and construct a model which overcomes this issue.

Y X1 X2 X3

150   44 22   1
190   56 28   2
240   64 32   3
290   68 34   4
350   76 38   5
400   80 40   6
450   86 43   7
500   90 45   8
650 100 50   9
800 120 60 10

3 A regional health authority is investigating the monthly man-hours that are used for patient 
care in the hospitals in their region. They are particularly interested in the factors that might 
influence man-hours. The following data has been collected from 17 hospitals on the monthly 
man-hours and five possible influencing factors (data available on the online platform in either 
file CSE23.xlsx or CSE24.sav):

Manhours Patients X-ray Bed days Population Stay

    566.5     15.57   2 463   472.9 18   4.45
    696.8     44.02   2 048 1 339.7     9.5   6.92
  1 033.2     20.42   3 940   620.3   12.8   4.28
  1 603.6     18.74   6 505   568.3   36.7 3.9
  1 611.4     49.2   5 723 1 497.6   35.7 5.5
  1 613.3     44.92 11 520 1 365.8 24 4.6
  1 854.2     55.48   5 779 1 687   43.3   5.62
  2 160.6     59.28   5 969 1 639.9   46.7   5.15
  2 305.6     94.39   8 461 2 872.3   78.7   6.18
  3 503.9   128.02 20 106 3 655.1 180.5   6.15
  3 571.9 96 13 313 2 912   60.9   5.88
  3 741.4   131.42 10 771 3 921 103.7   4.88
  4 026.5   127.21 15 543 3 865.7 126.8 5.5
10 343.8 252.9 36 194 7 684.1 157.7 7
11 732.2 409.2 34 703 12 446.3 169.4 10.78
15 414.9 463.7 39 204 14 098.4 331.4   7.05
18 854.4   510.22 86 533 15 524 371.6   6.35

Where Manhours = monthly labour hours
 Patients = average number of patients admitted per day
 x-ray = monthly number of x-ray exposures
 Bed days = monthly occupied bed days
 Population = population of the hospital catchment area (‘000)
 Stay = average length of patient stay (days)
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a. Plot the scatter diagrams and find the correlation coefficients between the six variables. 
Which of the five independent variables are likely to explain the variation in man-hours?

b. Starting with all the independent variables, develop a regression model to estimate man-
hours. You should carry out suitable statistical analysis in this development.

c. Having arrived at a suitable model perform a residual analysis.

4 A personnel and recruitment company wishes to build a model of likely income level and 
identifies three factors thought important. Data collected on 20 clients gives the following 
results (data available on the online platform in file CSE25.xlsx):

Income level
Years of post-16 

education Years in post
No. of previous  

jobs

15 2 5 0
20 5 3 1
17 5 7 2
9 2 2 0

18 5 8 2
24 7 4 3
37 10 11 2
24 5 7 1
19 6 4 0
21 2 8 4
39 7 12 2
24 8 8 1
22 5 6 2
27 6 9 1
19 4 4 1
20 4 5 2
24 5 2 3
23 5 6 1
17 4 3 4
21 7 4 1

a. Find the regression relationship for predicting the income level from the other variables.
b. Assess the statistical quality of this model.
c. Would you expect the company to find the model useful?
d. What other factors would you wish to build into such a model?
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17

Business has always collected data over time and this we refer to as a time 
series. Changes in technology and business practice continue to add to the volume and 
complexity of such data. Managing and using such data is seen as a major challenge for 
many businesses.

In this chapter we will look at the longer-term trends in the data and what explanation, if any, 
we can give to short-term variation. This variability may take the form of some general movement 
but will often appear as a regular pattern of oscillations. We should also expect some haphazard 
movement. The sales of ice-cream and lager or demand for gas and electricity do depend on the 
time of year but also depend on the actualities of a particular day. We do buy more ice-cream 
on exceptionally hot days and the demand for electricity can peak during major sporting events 
(we put the kettle on at half-time). The Financial Times 100 share index can shift on the basis of 
rumour alone.

The challenge is to use the data and such observations to draw more general conclusions about 
any trend and differences from a trend. We use the historical data to:

➔➔ record the events in the form of a table of data or as a chart
➔➔ explain the behaviour of the series over time
➔➔ predict what is likely to happen in the future

 After working through this chapter, you will be able to:

➔➔ state the factors which make up a time series

➔➔ construct an additive and multiplicative model

➔➔ calculate the trend

➔➔ identify the appropriate model to use

➔➔ calculate the seasonal factors

➔➔ calculate the residual factors

➔➔ develop models for short-term forecasting

Time Series

objectives
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Records of events are descriptive and may be held for administrative convenience, or public 
record. Look at www.ons.gov.uk just to see the range of collected time series data available. The 
ownership of cars, the levels of employment, the numbers at university or prison and the num-
bers smoking all give insight to social and economic change over time. (See Part 1 for details of 
secondary data sources.)

An explanation of the behaviour may highlight particular events which caused the variable to take 
on an unexpected value, e.g. the amount of business done by mail-order catalogues might fall during 
a postal strike or the level of domestic violence rise during certain football competitions. Such expla-
nations would also look at the various elements which combine to bring about the actual behaviour 
of the data. This may be particularly useful when governments review policy or companies are mak-
ing strategic decisions on stock control.

Predictions about the future behaviour of the variable, or variables of interest, will be essential 
when a company or organization begins to plan for the future. This could be short-term, e.g. looking 
at production schedules, or it could be longer-term, e.g. looking at new product development or new 
market entry.

Such predictions will involve identifying the patterns which have been present in the past, and 
then projecting these into the future. This involves a fundamental assumption that these patterns will 
still be relevant in the future. For the near future, this assumption will often work well. Competition 
may still be limited in the short-term or the same suppliers used. In the longer-term, we may see new 
entrants or we might review the supply chain or stock control methods.

We need to project population figures into the future in order to plan the provision of housing, 
schools, hospitals, roads and other public utilities. But how far ahead do we need to project the 
figures? For schools we need to plan five to six years ahead, to allow time to design the buildings, 
acquire the land and train teachers in the case of expansion of provision. For contraction, the plan-
ning horizon is usually shorter. In the case of other social service provisions, for example the increas-
ing number of elderly in the UK over the next 30 to 40 years, preparation will allow consideration of 
how these needs are to be met, and who is to finance the provision. Policy decisions will be needed 
on the level of care and methods of finance.

If we can work with the assumption of a continuing pattern, then we can build models of the 
behaviour of a variable over time that will give a view of the future. Organizations will plan on what 
they reasonable expect to happen but they will also contingency plan knowing the future is also 
about all those unexpected opportunities and threats.

It is important to recognize that there is not one time series model ideal for all applications. As 
you will see there are components of the model, such as trend, that we can describe in different ways. 
What is important is that a model is built that fits your problem and then we monitor the performance 
of that model.

17.1 Time series models
In a time series model we will try to capture the essential elements, like the overall trend. A 

simple plot over time can be helpful in identifying the important factors like time of the year or like 
day of the week. We cannot show all possible variants of the model but will illustrate the main elements 
of model building.

This pattern can be broken down into various elements as factors. In this section we will discuss 
the four factors which make up a time series and two methods of combining them into a model. There 
is no single model which will be perfect in every situation but the process of modelling is likely to give 
a better understanding of the important factors and the relationships involved.

60193_17_Ch17_p495-531.indd   496 13/10/12   1:47 PM



497Chapter 17 time SerieS

illustRatiVe
eXaMPle

Jasbeer, Rajan & co.

a siMPle Plot of the sales volume data for Jasbeer, Rajan & Co. is shown 
in Figure 17.1. There is some general trend but also clear variation. If we 
join these points together with straight lines, see Figure 17.2, then a clearer  
pattern begins to emerge. Go to the book’s online platform for the data:  
CSE18.xlsx. l➔l➔l
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figure 17.1

A plot of sales volume over 
time for Jasbeer, Rajan & Co.

figure 17.2 A spreadsheet graphing sales volume over time for Jasbeer, Rajan & Co.
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17.1.1 The factors
For a time series, it is usually possible to identify at least three of the following factors:

1. Trend (T ) – this is a broad, underlying movement in the data which represents the general 
direction in which the figures are moving.

2. Seasonal factors (S) – these are regular fluctuations which take place within one complete 
period. Quarterly data would show differences between the three month periods of the 
year. The sales of electronic games is often available as quarterly data and typically shows 
the highest level in the fourth quarter of each year (because of Christmas) and the lowest 
levels in the third quarter (because families are on holiday). If we are interested in DIY 
and gardening products, the period of interest could be a week and we could observe the 
increased sales (predictably) on a Saturday or Sunday. (Discussed in Section 17.3.)

3. Cyclical factors (C) – this is a longer-term regular fluctuation which may take several years 
to complete. To identify this factor we would need to have annual data over a number of 
years. A famous example of this is the trade cycle in economic activity observed in the UK 
in the late nineteenth century. This cycle lasted approximately nine years and was used to 
explain periods of ‘boom and bust’. There is no real evidence that it existed by the start of the 
twenty-first century but there are other cycles which do affect businesses and the economy 
in general and we do look out for these.

4. Random factors (R) – many other factors affect a time series and we generally assume that their 
overall effect is small. However, from time to time they can have a significant and unexpected 
impact on our data. If for example we are interested in new house starts, then occasionally there 
will be a particularly low figure due to an unusually severe winter. Despite advances in weather 
forecasting, these are not yet predictable, particularly longer-term. The effects of these non-
predictable factors will be gathered together in this random, or residual, factor.

These factors may be combined together in several different ways and are presented here as two models.

17.1.2 The additive model
In the additive model all of the elements are added together to give the original or actual data (A):

A = T + S + C + R
For many models there will not be sufficient data to identify or a sufficiently good reason to look for 
the cyclical element, and the model is simplified to:

A = T + S + R
Since the random element is unpredictable, we shall make a working assumption that its overall value, 
or average value, is 0.

The additive model will be most appropriate where the variations about the trend are of similar 
magnitude in the same period of each year or week, as in Figure 17.3.

17.1.3 The multiplicative model
In the multiplicative model the main elements (T and S) are multiplied together but the random 
element may be either multiplied:

A T S C R= × × ×
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(here A and T are actual quantities, while S, C and R are ratios) or may be added:
A T S C R= × × +

(here A, T and R are actual quantities while S and C are ratios).
In the second case, the random element is still assumed to have an average value of 0, but in the 

former case the assumption is that this average value of the ratio is 1. Again, the lack of data or lack of 
interest will often mean that the cyclical element is not identified, and the models become:

A T S R A T S R= × × = × +and
The multiplicative model will be most appropriate for situations where the variations show a propor-
tionate (or percentage) shift around trend in the same period of each year or week, as in Figure 17.4.

Y

Same absolute
difference

Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

Trend

Actual data

figure 17.3

Appropriate additve model

Y Same percentage
above trend

Q1 Q2
Yr 1 Yr 2 Yr 3

Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

Trend

Actual data

figure 17.4

Appropriate multiplicative 
model

The illustrations to this section have used linear trends for clarity, but the arguments apply equally 
to non-linear trends. In the special case where the trend is a horizontal line, then the same absolute 
deviation from the trend in a particular quarter will be identical whether you are looking at a propor-
tionate change from trend or constant difference from trend, as shown in Figure 17.5.

17.2 The trend
Most data collected over time will show some sort of long-term movement; upwards, down-

wards or fairly flat. The first step in analyzing a time series is to construct a graph of the data, as in 
Figure 17.6, to see if there is any obvious underlying direction. In this graph, we see that the data 
values are, generally, increasing with time. For some purposes, where only an overall impression is 
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needed, such a graph may be sufficient. Where we need to go further and make predictions, we will 
need to identify the trend as a series of values.

There are several methods of identifying a trend within a time series, and we will consider three 
of them here. The graph will give some guidance on which method to use to identify the trend. If 
the broad underlying movement appears to be  increasing or decreasing, then the method of moving 
averages might be most appropriate; if the movement appeared to be linear then regression might 
provide better answers.

You should justify you choice of method for identifying the trend and any projection of the trend. 
Clarifying assumptions is an important part of the modelling exercise. The answers you get will 
depend on the method you use.

17.2.1 Trend by eye
If all that is required is a general idea of where the trend is going, then using your judgement to draw 
a trend line onto the graph may be sufficient. If at some stage you required values for the trend, then 
these could be read off the graph. In some simple business problems you might only want some 
general idea of change and some general indication of future problems, e.g. has local traffic been 
increasing or decreasing over time and do we expect it to be higher or lower next year. We might also 
want to use our additional knowledge of the problem. If we know road repairs are to start in the next 
month and will last for six months and we know that drivers are likely to take alternative routes, we 
may wish to speculate on the likely impact.

The problem with this method is that several people all drawing such a trend line will tend to 
produce (slightly) different lines. Discussion may well arise over who has got the best line, rather 

Y
Same absolute amount and
percentage above trend

Yr 1 Yr 2 Yr 3

Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

figure 17.5

Horizontal trend
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figure 17.6

Positive time series trend
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than the implications of the direction which the trend is taking. In addition, estimation by eye does 
not provide an approach that would work for more complex analysis (e.g. see Chapter 16 on multiple 
regression).

table 17.1 Absence and sickness records of Jasbeer, Rajan & Co: 5 point moving average

Week Day Absence and sickness Σ5s 5 Point Moving Average

1 Monday 4 
Tuesday 7
Wednesday 8 48   9.6
Thursday 11 47   9.4
Friday 18 48   9.6

2 Monday 3 50 10.0
Tuesday 8 52 10.4
Wednesday 10 55 11.0
Thursday 13 58 11.6
Friday 21 59 11.8

3 Monday 6 62 12.4
Tuesday 9 66 13.2
Wednesday 13 73 14.6
Thursday 17 71 14.2
Friday 28 70 14.0

4 Monday 4 68 13.6
Tuesday 8 67 13.4
Wednesday 11
Thursday 16
Friday 24

5 Monday 3
Tuesday 9

}

}

}

}

}

(Continued)

Use the data on the online platform together with a spreadsheet like EXCEL to 
obtain the graph of sales volume for Jasbeer, Rajan & Co. and then draw on a trend 
line by eye. What do you think?

Go to the online platform for the data: CSE18.xlsx (time series tab).

eXeRcise

17.2.2 A moving average trend
This type of trend tries to smooth out the fluctuations in the original series by looking at intervals of 
time that make sense, finding an average, and then moving forward by one step and again calculating 
an average. It really is a moving average. The size of the interval chosen will depend on the data we 
are looking at. If we are looking at quarterly data the average will be calculated using four consecutive 
values, one year’s worth, or monthly data, 12 consecutive values, again one year’s worth or daily data, 
five or seven consecutive values to reflect the typical working week.

In Table 17.1 we have daily data on the sickness and absence records of staff at Jasbeer, Rajan & 
Co. for the working week Monday to Friday. The variation is over the interval of five days and the 
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moving average will be based on this. Adding the first five working days gives a total of 48, and divid-
ing by five (the number of days involved) gives an average of 9.6 days. These figures are for the first 
five days, and are placed in the middle of the interval to which they relate (Wednesday in this case). 
We now move forward by one step, (one day) and the interval becomes Tuesday, Wednesday, Thurs-
day, and Friday from Week 1 and Monday from Week 2. Adding gives 47 and the average becomes  
9.4 days. Again, we need to place in the middle of the interval (Thursday). The process continues 
until we reach the end of the column. As data is added we can move forward.

Week Day Absence and sickness Σ5s 5 Point Moving Average

Wednesday 10
Thursday 12
Friday 20

6 Monday 1
Tuesday 5
Wednesday 7
Thursday 10
Friday 18

Use the data on the online platform together with a spreadsheet like EXCEL to graph the 
absence and sickness records for Jasbeer, Rajan & Co. Calculate the moving average trend line 
and place it onto your graph. (You should get the remaining trend figures: 12.6, 12.4, 12.6, 12.4, 
11.6, 10.8, 10.4, 9.6, 9.0, 8.6, 8.2.)

The outcome is shown as Figure 17.7.

Go to the online platform for the data: CSE26.xlsx.

eXeRcise

figure 17.7 Time series and 5 point moving average (ExCEl)

(Continued)
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Once each of the averages is recorded opposite the middle day of the interval to which it relates, we 
have the moving-average trend. In this case, there will be no trend figures for the first two or last two days; 
if a seven day moving average had been used then this would change to the first three or last three days.

Prediction requires the extension of the trend. You will need to decide whether fitting a straight 
line (linear) relationship is appropriate or whether some other functional form will need to be used. 
You need to stay aware that you are looking at change over time. If structural changes have taken 
place, like a shift to Internet marketing, or data classification has changed, perhaps the ways that 
employment is recorded, then an equation that gave a good historical fit may on longer apply.

A consequence of using an interval with an odd number of data points is that there will be a 
middle value to place the moving average against. If we use an interval with an even number of data 
points, then our average will lie between two values. Does this matter? If the only thing that we want 
to do is to identify the trend then the answer is not really! However, we usually want to continue 
and look at other aspects of the time series such as difference from trend. To do this we need to add 
another step in the calculations to centre the average we are finding; called centring.

The data given in Table 17.2 is quarterly sales, and the appropriate interval will be over the four 
quarters of the year. Summing sales for the first four quarters gives total sales of 1091 which is recorded 

table 17.2 Sales volume for Jasbeer, Rajan & Co.: 4 point centred moving average

} } } } }

Yr qtr Sales volume Σ4s Σ8s 4 Point centred MA trend

1.1 166
1.2 52 1091
1.3 140 1149 2240 280.000
1.4 733 1211 2360 295.000
2.1 224 1252 2463 307.875
2.2 114 1272 2524 315.500
2.3 181 1317 2589 323.625
2.4 753 1417 2734 341.750
3.1 269 1446 2863 357.875
3.2 214 1553 2999 374.875
3.3 210 1629 3182 397.750
3.4 860 1618 3247 405.875
4.1 345 1641 3259 407.375
4.2 203 1703 3344 418.000
4.3 233 1682 3385 423.125
4.4 922 1703 3385 423.125
5.1 324 1754 3457 432.125
5.2 224 1654 3408 426.000
5.3 284 1682 3336 417.000
5.4 822 1738 3420 427.500
6.1 352 1749 3487
6.2 280 1857 3606
6.3 295 1850 3707
6.4 930 1890 3740
7.1 345 1985 3875
7.2 320 2033 4018
7.3 390 2171 4204
7.4 978 2171 4342
8.1 483
8.2 320
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in the middle of the interval (here, between quarters two and three of Year 1). Moving the interval 
forward by one quarter and summing gives total sales of 1149 and this is recorded between quarters 
three and four of Year 1. This process continues up to and including the final interval of four quarters. 
None of these sums of four numbers is directly opposite any of the original data points. To bring totals 
(and hence the average) in line with the original data, we now add pairs of totals (again placing in the 
middle of the interval to which they refer). Each of these new totals is the sum of two sums of four 
numbers, i.e. a sum of eight numbers, so we need to divide by eight to obtain the average.

This set of figures is a centred four point moving-average trend. To graph this trend, we plot each 
trend value against the time period to which it now refers, as in Figure 17.8. There are no trend values 
for the first two or last two data points because of the averaging process. If the size of the interval had 
been larger, say 12 periods for monthly data, we would need to add ‘sums of 12’, in pairs to give sums 
of 24 and then divide by 24 to get the centred moving average trend.
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figure 17.8

Use the data on the online platform together with a spreadsheet such as EXCEL to obtain the 
graph of Sales Volume for Jasbeer, Rajan & Co. Calculate the centred moving average trend 
line and place it onto your graph. (The remaining trend figures are: 435.875, 450.750, 
463.375, 467.500, 484.375, 502.250, 525.500, 542.750.) 

Go to the online platform for the data: CSE18.xlsx.

eXeRcise

17.2.3 A linear regression trend
Regression provides a way of fitting a line to a set of points, as discussed in Chapter 15. In this section 
we are interested in the application and will only quote the relevant formulae for finding a straight 
line through our time series trend.

In terms of notation, we will treat the values collected over time, the time series data, as the y vari-
able. This is the one we wish to predict. Time will be given by the x variable. Since time is incremental 
(we just go from one period to the next), it is the convention and a matter of convenience, that we 
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let x take the values 1, 2, 3 and so on. The x variable is referred to as a dummy variable because the 
actual time, however recorded, is not being used. This is shown in Table 17.3.

Having established the values for the x and y variables, we can now use the formulae (from Chapter 15) 
to identify the trend line through the data. The predictive regression line is given by:

y a bx= +ˆ

where ŷ  is the predicted value of y for a particular x value.
The formulae for estimating a and b are:

b n xy x y
n x x

=
Σ − Σ Σ
Σ − Σ( )2 2

and
a y bx= −

Yr qtr Time (x) Volume (y) x2 xy

1.1 1 166 1 166
1.2 2 52 4 104
1.3 3 140 9 420
1.4 4 733 16 2 932
2.1 5 224 25 1 120
2.2 6 114 36 684
2.3 7 181 49 1 267
2.4 8 753 64 6 024
3.1 9 269 81 2 421
3.2 10 214 100 2 140
3.3 11 210 121 2 310
3.4 12 860 144 10 320
4.1 13 345 169 4 485
4.2 14 203 196 2 842
4.3 15 233 225 3 495
4.4 16 922 256 14 752
5.1 17 324 289 5 508
5.2 18 224 324 4 032
5.3 19 284 361 5 396
5.4 20 822 400 16 440
6.1 21 352 441 7 392
6.2 22 280 484 6 160
6.3 23 295 529 6 785
6.4 24 930 576 22 320
7.1 25 345 625 8 625
7.2 26 320 676 8 320
7.3 27 390 729 10 530
7.4 28 978 784 27 384
8.1 29 483 841 14 007
8.2    30      320    900      9 600 

Totals 465 11 966 9 455 207 981

table 17.3 Sales volume for Jasbeer, Rajan & Co.
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First of all we will need the various totals for our calculations:

n x y x xy= Σ = Σ = Σ = Σ =30 465 11966 9 455 207 9812

Putting these numbers into the formulae will gives the following results:

30 207 981 (465)(11966)
30 9455 (465)

6 239 430 5564190
283650 216 225

675 240
67 425

10.014682 say 10.015

2b = × −
× −

= −
−

= =

and (using the more precise figure for b in further calculation):

11966
30

10.014682 465
30

398.8667 155.2276
243.639 say 243.64

a = − ×

= −
=

The trend line through this data is:

Trend = 243.64 + 10.015 x

To find the actual values for the trend at various points in time, we now substitute the appropriate x 
values into this equation.
For x = 1 we have:

Trend = 243.64 + (10.015 × 1) = 253.655

For x = 2 we have:

Trend = 243.64 + (10.015 × 2) = 263.67

illustRatiVe
eXaMPle

Jasbeer, Rajan & co.  

using the data fRoM Jasbeer, Rajan & Co. we can illustrate the method of finding the linear 
trend line.

(Note that there is rather too much data here to normally attempt such calculations 
by hand (!), but since we have the totals already worked out, we can quickly find the 
required results and illustrate the method.) 

Go to the online platform for the data: CSE18.xlsx (Time series tab). l➔l➔l
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and so on. Obviously, these calculations are very much easier to perform on a spreadsheet such  
as EXCEL.

Such calculations are shown in Table 17.4. The results can now be placed onto the graph of the 
data, and this is shown in Figure 17.9.

table 17.4 linear trend values

Yr qtr Time (x) Sales volume (y) Linear trend

1.1   1 166 253.65
1.2   2   52 263.67
1.3   3 140 273.68
1.4   4 733 283.70
2.1   5 224 293.71
2.2   6 114 303.73
2.3   7 181 313.74
2.4   8 753 323.76
3.1   9 269 333.77
3.2 10 214 343.79
3.3 11 210 353.80
3.4 12 860 363.82
4.1 13 345 373.83
4.2 14 203 383.84
4.3 15 233 393.86
4.4 16 922 403.87
5.1 17 324 413.89
5.2 18 224 423.90
5.3 19 284 433.92
5.4 20 822 443.93
6.1 21 352 453.95
6.2 22 280 463.96
6.3 23 295 473.98
6.4 24 930 483.99
7.1 25 345 494.01
7.2 26 320 504.02
7.3 27 390 514.04
7.4 28 978 524.05
8.1 29 483 534.06
8.2 30 320 544.08

Use the data on the online platform together with a spreadsheet such as EXCEL to 
obtain the graph of Sales Volume for Jasbeer, Rajan & Co. Determine the trend line 
and show this on your graph. 

Go to the online platform for the data: CSE18.xlsx (Time series tab).

eXeRcise
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17.3 The seasonal factors
In the same way that weather is expected to change through the year, many of the activi-

ties associated with business or society have aspects of predictability. We expect increases in travel 
during the summer holiday season or the shops to get busier before Christmas. We do not see these 
increases as the beginning of a new trend but something that happens at a particular time and is 
likely to repeat itself. The numbers unemployed will show increases at the end of the school year 
unless we choose to make some adjustment for this. These expected changes are referred to as the 
seasonal effect. Many government statistics are quoted as ‘seasonally adjusted’, with statements such 
as ‘the figure for unemployment increased last month, but, taking into account seasonal factors, the 
underlying trend is downwards’.

Developing a time series model will allow us to identify the general trend and also the seasonal 
effect. We need to ‘bear in mind’ that this identification will depend on the historical data we are 
using and the structuring of the model. Holiday destinations and favoured toys can go out of fashion. 
However, such models can effectively inform management thinking on potential sales, production 
planning and stock control policies.

The answers you get will depend on the model you develop. As we saw in Section 17.1, there are two 
basic models (the additive and the multiplicative) used when analyzing time series data. The differ-
ence between the actual values and the trend values will also depend on how you have modelled the 
trend. In this section we will determine the seasonal variation for both the additive and multiplicative 
models using a trend determined by regression (Section 17.2.3). You can also determine the seasonal 
variation using the method of moving averages.

figure 17.9 Screenshot of trend and data from an ExCEl spreadsheet
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17.3.1 Using an additive model
The additive model was given as:

A = T + S + R
The actual data (A) is known, and the trend (T ) can be identified by one of the methods in Section 17.2. 
Given that we expect the random effects to average out, we can make the working assumption that 
R = 0:

A = T + S or S = A - T
This subtraction may be applied to every data point for which we have both an actual data value and 
a trend value. (You can now see why we want actual values and trend values to align.)

In Table 17.5 we continue the analysis of the situation faced by Jasbeer, Rajan & Co (from Table 17.4). 
A linear regression trend has been put through this data (as shown in Section 17.2.3) and the  

table 17.5 Sales volume, trend and seasonals – additive model

Yr qtr Sales volume (y) Linear trend A - T

1.1 166 253.654 -87.654
1.2   52 263.668 -211.688
1.3 140 273.683 -133.683
1.4 733 283.698 449.302
2.1 224 293.712 -69.712
2.2 114 303.727 -189.727
2.3 181 313.742 -132.742
2.4 753 323.757 429.243
3.1 269 333.771 -64.771
3.2 214 343.786 -129.786
3.3 210 353.801 -143.801
3.4 860 363.815 496.185
4.1 345 373.830 -28.830
4.2 203 383.845 -180.845
4.3 233 393.859 -160.859
4.4 922 403.874 518.126
5.1 324 413.889 -89.889
5.2 224 423.903 -199.903
5.3 284 433.918 -149.918
5.4 822 443.933 378.607
6.1 352 453.947 -101.947
6.2 280 463.962 -183.962
6.3 295 473.977 -178.977
6.4 930 483.991 446.009
7.1 345 494.006 -149.006
7.2 320 504.021 -184.021
7.3 390 514.036 -124.036
7.4 978 524.050 453.950
8.1 483 534.065 -51.065
8.2 320 544.080 -221.080
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difference between the actual and trend values determined. This sort of calculation is ideally done 
on a spreadsheet.

The process would be the same if the method of moving averages had been used for trend deter-
mination (see Section 17.2.2) but the answers would differ.

We now have a list of seasonal differences, but we know that there are only four seasons to the 
year! If we look at the final column of Table 17.5, we can see a regular pattern. There are eight differ-
ent values associated with quarter 1 and they are all negative (i.e. below the trend) and are within a 
range of -28 to -150. We can also identify regular patterns for the other quarters.

Looking at each quarter in turn, we may treat each difference in the final column of Table 17.5 
as an estimate of the actual seasonal factor, and from these find an average which would be a sin-
gle estimate of that seasonal factor. This is usually presented as an additional table which simply 
rewrites the final column of Table 17.5 and brings together the various estimates for each quarter. 
See Table 17.6.

table 17.6 Seasonal estimates using an additive model

Year Q1 Q2 Q3 Q4

1 -87.654 -211.668 -133.683 449.302
2 -69.712 -189.727 -132.742 429.243
3 -64.771 -129.786 -143.801 496.185
4 -28.830 -180.845 -160.859 518.126
5 -89.889 -199.903 -149.918 378.067
6 -101.947 -183.962 -178.977 446.009
7 -149.006 -184.021 -124.036 453.950
8 -51.065 -224.080
Total -642.875 -1503.992 -1024.015 3170.882
Average -80.359 -187.999 -146.288 452.983
(Sum of Average) = 38.337

These calculated averages provide our best measure of the additive seasonal factors for this set of 
sales volume data. In some cases the calculation has required a divisor of eight, and in others seven 
depending upon the number of differences included.

Since the seasonal factors are expected variations from trend throughout a year, we would expect 
them to cancel each other out over a year – in other words, they should add up to zero. Here they do 
not. If the total of the seasonal factors were small, relative to the data we are using, then we could, in 
practice, ignore this, but in this case the total is 38.337, almost as large as some of the data points. The 
failure of these figures to add up to zero is partly because of the limited number of seasonal estimates 
and partly because there are not equal numbers of estimates for each quarter. To correct this we will 
divide the total of the seasonal estimates (38.337) by four (since there are four quarters) and adjust 
each quarter. Since the total is positive, we need to subtract from each seasonal factor. This will then 
give us the following seasonal factors:

Q1 =   -80.359 - 9.585 =   -89.944
Q2 = -187.999 - 9.585 = -197.583
Q3 = -146.288 - 9.585 = -155.872
Q4 = -452.983 - 9.585 =    443.399

which do sum to zero.
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17.3.2 Using a multiplicative model
The multiplicative model was given as:

A = T ë S ë R
The actual data (A) is known, and the trend (T) can be identified by one of the methods in Section 
17.2. As a working hypothesis we can let R = 1, since these random effects are assumed to have no 
importance. This leaves us with:

A = T ë S or S = A/T
This division is applied to every data point for which we have both an actual data value and a trend 
value (as we did with the additive model).

Again we will use the sales volume data from Jasbeer, Rajan & Co. with a linear trend to illustrate 
the use of this methodology. This is shown in Table 17.7.

The outcome is a set of ratios, rather than actual values, and show proportionately how far the 
actual figures are above or below the trend. (Again, this set of calculations is ideally suited to work 
on a spreadsheet.) We can approach the remaining calculations in exactly the same way that we did 
for the additive seasonal factors, by treating each value as an estimated ratio, and then constructing a 
working table to get an average estimate for each season. Since there are four quarters, then the sum 
of these seasonal factors should be four. This is illustrated in Table 17.8.

The sum of these seasonal factors is 4.085 and would be seen as close enough to four. If the dif-
ference from four were bigger we might make a further adjustment to make these sum to four. The 
seasonal factors are often quoted as percentages. Here the values would be:

Q1 = 78.8%
Q2 = 51.0%
Q3 = 61.6%
Q4 = 217.1%

Use the data on the online platform together with a spreadsheet such as EXCEL 
to find the seasonal factors for the absence and sickness data for Jasbeer, 
Rajan & Co.

You should get: Monday 0.286; Tuesday 0.681; Wednesday 0.881; Thursday 
1.186; Friday 1.929. The seasonal factors add to 4.963, which we can safely 
ignore – the difference from five is relatively small.

Go to the online platform for the data: CSE26.xlsx.

eXeRcise

Use the data on the online platform (file CSE26.xlsx) together with a spreadsheet 
such as EXCEL, to find the seasonal factors, using an additive model, for the absence 
and sickness data for Jasbeer, Rajan & Co.

In this case you are finding the trend using the method of moving average (see 
Table 17.1). You should get: Monday -8.08; Tuesday -3.64; Wednesday -1.3; Thursday 
2.2; Friday 10.68. The seasonal factors add to -0.14, which we can ignore, since it is 
relatively small.

eXeRcise
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table 17.7 Sales volume, trend and seasonals – multiplicative model

Yr qtr Sales volume Linear trend A/T

1.1 166 253.654 0.654
1.2   52 263.668 0.197
1.3 140 273.683 0.512
1.4 733 283.698 2.584
2.1 224 293.712 0.763
2.2 114 303.727 0.375
2.3 181 313.742 0.577
2.4 753 323.757 2.326
3.1 269 333.771 0.806
3.2 214 343.786 0.622
3.3 210 353.801 0.594
3.4 860 363.815 2.364
4.1 345 373.830 0.923
4.2 203 383.845 0.529
4.3 233 393.859 0.592
4.4 922 403.874 2.283
5.1 324 413.889 0.783
5.2 224 423.903 0.528
5.3 284 433.918 0.655
5.4 822 443.933 1.852
6.1 352 453.947 0.775
6.2 280 463.962 0.603
6.3 295 473.977 0.622
6.4 930 483.991 1.922
7.1 345 494.006 0.698
7.2 320 504.021 0.635
7.3 390 514.036 0.759
7.4 978 524.050 1.866
8.1 483 534.065 0.904
8.2 320 544.080 0.588

table 17.8 Seasonal estimates using a multiplicative model

Year Q1 Q2 Q3 Q4

1 0.654 0.197 0.512 2.584
2 0.763 0.375 0.577 2.326
3 0.806 0.622 0.594 2.364
4 0.923 0.529 0.592 2.283
5 0.783 0.528 0.655 1.852
6 0.775 0.603 0.622 1.922
7 0.698 0.635 0.759 1.866
8 0.904 0.588
Total 6.307 4.079 4.309 15.196
Average 0.788 0.510 0.616 2.171
(Sum of Average) = 4.085
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17.3.3 Seasonal adjustment of time series
Many published series are quoted as being ‘seasonally adjusted’. The aim is to show the overall trend 
without the impact of seasonal variation. We need to do more than just quote a trend value, since we 
still have the effects of the cyclical and random variations retained in the quoted figures.

Taking the additive model, we have:

A = T + C + S + R and A - S = T + C + R

For the multiplicative model, we have:

A = T ë C ë S ë R and A = T ë C ë RS

Constructing such an adjusted series relies heavily upon having correctly identified the seasonal fac-
tors from the historic data; that is, having used the appropriate model over a sufficient time period. 
There is also an heroic assumption that seasonal factors identified from past data will still apply to 
current and future data. This may be a workable solution in the short-term, but the seasonal factors 
should be recalculated as new data becomes available.

By creating a new column in your spreadsheet which has the four seasonal factors repeated through 
time, and then either subtracting this from the column containing the original data (additive model), or 
dividing this into the original data (multiplicative model), we can create the seasonally adjusted series.

Using the sales volumes in Table 17.7 and the four multiplicative seasonal estimates as determined 
in Table 17.8, create (using EXCEL) the seasonally adjusted series and plot this adjusted series.

eXeRcise

17.4 The cyclical factors
Although we can talk about there being a cyclical factor in time series data and can try to 

identify it by using annual data, these cycles are rarely of consistent lengths. A further problem is 
that we would need six or seven full cycles of data to be sure that the cycle was there, and for some 
proposed cycles this would mean obtaining 140 years of data!

Several cycles have been proposed and the following remain of interest:

1. Kondratieff Long Wave: 1920s, a 40–60 year cycle; there seems to be very little evidence to 
support the existence of this cycle.

2. Kuznets Long Wave: a 20-year cycle; there seems to be some evidence to support this from 
studies of GNP and migration.

3. Building cycle: a 15–20-year cycle; some agreement that it exists in various countries.

4. Major and minor cycles: Hansen 6–11-year major cycles, 2–4-year minor cycles; cf: Schumpeter 
inventory cycles. Schumpeter: change in rate of innovations leads to changes in the system.

5. Business cycles: recurrent but not periodic, 1–12 years, cf: minor cycles, trade cycle.

At this stage we can construct graphs of the annual data and look for patterns which match one 
of these cycles. Since one cycle may be superimposed upon another, this identification is likely to 
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prove difficult. Removing the trend, assuming here an additive model, from the data may help; we 
consider graphs of (A - T ) = C + R rather than graphs of the original time series. (Note that there is 
no seasonal factor since we are dealing with annual data.)

To illustrate this procedure, see Figure 17.10 on New Car Registrations in the UK for a 60-year 
period. Although it is often claimed that this data is cyclical, the graph of the original data does not 
highlight any obvious cycle. Looking at the graph of A - T (Figure 17.11), it is possible to identify that 
the data exhibits some cyclical variation, but the period of the cycle is rather more difficult to identify.
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figure 17.10 long term historical time series and linear trend

figure 17.11 long term cycle (de-trended series)
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17.5 The residual or random factor
The time series models constructed have made simplifying assumptions about this factor. 

With the additive model, we assumed it to be zero; with the multiplicative model we assumed it to 
be one. Now that we have identified the other elements of the time series, we can come back to the 
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residual to check whether our assumptions were justified. Examining the values of the residual factor 
will suggest whether or not the model that we have used is a good fit to the actual data.

The individual residual elements in the additive model are given by:
R = A - T - S

where S is the average seasonal factor for each period.
In the case of the multiplicative model:

( )
R A

T S
==

××
where S is the average seasonal index for each period.

Taking the sales volume data for Jasbeer, Rajan & Co., with the linear trend we can obtain the 
following figures for the residual element in both the additive and the multiplicative models as 
shown in Table 17.9.

table 17.9 Residual factors for Jasbeer, Rajan & Co.

Yr qtr Additive model, R Multiplicative model, R

1.1 2.290 0.830
1.2 -14.085 0.387
1.3 22.189 0.831
1.4 5.903 1.190
2.1 20.231 0.967
2.2 7.856 0.736
2.3 23.130 0.937
2.4 -14.155 1.071
3.1 25.172 1.022
3.2 67.797 1.221
3.3 12.072 0.964
3.4 52.786 1.089
4.1 61.114 1.171
4.2 16.739 1.037
4.3 -4.987 0.961
4.4 74.727 1.052
5.1 0.055 0.993
5.2 -2.320 1.036
5.3 5.954 1.063
5.4 -65.332 0.853
6.1 -12.004 0.984
6.2 13.621 1.184
6.3 -23.105 1.011
6.4 2.610 0.885
7.1 -59.063 0.886
7.2 13.562 1.245
7.3 31.837 1.232
7.4 10.551 0.860
8.1 38.879 1.147
8.2 -26.496 1.154
Total 287.527 30.000
Average 9.584 1.000
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On the basis of the data in Table 17.9, we would conclude that the linear trend and the additive 
model is a fairly poor fit to the data. The average residual factor is 9.6; a good fit for the additive 
model would have an average value approaching zero. Conversely, the linear trend with the mul-
tiplicative model is a better fit, since the average residual factor is equal to one. This is shown in 
Figures 17.12 and 17.13.
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17.6 Predictions
Predicting from these models is a matter of bringing together the various elements which 

we have been able to identify. This will involve extending the trend into the future, and then applying 
the appropriate seasonal factor. (We do not include the residual in this process.) How we extend the 
trend can be illustrated using the sales volume data for Jasbeer, Rajan & Co.
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17.6.1 Using the linear trend
For a linear trend (see Section 17.2.3) future values are found by substituting appropriate values for 
x. The trend line is given by: 

Trend = 243.64 + 10.015x

For the first future year and quarter 8.3, x = 31:

Trend = 243.64 + (10.015 × 31) = 554.105

The estimates of future trends together with the quarterly seasonal factors are then used in the appro-
priate model as illustrated in Table 17.10. As you can see both models pick up the general increase 
and seasonal variation but they do give different answers and these differences can be significant. 
The answers you get will depend on the model you choose. It is an understanding of the modelling 
process that makes the outcomes informative.

illustRatiVe
eXaMPle

Jasbeer, Rajan & co.  

taBle 17.10 shows the PRedictions made for the sales volume data for Jasbeer, Rajan & Co 
using an extended liner trend. l➔l➔l

table 17.10 Prediction of sales volumes for Jasbeer, Rajan & Co.

(a) The additive model
Yr Qtr Trend Seasonal Prediction (T + S)

8.3 554.094 -155.872 398.222
8.4 564.109 443.399 1007.508
9.1 574.124 -89.944 484.18
9.2 584.138 -197.583 386.555
9.3 594.153 -155.872 438.281
9.4 604.168 443.399 1047.567

(b) Multiplicative model

Yr Qtr Trend Seasonal Prediction (T × S)

8.3 554.094 0.616 341.322
8.4 564.109 2.171 1224.681
9.1 574.124 0.788 452.410
9.2 584.138 0.510 297.910
9.3 594.153 0.616 365.998
9.4 604.168 2.171 1311.649
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17.6.2 Using the moving average trend
Using the moving average trend (see Table 17.2) for future trend estimates can be tricky as we need 
to decide how to extend the trend line. One method is to take recent moving average trend values 
to find the average rise (or fall) of the trend per time period. This is then added (or subtracted) to 
the most recent moving average value to get the next estimated value as shown in Table 17.11. You 
need to be aware with this method that there is considerable judgement (or assumption) used in the 
process and, we are extending a trend that ends before the data (Yr, qtr 8.1 and 8.2).

table 17.11 Estimating the future moving average trend

Yr qtr Recent known MA MA Rise

7.1 484.375
17.875

7.2 502.25
23.25

7.3 525.5
17.25

7.4 542.75  
Average Rise = 19.458 per time period

Estimated future MA

8.1 542.75 + 19.458 = 562.208
8.2 562.208 + 19.458 = 581.667
8.3 601.125
8.4 620.583
9.1 640.042
9.2 659.500

Replicate the predictions in Table 17.10 but use the moving average trend. (starting at yr, qtr 8.1 
you should get: 

Additive model: 472.26 384.08 445.25 1063.98 550.10 461.92 523.09 1141.82

Mult. model: 443.02 296.65 370.29 1347.29 504.35 336.35 418.24 1516.26)

eXeRcise

getting access to uK government  
and world time series data Mini case 17.1

The Office of National Statistics provides a free service that allows you access to more than 40 000 
economic and socio-economic time series. You can just follow the ‘Data’ link from www.ons.gov.uk.

The following example from the ‘Data’ link is given below:
(Continued )
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17.7 Developing models for short-term forecasts
Some data may be collected day by day or hour by hour to track very recent changes. A large 

retailer might be interested in the demand for essential items such as bread and milk on an hour by 
hour basis. An engineer may wish to monitor pressure changes in a gas pipeline every 15 minutes. 
The challenge is to develop a model that reasonably describes the data and gives us some assurance 
that errors in forecasting are as small as they can be.

Data (datasets and reference tables) 
A dataset is a multi-dimensional, interactive table that can be customized to produce graphs, maps 
and tables based on your own choice of criteria. Reference tables are tables which are associated 
with ONS publications and made available by themselves. Reference tables cannot be customized, 
but they can be downloaded.

Search datasets and reference tables 

 Search 

Type in a keyword(s), numerical ID, survey name, publication title or date

Bottom of Form

Reference tables
Reference tables are tables which are associated with ONS publications. By clicking this link you will 
receive a list of all the reference tables we have, and then from here you can filter the results to find 
what you want. Once you find a table of interest you can download it in a variety of formats.

The Organization for Economic Co-operation and Development (OECD) also provides a free 
service that allows access to a large number of time series via the website stats.oecd.org. The 
following example is from the home page of this site.

Welcome to OECD.Stat Extracts

Four ways to access the data:

OECD.Stat includes data and metadata for OECD countries and selected non-member economies.

Easy access:

➔➔  By keyword using ‘search’ (e.g. GDP, Health, unemployment, income, population, labour, education, 
trade, finance, prices, Economic Outlook, Government Debt, Health expenditure . . .).

➔➔ By theme in the left-hand menu or open Frequently requested data.

➔➔ By accessing your saved queries under ‘Manage queries’.

➔➔ By country via the selection of key indicators in Country statistical profiles 2010.

Source: Office of National Statistics: www.ons.gov.uk licensed under the Open Government Licence v.1.0.

OECD website: http://stats.oecd.org © OECD. All rights reserved.

(Continued )
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17.7.1 Measures of error
Error is the difference between what actually happened and what we forecast would happen:

Et = At - Ft

Where:
 At is the actual outcome in period t
 Ft is the forecast for period t
and Et is the error in period t

We are looking for a model that will consistently make the error as small as possible. A nice idea but 
as we will see more difficult to achieve!

Given a set of data, we can use measures of error to compare different models. One simple 
measure of error would be mean error (ME):

== ΣΣME E
n

t

where n = number of errors.
The problem with this measure of error is that negative and positive errors will tend to cancel each 

other out. Suppose we had forecast sales of 30 a day for the next five days but actually got 10, 20, 30, 
40 and 50. As you can see from Table 17.12, the errors average out to 0 (a rather extreme example).

table 17.12 The calculation of error

t At Ft Et

1 10 30 -20
2 20 30 -10
3 30 30 0
4 40 30 10
5 50 30   20 
Sum of errors 0

table 17.13 Using mean error as a measure of bias

t At Ft Et

1 12 30 -18
2 22 30 -8
3 32 30 2
4 42 30 12
5 52 30   22 
Sum of errors 10

The mean error does have weaknesses as a measure of average error but does provide a very good 
measure of bias. Bias is a consistent failure to provide an estimate that is neither too high nor too low. 
Suppose actual sales were 12, 22, 32, 42 and 52, a forecast of 30 is generally too low – (see Table 17.13).
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In this case:

ME E
n

t= Σ = =10
5

2

If the forecasting method were without bias we would expect a mean error of 0.
To overcome the problem of negative and positive errors cancelling each other out, we can 

first square the errors (to make them all positive) and then average to produce the mean squared 
error (MSE).

2

== ΣΣMSE E
n

t

We can the look for the forecasting method that continues to give the lowest mean squared error. 
The calculation required is shown in Table 17.14:

table 17.14 The calculation of mean squared error

t At Ft Et E 2t

1 12 30 -18 324
2 22 30 -8 64
3 32 30 2 4
4 42 30 12 144
5 52 30 22    484 
Sum of squared errors 1020

MSE E
n

t=
Σ

= =
1020
5

204
2

If an alternative forecasting method produced a smaller MSE value, then this would indicate a better 
historical track record. However, this does not necessarily mean better future forecasts. The closeness 
of future forecasts will depend upon whether the functional relationships stay the same.

17.7.2 The naïve forecast
The simplest forecast to make is that of no change. The naïve forecast for the next period is simply 
the outcome achieved this period:

Ft+1 = At

Suppose we are told that a boxer is only as good as his last fight. If the boxer wins his last fight we 
would expect him to win the next or if he lost his last fight we would expect him to lose the next. This 
last piece of information is the most important to us. Suppose we are now told that Jasbeer, Rajan & 
Co gained 25 new customers in January. On the basis of this information, we could predict 25 new 
customers in February. If 30 new customers were actually gained in February, the error would be five 
and the forecast of 30 made for March. The model is shown in Table 17.15 for 12 months’ worth of 
data along with the calculation of mean error (bias) and mean squared error (MSE).

The low value of 0.64 for mean error suggests little bias in this naïve forecast. If there were a more 
distinctive trend in the data, the naïve forecast would tend to lag behind and a larger measure of bias 
would emerge. The mean squared error is used for comparative purposes. The naïve model is often 
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seen as the starting point and we would look to improve on this. We would now like to find a model 
that gives a MSE of less than 28.64.

table 17.15 Spreadsheet extract showing the naïve forecast and error calculations

Month New customers (At ) Forecast (Ft ) Error (Et ) Squared error (Et ) 
2

Jan 25
Feb 30 25 5 25
Mar 31 30 1 1
Apr 27 31 - 4 16
May 35 27 8 64
Jun 28 35 -7 49
Jul 26 28 -2 4
Aug 27 26 1 1
Sep 34 27 7 49
Oct 25 34 -9 81
Nov 29 25 4 16
Dec 32 29 3 9
Jan 32
Sum of errors 7 315 

ME = 0.64      MSE = 28.64

17.7.3 A simple average forecast
Rather than just forecast of the basis of the most recent value, we could use an average of the most 
recent values. We would need to decide how many periods to include. This could be 2, 3, 4 or more. 

1 == ΣΣ
++F A

nt
t

where n is the number of time periods.
In Table 17.16, we show the models using an averaging period of 2, 3 and 4.
The best performing model in this case is the simple averaging of the three most recent periods (a 

lower measure of bias and smaller MSE). This model has also produced a lower ME and MSE than 
the naïve forecasting model.

17.7.4 Exponentially weighted moving averages
As you will have seen, the critical part of short-term forecasting is the development and evaluation 
of the models. Previous models make the assumption that all data is equally as important. Is it? If 
we were asked to make a sales forecast, we would want the most recent figures and would see these 
as most importance. We would then want the figures from the period before and see these as hav-
ing the next most importance. Figures from a long time ago would be seen as having relatively little 
importance. In other words, we would want to weight the data, giving more weight or importance to 
the most recent figures. The can be written as:

F w A w A w At t t t 1 1 2 1 3 2= + + ++ − −

where w are the weights.
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There are two further conditions:
wΣ = 1

and:
w w w 1 2 3> > >

These conditions have an intuitive appeal; the weights need to add to one (it is sometimes easier to 
think about 100 per cent) so that our forecast is not too high or too low, and making the more recent 
weight larger gives more importance to the more recent data.

We still need to decide what values to give the weights. The exponential series provides a useful 
answer. The exponential series takes the form:

a, a(1 - a)1, a(1 - a)2, a(1 - a)3, a(1 - a)4 
with alpha (a) typically taking a value between 0.1 and 0.6. The distribution is illustrated in Table 17.17 
for a = 0.2.

The value of a can be changed to reflect the importance you want to give to the most current data. 
The forecasting model can be written as:

(1 ) (1 )1 1
2

2 αα αα αα αα αα== ++ −− ++ −− ++++ −− −−F A A At t t t

Which can be simplified to:

1 αα== ++++F F Et t t

See the online platform for the derivation and further explanation.
This is an important mathematical result. All the information we need for a future forecast (Ft+1 ) 

is contained in the existing forecast (Ft ) and an adjustment to error made (aEt ). The value of a is 

table 17.16 Forecasting models using simple averaging of periods 2, 3 and 4

Month
New  

customers

Forecast n = 2 Forecast n = 3 Forecast n = 4

n = 2
Error 
(Et )

Squared 
Error
(Et ) 

2 n = 3
Error 
(Et )

Squared 
Error
(Et ) 

2 n = 4
Error 
(Et )

Squared 
Error
(Et ) 

2

Jan 25          
Feb 30          
Mar 31 27.5 3.5 12.25      
Apr 27 30.5 - 3.5 12.25 28.67 -1.67 2.79    
May 35 29 6 36 29.33 5.67 32.15 28.25 6.75 45.56
Jun 28 31 - 3 9 31 - 3 9.00 30.75 - 2.75 7.56
Jul 26 31.5 - 5.5 30.25 30 - 4 16.00 30.25 - 4.25 18.06
Aug 27 27 0 0 29.67 - 2.67 7.13 29 - 2 4.00
Sep 34 26.5 7.5 56.25 27 7 49.00 29 5 25.00
Oct 25 30.5 - 5.5 30.25 29 - 4 16.00 28.75 - 3.75 14.06
Nov 29 29.5 - 0.5 0.25 28.67 0.33 0.11 28 1 1.00
Dec 32 27 5 25 29.33 2.67 7.13 28.75 3.25 10.56
Jan  30.5   28.67   30   
Sum of errors 4 211.5 0.33 139.30 3.25 125.81

 ME = 0.4  0.04  0.41  
     MSE = 21.15 15.48 15.73
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referred to as the smoothing constant or the tracking coefficient. The model does need a start-
ing point and in this case we are using the first figure obtained (25 in January) as our first forecast 
(February), see Table 17.18.

Using the model in this way, we continue to try to reduce the error. As you can see, we take  
20 per cent of the error in February (given a = 0.2) and adjust the existing forecast to make a new 
forecast of 26. We then move on to March, adjust for error and make a new forecast. We can also use 
a spreadsheet model to examine the effect of using different values for a. The results using a = 0.3 is 
given in Table 17.19.

table 17.17 The exponential series for a = 0.2

Period a = 0.2 Weight Cumulative

t a 0.2 0.2000 0.2000
t–1 a (1–a)1 0.2(1–0.2)1 0.1600 0.3600
t–2 a (1–a)2 0.2(1–0.2)2 0.1280 0.4880
t–3 a (1–a)3 0.2(1–0.2)3 0.1024 0.5904
t–4 a (1–a)4 0.2(1–0.2)4 0.0819 0.6723
t–5 a (1–a)5 0.2(1–0.2)5 0.0655 0.7379
t–6 a (1–a)6 0.2(1–0.2)6 0.0524 0.7903
t–7 a (1–a)7 0.2(1 –0.2)7 0.0419 0.8322
t–8 a (1–a)8 0.2(1–0.2)8 0.0336 0.8658
t–9 a (1–a)9 0.2(1 –0.2)9 0.0268 0.8926
t–10 a (1–a)10 0.2(1–0.2)10 0.0215 0.9141
t–11 a (1–a)11 0.2(1–0.2)11 0.0172 0.9313
t–12 a (1–a)12 0.2(1–0.2)12 0.0137 0.9450
t–13 a (1–a)13 0.2(1–0.2)13 0.0110 0.9560
t–14 a (1–a)14 0.2(1–0.2)14 0.0088 0.9648
t–15 a (1–a)15 0.2(1–0.2)15 0.0070 0.9719

table 17.18 The exponential smoothing model using a = 0.2

Month New customers (At) Ft e 0.2*Ft Ft +1 e2

Jan 25
Feb 30 25.00 5.00 1.00 26.00 25.00
Mar 31 26.00 5.00 1.00 27.00 25.00
Apr 27 27.00 0.00 0.00 27.00 0.00
May 35 27.00 8.00 1.60 28.60 64.00
Jun 28 28.60 -0.60 -0.12 28.48 0.36
Jul 26 28.48 -2.48 -0.50 27.98 6.15
Aug 27 27.98 -0.98 -0.20 27.79 0.97
Sep 34 27.79 6.21 1.24 29.03 38.60
Oct 25 29.03 -4.03 -0.81 28.22 16.24
Nov 29 28.22 0.78 0.16 28.38 0.60
Dec 32 28.38 3.62 0.72 29.10 13.11
Jan 29.10
Totals 20.52 190.03

ME = 1.87 MSE = 17.28
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The choice of alpha (a) will depend upon experience with the data and how quickly we wish the 
predictions to react to changes in the data. If a high value for alpha is chosen, the predictions will 
be very sensitive to changes in the data. Where the data is subject to random shocks, then these will 
be passed on to the predictions. Where a low value of alpha is used, the predictions will be slow to 
react to changes in the data, but will be less affected by random shocks.

17.8 Conclusions
Data collected over time will give an historic record of the general trend and the importance 

of other factors, such as a seasonal effect. In this chapter we have considered a number of time series 
models and how we can get useful measures of bias and overall error. We have also used these models 
for prediction. Which predictions are best will only be obvious with hindsight, when we are able to 
compare the actual figures with our predictions.

Any analysis of time series data must inevitably make the heroic assumption that the behaviour of 
the data in the past will be a good guide to the future. For many series, this assumption will be valid, 
but for others, no amount of analysis will predict the future behaviour of the data. Where the data 
reacts quickly to external information (or random shocks) then time series analysis, on its own, will 
not be able to predict what the new figure will be.

Even for more ‘well-behaved’ data, shocks to the system will lead to variations in the data which can-
not be predicted, and therefore predictions should be treated as a guide to the future and not as a state-
ment of exactly what will happen. For many businesses, the process of attempting to analyse the past 
behaviour of data may be more valuable than the actual predictions obtained from the analysis, since 
it will highlight trends, seasonal effects and other factors which can inform thinking about the future.

As illustrated in the Mini Case study, a mass of time series data exists, including easily accessed UK 
government records and worldwide data, some going back several decades. What is important is making 
informed choices. You will need to decide what data to use and you will need to decide how to develop 
the model. You will also need to remember that at the end of the day, you can only make a prediction.

table 17.19 The exponential smoothing model using a = 0.3

Month New customers (At) Ft e 0.3*Ft Ft +1 e2

Jan 25
Feb 30 25.00 5.00 1.50 26.50 25.00
Mar 31 26.50 4.50 1.35 27.85 20.25
Apr 27 27.85 -0.85 -0.26 27.60 0.72
May 35 27.60 7.41 2.22 29.82 54.83
Jun 28 29.82 -1.82 -0.54 29.27 3.30
Jul 26 29.27 -3.27 -0.98 28.29 10.70
Aug 27 28.29 -1.29 -0.39 27.90 1.66
Sep 34 27.90 6.10 1.83 29.73 37.17
Oct 25 29.73 -4.73 -1.42 28.31 22.39
Nov 29 28.31 0.69 0.21 28.52 0.47
Dec 32 28.52 3.48 1.04 29.56 12.12
Jan 29.56
Totals 15.21 188.63

ME = 1.38 MSE = 17.15
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17.8.1 Online resources
In this chapter reference has been made to additional resources that can be found on the book’s 
online platform. Specific to this chapter these resources include:

➔➔ Jasbeer, Rajan & Co. Time series sales data in the EXCEL file CSE18.xlsx (time series tab).
➔➔ Jasbeer, Rajan & Co. time series absence and sickness data in the EXCEL file CSE26.xlsx.
➔➔ Derivation and explanation of the exponentially weighted moving average model.
➔➔ Data sets for the questions in the following Section 17.9 (Questions):

Q3: CSE27.xlsx;
Q6: CSE28.xlsx.

A student guide to EXCEL can be found in Part 8 of the online platform.

17.9 Questions

Discussion questions
1 What are the basic forces that affect the components of a time series? Present some business 

examples that illustrate these forces.

2 If you have a seasonal time series, how can you assess whether to use an additive or 
multiplicative model to analyze the data?

3 If you have a seasonal time series when would use a linear regression line to approximate  
the trend?

4 A business is using time series analysis as a forecasting tool: 
a. what notes of caution would you give the business with regard to their forecasts?
b. what other information should the business seek to aid their forecasting?

5 Explain the role and importance of the smoothing constant in an exponential smoothing 
model.

Multiple choice questions

eXcel

1 A time series model could include:
a. Trend 
b. Seasonal factors
c. Cyclical factors
d. All of the above

2 A trend is:
a. copying past figures 
b. a general direction in which the 

figures are moving 
c. being the same as other current figures 
d. the use of regression

3 The multiplicative model is:
a. A = T ÷ S ÷ C ÷ R 
b. A = T – S + C + R 
c. A = T + S + C + R 
d. A = T × S × C × R

4 The additive model is given by:
a. A = T ÷ S ÷ C ÷ R 
b. A = T – S + C + R 
c. A = T + S + C + R 
d. A = T × S × C × R
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5 The number of periods included in a 
moving average trend correspond to:
a. always 4 , 5 or 6 
b. the maximum possible 
c. the minimum possible 
d. none of these

6 The seasonal factor for the additive model 
is estimated using:
a. A - T
b. T × S
c. T/A 
d. A/T

7 Predictions are made by:
a. averaging the trend and seasonal 

variation 
b. extending the trend and adjusting for 

seasonal factor 
c. giving the average seasonal variation 
d. extending for the trend and adjusting 

for the residual

8 The exponentially weighted moving average:
a. gives more weight to recent data 
b. has a sum of weights which equals 1 
c. is weighted exponentially 
d. all of these

Exercise questions
1 The data below represents output, over three days, for three shifts per day, early (E), day (D) 

and late (L):

Day 1 Day 2 Day 3

shift e d l e d l e d l
output 22 70 40 121 196 85 220 322 130

a. Construct a time-series graph and comment.
b. Calculate a three point moving average and place this on your time-series graph.
c.  Interpreting each shift as a season, determine the seasonal components using a 

multiplicative model.
d. Use your results in (b) and (c) to predict the output for the three shifts in day four.

2 The level of economic activity in a region has been recorded over a period of four years as 
presented below.

Yr Qtr Activity level Yr Qtr Activity level

1 1 105 3 1 118
2   99 2 109
3   90 3   96
4 110 4 127

2 1 111 4 1 126
2 104 2 115
3   93 3 100
4 119 4 135

a. Construct a graph for this data.
b. Find a centred four-point moving-average trend and place it on your graph.
c. Calculate the corresponding additive seasonal components.
d. Use your results to predict the level of economic activity for year five.
e. Would you have any reservations about using this model?

3 A shop manager has recorded the number of customers over the past few weeks. The results are 
shown below.
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Week Day Customers Week Day Customers Week Day Customers

1 M 120 3 M 105 5 M   85
T 140 T 130 T 100
W 160 W 160 W 150
TH 204 TH 220 TH 180
F 230 F 275 F 280
S 340 S 400 S 460

SU 210 SU 320 SU 340
2 M 130 4 M 100

T 145 T 120
W 170 W 150
TH 200 TH 210
F 250 F 260
S 380 S 450

SU 300 SU 330

(Data available on the online platform, file CSE27.xlsx.) 
a. Graph the data.
b. Find a seven point moving average trend and place it on your graph.
c. Determine the effect of day of week using the additive model (Hint: adapt the approach 

used for seasonal factors).
d. Calculate the residual factor and construct a graph.
e. Explain any concerns you may have about this model and the improvements you might 

consider.

4 A local authority department has logged the number of calls per day over a four-year period 
and these are presented below:

Year Quarter 1 Quarter 2 Quarter 3 Quarter 4

1 20 10   4 11
2 33 17   9 18
3 45 23 11 25
4 60 30 13 29

a. Construct a graph of this data.
b. Find a linear regression trend through the data.
c. Calculate the four seasonal components using a multiplicative model.
d. Predict the number of calls for the next two years.

5 The number of loans made to customers by a bank have been recorded over a four-year period:

No. of Loans

Year Q1 Q2 Q3 Q4

1 211 214 218 216
2 225 219 223 226
3 224 229 240 241
4 241 240 241 249
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a. Calculate a linear regression trend for this data.
b. Graph the data and the trend.
c. Find the multiplicative seasonal component for each quarter.
d. Predict the number of loans for each quarter of year five.
e. What reservations would you have about these forecasts.

6 The sales of a product were monitored over a 20-month period; the results are shown  
below.

Month Sales Month Sales

1   10 11 136

2   22 12 132

3   84 13 124

4 113 14 118

5 132 15 116

6 137 16 112

7 139 17 107

8 140 18   95

9 140 19   80

10 140 20   68

(Data available on the online platform, file CSE28.xlsx.) 
a. Graph the data, fit the linear trendline and comment on the outcome.
b. Find the three-point moving average and show this as a trend and as a forecast. Comment 

on your results.

7 The number of orders received by a small company have been recorded over a eight-week 
period, together with the forecasts made the previous month by the Marketing Manager and 
the Production Manager. These are shown in the table below:

 
Week

Actual number of  
orders received

Number predicted by the  
Marketing Manager

Number predicted by the 
Production Manager

1 112 115 115

2 114 116 115

3 118 118 115

4 108 114 115

5 112 116 110

6 120 118 110

7 124 126 115

8 126 126 120

Using appropriate measures, compare the two sets of forecasts.

8 The management team of a new leisure facility have decided to look at the level of usage since 
it opened 11 weeks ago. They have been given the following figures:
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You have been asked to advise on the use of the following forecasting methods:

➔➔ the naïve;
➔➔ a four-week moving average;
➔➔ a simple exponential smoothing model with a = 0.2 and a start forecast for week one of 

150 (from market research).

a. Show how each of these three forecasting methods work using the given data. Predict the 
usage in week 12 using each method.

b. Compare the three forecasting methods by calculating:
➔➔ the bias;
➔➔ mean squared error;

for each forecasting method and comment on your results.

9 An electrical supply company controls its stock levels based on the monthly demands 
for various products. The demand values for the last 12 months of each product have 
been recorded and are available for future forecasts. The demand values for one electrical 
component are presented below:

Month Demand

January 240
February 251
March 304
April 284
May 352
June 300
July 241
August 284
September 312
October 289
November 385
December 256

The initial forecast for the previous January was 270. Use an exponentially weighted smoothing 
model with alpha (a) values of:
a. 0.1
b. 0.3
c. 0.6
to predict the demand for next January. Which constant produces the least error?

Week Usage (No. of visitors) Week Usage (No. of visitors)

1 143 7 142
2 152 8 147
3 161 9 160
4 150 10 158
5 148 11 164
6 154
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ONLINE PARTS

PART SIX MODELLING
MOdELS cAN PROvIdE A dEScRIPTION of situations or phenomena that are difficult to examine in 
any other way. We are all familiar with how scaled-down versions of a car can be used to demonstrate 
the characteristics of the real thing, or how a flight simulator can prepare experienced and trainee 
pilots for typical real-life encounters. This type of modelling is referred to as iconic. A second kind 
of modelling where one factor is used to describe another, is called analogue modelling, such as 
speed being represented on a dial (speedometer). A third kind of modelling, symbolic, is of particular 
interest because it describes how mathematics and other notation can be used to represent problem 
situations.

PART SEvEN MATHEMATICAL TOPICS
BuILdINg ON ThE BASIc fOuNdATION of Chapter 1, Part Seven deals with a certainty which can exist 
in mathematical relationships but which does not arise within statistical relationships. Because of the 
‘theoretical’ nature of this subject matter we draw a large number of our examples from economics 
and economic theory. Mathematics offers a concise, exact method of describing a situation together 
with a set of analysis tools which are well proven and well used. Such analysis allows different per-
spectives to be explored and new relationships to be determined. These can then be tested in the prac-
tical context by the use of the statistical techniques which have been introduced earlier in the book.

PART EIghT STUDENT GUIDES
PART EIghT PROvIdES A SELEcTION of useful guides, such as a guide to creative problem solving, and 
specific software packages such as EXCEL and SPSS, to provide all the necessary tools required for 
undertaking effective quantitative research.

For those who will make use of these materials on their courses or who simply wish to 
discover more, Parts Six, Seven and Eight can be found in their entirety on the book’s 
premium online platform. This includes substantial support materials l l l

visit the online platform

531

60193_Part 06-08_rev01.indd   531 08/11/12   9:33 AM



532

APPENDICES

A Cumulative binomial probabilities
B Cumulative Poisson probabilities
C Areas in the right-hand tail of the Normal distribution
D Student’s t critical points
E χ2 critical values
F Present value factors
G Mann-Whitney test statistic
H Wilcoxon test statistic
I Runs test
J Durbin-Watson statistic
K Random number table
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A  CUMULATIVE BINOMIAL 
PROBABILITIES 

P (X ≥ r )

 p = 0.01 0.05 0.10 0.20 0.30 0.40 0.45 0.50

n = 5 r = 0 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000
1 0.0490 0.2262 0.4095 0.6723 0.8319 0.9222 0.9497 0.9688
2 0.0010 0.0226 0.0815 0.2627 0.4718 0.6630 0.7438 0.8125
3 0.0012 0.0086 0.0579 0.1631 0.3174 0.4069 0.5000
4 0.0005 0.0067 0.0308 0.0870 0.1312 0.1875

5 0.0003 0.0024 0.0102 0.0185 0.0313

n = 10 r = 0 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000
1 0.0956 0.4013 0.6513 0.8926 0.9718 0.9940 0.9975 0.9990
2 0.0043 0.0861 0.2639 0.6242 0.8507 0.9536 0.9767 0.9893
3 0.0001 0.0115 0.0702 0.3222 0.6172 0.8327 0.9004 0.9453
4 0.0010 0.0128 0.1209 0.3504 0.6177 0.7430 0.8281

5 0.0001 0.0016 0.0328 0.1503 0.3669 0.4956 0.6230
6 0.0001 0.0064 0.0473 0.1662 0.2616 0.3770
7 0.0009 0.0106 0.0548 0.1020 0.1719
8 0.0001 0.0016 0.0123 0.0274 0.0547
9 0.0001 0.0017 0.0045 0.0107

10 0.0001 0.0003 0.0010

where:
p is the probability of a characteristic (e.g. a defective item)
n is the sample size and
r is the number with that characteristic.
Using the tables:

Table probabilities give P (X ≥ r )
To find P (X = 3) for n = 5 and p = 0.20

P (X = 3) = P (X ≥ 3) − P (X ≥ 4) = 0.0579 − 0.0067 = 0.0512

To find P (X ≤ 4) and P (X < 4) for n = 10 and p = 0.30

P (X ≤ 4) = 1 − P (X ≥ 5) = 1 − 0.1503 = 0.8497

P (X < 4) = 1 − P (X ≥ 4) = 1 − 0.3504 = 0.6496
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B  CUMULATIVE POISSON 
PROBABILITIES

P (X ≥ x)

 l = 1.0 2.0 3.0 4.0 5.0 6.0 7.0

x = 0 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000
1 0.6321 0.8647 0.9502 0.9817 0.9933 0.9975 0.9991
2 0.2642 0.5940 0.8009 0.9084 0.9596 0.9826 0.9927
3 0.0803 0.3233 0.5768 0.7619 0.8753 0.9380 0.9704
4 0.0190 0.1429 0.3528 0.5665 0.7350 0.8488 0.9182

5 0.0037 0.0527 0.1847 0.3712 0.5595 0.7149 0.8270
6 0.0006 0.0166 0.0839 0.2149 0.3840 0.5543 0.6993
7 0.0001 0.0011 0.0335 0.1107 0.2378 0.3937 0.5503
8 0.0002 0.0119 0.0511 0.1334 0.2560 0.4013
9 0.0038 0.0214 0.0681 0.1528 0.2709

10 0.0011 0.0081 0.0318 0.0839 0.1695
11 0.0003 0.0028 0.0137 0.0426 0.0985
12 0.0001 0.0009 0.0055 0.0201 0.0534
13 0.0003 0.0020 0.0088 0.0270
14 0.0001 0.0007 0.0036 0.0128

15 0.0002 0.0014 0.0057
16 0.0001 0.0005 0.0024
17 0.0002 0.0010
18 0.0001 0.0004
19 0.0001

where:
l is the average number of times a characteristic occurs and
x is the number of occurrences.
Using the tables:

Table probabilities give P (X ≥ x)

To find P (X = 3) for l = 1.0

P (X = 3) = P (X ≥ 3) − P (X ≥ 4) = 0.0803 − 0.0190 = 0.0613

To find P (X ≤ 7) and P (X < 7) for l = 4.0

P (X ≤ 7) = 1 − P (X ≥ 8) = 1 − 0.0511 = 0.9489

P (X < 7) = 1 − P (X ≥ 7) = 1 − 0.1107 = 0.8893
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C  AREAS IN THE RIGHT-HAND 
TAIL OF THE NORMAL  
DISTRIBUTION

z

Area in the table

z .00 .01 .02 .03 .04 .05 .06 .07 .08 .09

0.0 .5000 .4960 .4920 .4880 .4840 .4801 .4761 .4721 .4681 .4641
0.1 .4602 .4562 .4522 .4483 .4443 .4404 .4364 .4325 .4286 .4247
0.2 .4207 .4168 .4129 .4090 .4052 .4013 .3974 .3936 .3897 .3859
0.3 .3821 .3783 .3745 .3707 .3669 .3632 .3594 .3557 .3520 .3483
0.4 .3446 .3409 .3372 .3336 .3300 .3264 .3228 .3192 .3156 .3121

0.5 .3085 .3050 .3015 .2981 .2946 .2912 .2877 .2843 .2810 .2776
0.6 .2743 .2709 .2676 .2643 .2611 .2578 .2546 .2514 .2483 .2451
0.7 .2420 .2389 .2358 .2327 .2296 .2266 .2236 .2206 .2177 .2148
0.8 .2119 .2090 .2061 .2033 .2005 1977 1949 1922 1894 1867
0.9 1841 1814 1788 1762 1736 1711 1685 1660 1635 1611

1.0 1587 1562 1539 1515 1492 1496 1446 1423 1401 1379
1.1 1357 1335 1314 1292 1271 1251 1230 1210 1190 1170
1.2 1151 1132 1112 1093 1075 1056 1038 1020 1003 .0985
1.3 .0968 .0951 .0934 .0918 .0901 .0885 .0869 .0853 .0838 .0823
1.4 .0808 .0793 .0778 .0764 .0749 .0735 .0721 .0708 .0694 .0681

1.5 .0668 .0655 .0643 .0630 .0618 .0606 .0594 .0582 .0571 .0559
1.6 .0548 .0537 .0526 .0516 .0505 .0495 .0485 .0475 .0465 .0455
1.7 .0446 .0436 .0427 .0418 .0409 .0401 .0392 .0384 .0375 .0367
1.8 .0359 .0351 .0344 .0336 .0329 .0322 .0314 .0307 .0301 .0294
1.9 .0287 .0281 .0274 .0268 .0262 .0256 .0250 .0244 .0239 .0233

2.0 .02275 .02222 .02169 .02118 .02068 .02018 .01970 .01923 .01876 .01831
2.1 .01786 .01743 .01700 .01659 .01618 .01578 .01539 .01500 .01463 .01426
2.2 .01390 .01355 .01321 .01287 .01255 .01222 .01191 .01160 .01130 .01101
2.3 .01072 .01044 .01017 .00990 .00964 .00939 .00914 .00889 .00866 .00842
2.4 .00820 .00798 .00776 .00755 .00734 .00714 .00695 .00676 .00657 .00639
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536 AREAS IN THE RIGHT-HAND TAIL OF THE NORMAL DISTRIBUTION 

z .00 .01 .02 .03 .04 .05 .06 .07 .08 .09

2.5 .00621 .00604 .00587 .00570 .00554 .00539 .00523 .00508 .00494 .00480
2.6 .00466 .00453 .00440 .00427 .00415 .00402 .00391 .00379 .00368 .00357
2.7 .00347 .00336 .00326 .00317 .00307 .00298 .00289 .00280 .00272 .00264
2.8 .00256 .00248 .00240 .00233 .00226 .00219 .00212 .00205 .00199 .00193
2.9 .00187 .00181 .00175 .00169 .00164 .00159 .00154 .00149 .00144 .00139

3.0 .00135
3.1 .00097
3.2 .00069
3.3 .00048
3.4 .00034

3.5 .00023
3.6 .00016
3.7 .00011
3.8 .00007
3.9 .00005

4.0 .00003

(Continued)

60193_18_Appendix_p532-551.indd   536 12/10/12   5:44 PM



537

D STUDENT’S t critical points

Critcal point

Probability

Probability 0.10 0.05 0.025 0.01 0.005

υ = 1 3.078 6.314 12.706 31.821 63.657
2 1.886 2.920 4.303 6.965 9.925
3 1.638 2.353 3.182 4.541 5.841
4 1.533 2.132 2.776 3.747 4.604
5 1.476 2.015 2.571 3.365 4.032

6 1.440 1.943 2.447 3.143 3.707
7 1.415 1.895 2.365 2.998 3.499
8 1.397 1.860 2.306 2.896 3.355
9 1.383 1.833 2.262 2.821 3.250

10 1.372 1.812 2.228 2.764 3.169

11 1.363 1.796 2.201 2.718 3.106
12 1.356 1.782 2.179 2.681 3.055
13 1.350 1.771 2.160 2.650 3.012
14 1.345 1.761 2.145 2.624 2.977
15 1.341 1.753 2.131 2.602 2.947

16 1.337 1.746 2.120 2.583 2.921
17 1.333 1.740 2.110 2.567 2.898
18 1.330 1.734 2.101 2.552 2.878
19 1.328 1.729 2.093 2.539 2.861
20 1.325 1.725 2.086 2.528 2.845

21 1.323 1.721 2.080 2.518 2.831
22 1.321 1.717 2.074 2.508 2.819
23 1.319 1.714 2.069 2.500 2.807
24 1.318 1.711 2.064 2.492 2.797
25 1.316 1.708 2.060 2.485 2.787

26 1.315 1.706 2.056 2.479 2.779
27 1.314 1.703 2.052 2.473 2.771
28 1.313 1.701 2.048 2.467 2.763
29 1.311 1.699 2.045 2.462 2.756
30 1.310 1.697 2.042 2.457 2.750

40 1.303 1.684 2.021 2.423 2.704
60 1.296 1.671 2.000 2.390 2.660

120 1.289 1.658 1.980 2.358 2.617
∞ 1.282 1.645 1.960 2.326 2.576

where υ is the number of degrees of freedom.
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538

E χ2 critical values

Critical value

Probability

2

Probability 0.250 0.100 0.050 0.025 0.010 0.005 0.001

u = 1 1.32 2.71 3.84 5.02 6.63 7.88 10.8
2 2.77 4.61 5.99 7.38 9.21 10.6 13.8
3 4.11 6.25 7.81 9.35 11.3 12.8 16.3
4 5.39 7.78 9.49 11.1 13.3 14.9 18.5

5 6.63 9.24 11.1 12.8 15.1 16.7 20.5
6 7.84 10.6 12.6 14.4 16.8 18.5 22.5
7 9.04 12.0 14.1 16.0 18.5 20.3 24.3
8 10.2 13.4 15.5 17.5 20.3 22.0 26.1
9 11.4 14.7 16.9 19.0 21.7 23.6 27.9

10 12.5 16.0 18.3 20.5 23.2 25.2 29.6
11 13.7 17.3 19.7 21.9 24.7 26.8 31.3
12 14.8 18.5 21.0 23.3 26.2 28.3 32.9
13 16.0 19.8 22.4 24.7 27.7 29.8 34.5
14 17.1 21.1 23.7 26.1 29.1 31.3 36.1

15 18.2 22.3 25.0 27.5 30.6 32.8 37.7
16 19.4 23.5 26.3 28.8 32.0 34.3 39.3
17 20.5 24.8 27.6 30.2 33.4 35.7 40.8
18 21.6 26.0 28.9 31.5 34.8 37.2 42.3
19 22.7 27.2 30.1 32.9 36.2 38.6 43.8

20 23.8 28.4 31.4 34.2 37.6 40.0 45.3
21 24.9 29.6 32.7 35.5 38.9 41.4 46.8
22 26.0 30.8 33.9 36.8 40.3 42.8 48.3
23 27.1 32.0 35.2 38.1 41.6 44.2 49.7
24 28.2 33.2 36.4 39.4 43.0 45.6 51.2

25 29.3 34.4 37.7 40.6 44.3 46.9 52.6
26 30.4 35.6 38.9 41.9 45.6 48.3 54.1
27 31.5 36.7 40.1 43.2 47.0 49.6 55.5
28 32.6 37.9 41.3 44.5 48.3 51.0 56.9
29 33.7 39.1 42.6 45.7 49.6 52.3 58.3

30 34.8 40.3 43.8 47.0 50.9 53.7 59.7
40 45.6 51.8 55.8 59.3 63.7 66.8 73.4
50 56.3 63.2 67.5 71.4 76.2 79.5 86.7
60 67.0 74.4 79.1 83.3 88.4 92.0 99.6
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539c2 CRITICAL VALUES

Probability 0.250 0.100 0.050 0.025 0.010 0.005 0.001

70 77.6 85.5 90.5 95.0 100 104 112
80 88.1 96.6 102 107 112 116 125
90 98.6 108 113 118 124 128 137

100 109 118 124 130 136 140 149

where u is the number of degrees of freedom.

(Continued)
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540

F PRESENT VALUE FACTORS

Years 1% 2% 3% 4% 5% 6% 7% 8% 9% 10%

1 .9901 .9804 .9709 .9615 .9524 .9434 .9346 .9259 .9174 .9091
2 .9803 .9612 .9426 .9426 .9070 .8900 .8734 .8573 .8417 .8264
3 .9706 .9423 .9151 .8890 .8638 .8396 .8163 .7938 .7722 .7513
4 .9610 .9238 .8885 .8548 .8227 .7921 .7629 .7350 .7084 .6830
5 .9515 .9057 .8626 .8219 .7835 .7473 .7130 .6806 .6499 .6209

6 .9420 .8880 .8375 .7903 .7462 .7050 .6663 .6302 .5963 .5645
7 .9327 .8706 .8131 .7599 .7107 .6651 .6227 .5835 .5470 .5132
8 .9235 .8535 .7894 .7307 .6768 .6274 .5820 .5403 .5019 .4665
9 .9143 .8368 .7664 .7026 .6446 .5919 .5439 .5002 .4604 .4241

10 .9053 .8203 .7441 .6756 .6139 .5584 .5083 .4632 .4224 .3855

11 .8963 .8043 .7224 .6496 .5847 .5268 .4751 .4289 .3875 .3505
12 .8874 .7885 .7014 .6246 .5568 .4970 .4440 .3971 .3555 .3186
13 .8787 .7730 .6810 .6006 .5303 .4688 .4150 .3677 .3262 .2897
14 .8700 .7579 .6611 .5775 .5051 .4423 .3878 .3405 .2992 .2633
15 .8613 .7430 .6419 .5553 .4810 .4173 .3624 .3152 .2745 .2394

16 .8528 .7284 .6232 .5339 .4581 .3936 .3387 .2919 .2519 .2176
17 .8444 .7142 .6050 .5134 .4363 .3714 .3166 .2703 .2311 1978
18 .8360 .7002 .5874 .4936 .4155 .3503 .2959 .2502 .2120 1799
19 .8277 .6864 .5703 .4746 .3957 .3305 .2765 .2317 1945 1635
20 .8195 .6730 .5537 .4564 .3769 .3118 .2584 .2145 1784 1486

21 .8114 .6598 .5375 .4388 .3589 .2942 .2415 1987 1637 1351
22 .8034 .6468 .5219 .4220 .3418 .2775 .2257 1839 1502 1228
23 .7954 .6342 .5067 .4057 .3256 .2618 .2109 1703 1378 1117
24 .7876 .6217 .4919 .3901 .3101 .2470 1971 1577 1264 1015
25 .7798 .6095 .4776 .3751 .2953 .2330 1842 1460 1160 .0923
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541PRESENT VALUE FACTORS

Years 11% 12% 13% 14% 15% 16% 17% 18% 19% 20%

1 .9009 .8929 .8850 .8772 .8696 .8621 .8547 .8475 .8403 .8333
2 .8116 .7972 .7831 .7695 .7561 .7432 .7305 .7182 .7062 .6944
3 .7312 .7118 .6931 .6750 .6575 .6407 .6244 .6086 .5934 .5787
4 .6587 .6355 .6133 .5921 .5718 .5523 .5337 .5158 .4987 .4823
5 .5935 .5674 .5428 .5194 .4972 .4761 .4561 .4371 .4190 .4019

6 .5346 .5066 .4803 .4556 .4323 .4104 .3898 .3704 .3521 .3349
7 .4817 .4523 .4251 .3996 .3759 .3538 .3332 .3139 .2959 .2791
8 .4339 .4039 .3762 .3506 .3269 .3050 .2848 .2660 .2487 .2326
9 .3909 .3606 .3329 .3075 .2843 .2630 .2434 .2255 .2090 1938

10 .3522 .3220 .2946 .2697 .2472 .2267 .2080 1911 1756 1615

11 .3173 .2875 .2607 .2366 .2149 1954 1778 1619 1476 1346
12 .2858 .2567 .2307 .2076 1869 1685 1520 1372 1240 1122
13 .2575 .2292 .2042 1821 1625 1452 1299 1163 1042 .0935
14 .2320 .2046 1807 1597 1413 1252 1110 .0985 .0876 .0779
15 .2090 1827 1599 1401 1229 1079 .0949 .0835 .0736 .0649

16 1883 1631 1415 1229 1069 .0930 .0811 .0708 .0618 .0541
17 1696 1456 1252 1078 .0929 .0802 .0693 .0600 .0520 .0451
18 1528 1300 1108 .0946 .0808 .0691 .0592 .0508 .0437 .0376
19 1377 1161 .0981 .0826 .0703 .0596 .0506 .0431 .0367 .0313
20 1240 1037 .0868 .0728 .0611 .0514 .0433 .0365 .0308 .0261

21 1117 .0926 .0768 .0638 .0531 .0443 .0370 .0309 .0259 .0217
22 1007 .0826 .0680 .0560 .0462 .0382 .0316 .0262 .0218 .0181
23 .0907 .0738 .0601 .0491 .0402 .0329 .0270 .0222 .0183 .0151
24 .0817 .0659 .0532 .0431 .0349 .0284 .0231 .0188 .0154 .0126
25 .0736 .0588 .0471 .0378 .0304 .0245 .0197 .0160 .0129 .0105

(Continued)
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542

G  MANN-WHITNEY TEST  
STATISTIC

n1 p n2 = 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

.001 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

.005 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1

.01 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 2 2
2 .025 0 0 0 0 0 0 1 1 1 1 2 2 2 2 2 3 3 3 3

.05 0 0 0 1 1 1 2 2 2 2 3 3 4 4 4 4 5 5 5

.10 0 1 1 2 2 2 3 3 4 4 5 5 5 6 6 7 7 8 8

.001 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1

.005 0 0 0 0 0 0 0 1 1 1 2 2 2 3 3 3 3 4 4

.01 0 0 0 0 0 1 1 2 2 2 3 3 3 4 4 5 5 5 6
3 .025 0 0 0 1 2 2 3 3 4 4 5 5 6 6 7 7 8 8 9

.05 0 1 1 2 3 3 4 5 5 6 6 7 8 8 9 10 10 11 12

.10 1 2 2 3 4 5 6 6 7 8 9 10 11 11 12 13 14 15 16

.001 0 0 0 0 0 0 0 0 1 1 1 2 2 2 3 3 4 4 4

.005 0 0 0 0 1 1 2 2 3 3 4 4 5 6 6 7 7 8 9

.01 0 0 0 1 2 2 3 4 4 5 6 6 7 9 8 9 10 10 11
4 .025 0 0 1 2 3 4 5 5 6 7 8 9 10 11 12 12 13 14 15

.05 0 1 2 3 4 5 6 7 8 9 10 11 12 13 15 16 17 18 19

.10 1 2 4 5 6 7 8 10 11 12 13 14 16 17 18 19 21 22 23

.001 0 0 0 0 0 0 1 2 2 3 3 4 4 5 6 6 7 8 8

.005 0 0 0 1 2 2 3 4 5 6 7 8 8 9 10 11 12 13 14

.01 0 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17
5 .025 0 1 2 3 4 6 7 8 9 10 12 13 14 15 16 18 19 20 21

.05 1 2 3 5 6 7 9 10 12 13 14 16 17 19 20 21 23 24 26

.10 2 3 5 6 8 9 11 13 14 16 18 19 21 23 24 26 28 29 31

.001 0 0 0 0 0 0 2 3 4 5 5 6 7 8 9 10 11 12 13

.005 0 0 1 2 3 4 5 6 7 8 10 11 12 13 14 16 17 18 19

.01 0 0 2 3 4 5 7 8 9 10 12 13 14 16 17 19 20 21 23
6 .025 0 2 3 4 6 7 9 11 12 14 15 17 18 20 22 23 25 26 28

.05 1 3 4 6 8 9 11 13 15 17 18 20 22 24 26 27 29 31 33

.10 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 35 37 39

.001 0 0 0 0 1 2 3 4 6 7 8 9 10 11 12 14 15 16 17

.005 0 0 1 2 4 5 7 8 10 11 13 14 16 17 19 20 22 23 25

.01 0 1 2 4 5 7 8 10 12 13 15 17 18 20 22 24 25 27 29
7 .025 0 2 4 6 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35

.05 1 3 5 7 9 12 14 16 18 20 22 25 27 29 31 34 36 38 40

.10 2 5 7 9 12 14 17 19 22 24 27 29 32 34 37 39 42 44 47

.001 0 0 0 1 2 3 5 6 7 9 10 12 13 15 16 18 19 21 22

.005 0 0 2 3 5 7 8 10 12 14 16 18 19 21 23 25 27 29 31

.01 0 1 3 5 7 8 10 12 14 16 18 21 23 25 27 29 31 33 35
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543MANN-WHITNEY TEST STATISTIC 

n1 p n2 = 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

8 .025 1 3 5 7 9 11 14 16 18 20 23 25 27 30 32 35 37 39 42
.05 2 4 6 9 11 14 16 19 21 24 27 29 32 34 37 40 42 45 48
.10 3 6 8 11 14 17 20 23 25 28 31 34 37 40 43 46 49 52 55

.001 0 0 0 2 3 4 6 8 9 11 13 15 16 18 20 22 24 26 27

.005 0 1 2 4 6 8 10 12 14 17 19 21 23 25 28 30 32 34 37

.01 0 2 4 6 8 10 12 15 17 19 22 24 27 29 32 34 37 39 41
9 .025 1 3 5 8 11 13 16 18 21 24 27 29 32 35 38 40 43 46 49

.05 2 5 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49 52 55

.10 3 6 10 13 16 19 23 26 29 32 36 39 42 46 49 53 56 59 63

.001 0 0 1 2 4 6 7 9 11 13 15 18 20 22 24 26 28 30 33

.005 0 1 3 5 7 10 12 14 17 19 22 25 27 30 32 35 38 40 43

.01 0 2 4 7 9 12 14 17 20 23 25 28 31 34 37 39 42 45 48
10 .025 1 4 6 9 12 15 18 21 24 27 30 34 37 40 43 46 49 53 56

.05 2 5 8 12 15 18 21 25 28 32 35 38 42 45 49 52 56 59 63

.10 4 7 11 14 18 22 25 29 33 37 40 44 48 52 55 59 63 67 71

.001 0 0 1 3 5 7 9 11 13 16 18 21 23 25 28 30 33 35 38

.005 0 1 3 6 8 11 14 17 19 22 25 28 31 34 37 40 43 46 49

.01 0 2 5 8 10 13 16 19 23 26 29 32 35 38 42 45 48 51 54
11 .025 1 4 7 10 14 17 20 24 27 31 34 38 41 45 48 52 56 59 63

.05 2 6 9 13 17 20 24 28 32 35 39 43 47 51 55 58 62 66 70

.10 4 8 12 16 20 24 28 32 37 41 45 49 53 58 62 66 70 74 79

.001 0 0 1 3 5 8 10 13 15 18 21 24 26 29 32 35 38 41 43

.005 0 2 4 7 10 13 16 19 22 25 28 32 35 38 42 45 48 52 55

.01 0 3 6 9 12 15 18 22 25 29 32 36 39 43 47 50 54 57 61
12 .025 2 5 8 12 15 19 23 27 30 34 38 42 46 50 54 58 62 66 70

.05 3 6 10 14 18 22 27 31 35 39 43 48 52 56 61 65 69 73 78

.10 5 9 13 18 22 27 31 36 40 45 50 54 59 64 68 73 78 82 87

.001 0 0 2 4 6 9 12 15 18 21 24 27 30 33 36 39 43 46 49

.005 0 2 4 8 11 14 18 21 25 28 32 35 39 43 46 50 54 58 61

.01 1 3 6 10 13 17 21 24 28 32 36 40 44 48 52 56 60 64 68
13 .025 2 5 9 13 17 21 25 29 34 38 42 46 51 55 60 64 68 73 77

.05 3 7 11 16 20 25 29 34 38 43 48 52 57 62 66 71 76 81 85

.10 5 10 14 19 24 29 34 39 44 49 54 59 64 69 75 80 85 90 95

.001 0 0 2 4 7 10 13 16 20 23 26 30 33 37 40 44 47 51 55

.005 0 2 5 8 12 16 19 23 27 31 35 39 43 47 51 55 59 64 68
14 .01 1 3 7 11 14 18 23 27 31 35 39 44 48 52 57 61 66 70 74

.025 2 6 10 14 18 23 27 32 37 41 46 51 56 60 65 70 75 79 83

.05 4 8 12 17 22 27 32 37 42 47 52 57 62 67 72 78 83 88 93

.10 5 11 16 21 26 32 37 42 48 53 59 64 70 75 81 86 92 98 103

.001 0 0 2 5 8 11 15 18 22 25 29 33 37 41 44 48 52 56 60

.005 0 3 6 9 13 17 21 25 30 34 38 43 47 52 56 61 65 70 74

.01 1 4 8 12 16 20 25 29 34 38 43 48 52 57 62 67 71 76 81
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544 MANN-WHITNEY TEST STATISTIC 

n1 p n2 = 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

15 .025 2 6 11 15 20 25 30 35 40 45 50 55 60 65 71 76 81 86 91
.05 4 8 13 19 24 29 34 40 45 51 56 62 67 73 78 84 89 95 101
.10 6 11 17 23 28 34 40 46 52 58 64 69 75 81 87 93 99 105 111

.001 0 0 3 6 9 12 16 20 24 28 32 36 40 44 49 53 57 61 66

.005 0 3 6 10 14 19 23 28 32 37 42 46 51 56 61 66 71 75 80

.01 1 4 8 13 17 22 27 32 37 42 47 52 57 62 67 72 77 83 88
16 .025 2 7 12 16 22 27 32 38 43 48 54 60 65 71 76 82 87 93 99

.05 4 9 15 20 26 31 37 43 49 55 61 66 72 78 84 90 96 102 108

.10 6 12 18 24 30 37 43 49 55 62 68 75 81 87 94 100 107 113 120

.001 0 1 3 6 10 14 18 22 26 30 35 39 44 48 53 58 62 67 71

.005 0 3 7 11 16 20 25 30 35 40 45 50 55 61 66 71 76 82 87

.01 1 5 9 14 19 24 29 34 39 45 50 56 61 67 72 78 83 89 94
17 .025 3 7 12 18 23 29 35 40 46 52 58 64 70 76 82 88 94 100 106

.05 4 10 16 21 27 34 40 46 52 58 65 71 78 84 90 97 103 110 116

.10 7 13 19 26 32 39 46 53 59 66 73 80 86 93 100 107 114 121 128

.001 0 1 4 7 11 15 19 24 28 33 38 43 47 52 57 62 67 72 77

.005 0 3 7 12 17 22 27 32 38 43 48 54 59 65 71 76 82 88 93

.01 1 5 10 15 20 25 31 37 42 48 54 60 66 71 77 83 89 95 101
18 .025 3 8 13 19 25 31 37 43 49 56 62 68 75 81 87 94 100 107 113

.05 5 10 17 23 29 36 42 49 56 62 69 76 83 89 96 103 110 117 124

.10 7 14 21 28 35 42 49 56 63 70 78 85 92 99 107 114 121 129 136

.001 0 1 4 8 12 16 21 26 30 35 41 46 51 56 61 67 72 78 83

.005 1 4 8 13 18 23 29 34 40 46 52 58 64 70 75 82 88 94 100

.01 2 5 10 16 21 27 33 39 45 51 57 64 70 76 83 89 95 102 108
19 .025 3 8 14 20 26 33 39 46 53 59 66 73 79 86 93 100 107 114 120

.05 5 11 18 24 31 38 45 52 59 66 73 81 88 95 102 110 117 124 131

.10 8 15 22 29 37 44 52 59 67 74 82 90 98 105 113 121 129 136 144

.001 0 1 4 8 13 17 22 27 33 38 43 49 55 60 66 71 77 83 89

.005 1 4 9 14 19 25 31 37 43 49 55 61 68 74 80 87 93 100 106

.01 2 6 11 17 23 29 35 41 48 54 61 68 74 81 88 94 101 108 115
20 .025 3 9 15 21 28 35 42 49 56 63 70 77 84 91 99 106 113 120 128

.05 5 12 19 26 33 40 48 55 63 70 78 85 93 101 108 116 124 131 139

.10 8 16 23 31 39 47 55 63 71 79 87 95 103 111 120 128 136 144 152

Source: Conover W. J., Practical Nonparametric Statistics, New York: Wiley, 384–8 (© 1971, John Wiley & Sons). 
Reproduced with permission of John Wiley & Sons Inc.

(Continued)
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545

H WILCOXON TEST STATISTIC

Table of critical values of T in the Wilcoxon matched-pairs signed-ranks test

Level of significance, direction predicted

N .025 .01  .005

Level of significance, direction not predicted

.05 .02 .01

6 0 – –
7 2 0 –
8 4 2 0
9 6 3 2

10 8 5 3

11 11 7 5
12 14 10 7
13 17 13 10
14 21 16 13
15 25 20 16

16 30 24 20
17 35 28 23
18 40 33 28
19 46 38 32
20 52 43 38

21 59 49 43
22 66 56 49
23 73 62 55
24 81 69 61
25 89 77 68

Source: S. Siegel, Nonparametric Statistics, McGraw-Hill Book Company, New York, 1956, table G.
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546

I RUNS TEST

Lower critical values of r in the runs test

 n2 
n1

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

2 2 2 2 2 2 2 2 2 2
3 2 2 2 2 2 2 2 2 2 3 3 3 3 3 3
4 2 2 2 3 3 3 3 3 3 3 3 4 4 4 4 4
5 2 2 3 3 3 3 3 4 4 4 4 4 4 4 5 5 5
6 2 2 3 3 3 3 4 4 4 4 5 5 5 5 5 5 6 6
7 2 2 3 3 3 4 4 5 5 5 5 5 6 6 6 6 6 6
8 2 3 3 3 4 4 5 5 5 6 6 6 6 6 7 7 7 7
9 2 3 3 4 4 5 5 5 6 6 6 7 7 7 7 8 8 8

10 2 3 3 4 5 5 5 6 6 7 7 7 7 8 8 8 8 9
11 2 3 4 4 5 5 6 6 7 7 7 8 8 8 9 9 9 9
12 2 2 3 4 4 5 6 6 7 7 7 8 8 8 9 9 9 10 10
13 2 2 3 4 5 5 6 6 7 7 8 8 9 9 9 10 10 10 10
14 2 2 3 4 5 5 6 7 7 8 8 9 9 9 10 10 10 11 11
15 2 3 3 4 5 6 6 7 7 8 8 9 9 10 10 11 11 11 12
16 2 3 4 4 5 6 6 7 8 8 9 9 10 10 11 11 11 12 12
17 2 3 4 4 5 6 7 7 8 9 9 10 10 11 11 11 12 12 13
18 2 3 4 5 5 6 7 8 8 9 9 10 10 11 11 12 12 13 13
19 2 3 4 5 6 6 7 8 8 9 10 10 11 11 12 12 13 13 13
20 2 3 4 5 6 6 7 8 9 9 10 10 11 12 12 13 13 13 14
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547RUNS TEST

(Continued)
Upper critical values of r in the runs test

 n2

n1

2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

2 
3 
4 9 9
5 9 10 10 11 11
6 9 10 11 12 12 13 13 13 13
7 11 12 13 13 14 14 14 14 15 15 15
8 11 12 13 14 14 15 15 16 16 16 16 17 17 17 17 17
9 13 14 14 15 16 16 16 17 17 18 18 18 18 18 18

10 13 14 15 16 16 17 17 18 18 18 19 19 19 20 20
11 13 14 15 16 17 17 18 19 19 19 20 20 20 21 21
12 13 14 16 16 17 18 19 19 20 20 21 21 21 22 22
13 15 16 17 18 19 19 20 20 21 21 22 22 23 23
14 15 16 17 18 19 20 20 21 22 22 23 23 23 24
15 15 16 18 18 19 20 21 22 22 23 23 24 24 25
16 17 18 19 20 21 21 22 23 23 24 25 25 25
17 17 18 19 20 21 22 23 23 24 25 25 26 26
18 17 18 19 20 21 22 23 24 25 25 26 26 27
19 17 18 20 21 22 23 23 24 25 26 26 27 27
20 17 18 20 21 22 23 24 25 25 26 27 27 28

Source: Swed, Frieda S. and Eisenhart, C. (1943) Tables for testing randomness of grouping in a sequence of 
alternatives, Ann. Math. Statist., 14, 66-87

Note: For the one-sample runs test, any value of r that is equal to or smaller than that shown in the body of this 
table for given value of n1 and n2 is significant at the 0.05 level.
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J  DURBIN-WATSON STATISTIC

To test H0 : no positive serial correlation,
if d < dL , reject H0 ;
if d > dU , accept H0 ;
if dL < d < dU , the test is inconclusive.
To test H0: no negative serial correlation, the test statistic is = 4 − d.

k = number of independent variables

Level of significance α = 0.05

k = 1 k = 2 k = 3 k = 4 k = 5

n dL dU dL dU dL dU dL dU dL dU

15 1.08 1.36 0.95 1.54 0.82 1.75 0.69 1.97 0.56 2.21
16 1.10 1.37 0.98 1.54 0.86 1.73 0.74 1.93 0.62 2.15
17 1.13 1.38 1.02 1.54 0.90 1.71 0.78 1.90 0.67 2.10
18 1.16 1.39 1.05 1.53 0.93 1.69 0.82 1.87 0.71 2.06
19 1.18 1.40 1.08 1.53 0.97 1.68 0.86 1.85 0.75 2.02

20 1.20 1.41 1.10 1.54 1.00 1.68 0.90 1.83 0.79 1.99
21 1.22 1.42 1.13 1.54 1.03 1.67 0.93 1.81 0.83 1.96
22 1.24 1.43 1.15 1.54 1.05 1.66 0.96 1.80 0.86 1.94
23 1.26 1.44 1.17 1.54 1.08 1.66 0.99 1.79 0.90 1.92
24 1.27 1.45 1.19 1.55 1.10 1.66 1.01 1.78 0.93 1.90

25 1.29 1.45 1.21 1.55 1.12 1.66 1.04 1.77 0.95 1.89
26 1.30 1.46 1.22 1.55 1.14 1.65 1.06 1.76 0.98 1.88
27 1.32 1.47 1.24 1.56 1.16 1.65 1.08 1.76 1.01 1.86
28 1.33 1.48 1.26 1.56 1.18 1.65 1.10 1.75 1.03 1.85
29 1.34 1.48 1.27 1.56 1.20 1.65 1.12 1.74 1.05 1.84

30 1.35 1.49 1.28 1.57 1.21 1.65 1.14 1.74 1.07 1.83
31 1.36 1.50 1.30 1.57 1.23 1.65 1.16 1.74 1.09 1.83
32 1.37 1.50 1.31 1.57 1.24 1.65 1.18 1.73 1.11 1.82
33 1.38 1.51 1.32 1.58 1.26 1.65 1.19 1.73 1.13 1.81
34 1.39 1.51 1.33 1.58 1.27 1.65 1.21 1.73 1.15 1.81

35 1.40 1.52 1.34 1.58 1.28 1.65 1.22 1.73 1.16 1.80
36 1.41 1.52 1.35 1.59 1.29 1.65 1.24 1.73 1.18 1.80
37 1.42 1.53 1.36 1.59 1.31 1.66 1.25 1.72 1.19 1.80
38 1.43 1.54 1.37 1.59 1.32 1.66 1.26 1.72 1.21 1.79
39 1.43 1.54 1.38 1.60 1.33 1.66 1.27 1.72 1.22 1.79

40 1.44 1.54 1.39 1.60 1.34 1.66 1.29 1.72 1.23 1.79
45 1.48 1.57 1.43 1.62 1.38 1.67 1.34 1.72 1.29 1.78
50 1.50 1.59 1.46 1.63 1.42 1.67 1.38 1.72 1.34 1.77
55 1.53 1.60 1.49 1.64 1.45 1.68 1.41 1.72 1.38 1.77
60 1.55 1.62 1.51 1.65 1.48 1.69 1.44 1.73 1.41 1.77
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549DURBIN-WATSON STATISTIC

Level of significance α = 0.05

k = 1 k = 2 k = 3 k = 4 k = 5

n dL dU dL dU dL dU dL dU dL dU

65 1.57 1.63 1.54 1.66 1.50 1.70 1.47 1.73 1.44 1.77
70 1.58 1.64 1.55 1.67 1.52 1.70 1.49 1.74 1.46 1.77
75 1.60 1.64 1.57 1.68 1.54 1.71 1.51 1.74 1.49 1.77
80 1.61 1.66 1.59 1.69 1.56 1.72 1.53 1.74 1.51 1.77

85 1.62 1.67 1.60 1.70 1.57 1.72 1.55 1.75 1.52 1.77
90 1.63 1.68 1.61 1.70 1.59 1.73 1.57 1.75 1.54 1.78
95 1.64 1.69 1.62 1.71 1.60 1.73 1.58 1.75 1.56 1.78

100 1.65 1.69 1.63 1.72 1.61 1.74 1.59 1.76 1.57 1.78

(Continued)
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K  RANDOM NUMBER TABLE

The table gives 2500 random digits, from 0 to 9, arranged for convenience in blocks of 5.

87024 74221 69721 44518 58804 04860 18127 16855 61558 15430
04852 03436 72753 99836 37513 91341 53517 92094 54386 44563
33592 45845 52015 72030 23071 92933 84219 39455 57792 14216
68121 53688 56812 34869 28573 51079 94677 23993 88241 97735
25062 10428 43930 69033 73395 83469 25990 12971 73728 03856
78183 44396 11064 92153 96293 00825 21079 78337 19739 13684
70209 23316 32828 00927 61841 64754 91125 01206 06691 50868
94342 91040 94035 02650 36284 91162 07950 36178 42536 49869
92503 29854 24116 61149 49266 82303 54924 58251 23928 20703
71646 57503 82416 22657 72359 30085 13037 39608 77439 49318
51809 70780 41544 27828 84321 07714 25865 97896 01924 62028
88504 21620 07292 71021 80929 45042 08703 45894 24521 49942
33186 49273 87542 41086 29615 81101 43707 87031 36101 15137
40068 35043 05280 62921 30122 65119 40512 26855 40842 83244
76401 68461 20711 12007 19209 28259 49820 76415 51534 63574
47014 93729 74235 47808 52473 03145 92563 05837 70023 33169
67147 48017 90741 53647 55007 36607 29360 83163 79024 26155
86987 62924 93157 70947 07336 49541 81386 26968 38311 99885
58973 47026 78574 08804 22960 32850 67944 92303 61216 72948
71635 86749 40369 94639 40731 54012 03972 98581 45604 34885
60971 54212 32596 03052 84150 36798 62635 26210 95685 87089
06599 60910 66315 96690 19039 39878 44688 65146 02482 73130
89960 27162 66264 71024 18708 77974 40473 87155 35834 03114
03930 56898 61900 44036 90012 17673 54167 82396 39468 49566
31338 28729 02095 07429 35718 86882 37513 51560 08872 33717
29782 33287 27400 42915 49914 68221 56088 06112 95481 30094
68493 88796 94771 89418 62045 40681 15941 05962 44378 64349
42534 31925 94158 90197 62874 53659 33433 48610 14698 54761
76126 41049 43363 52461 00552 93352 58497 16347 87145 73668
80434 73037 69008 36801 25520 14161 32300 04187 80668 07499
81301 39731 53857 19690 39998 49829 12399 70867 44498 17385
54521 42350 82908 51212 70208 39891 64871 67448 42988 32600
82530 22869 87276 06678 36873 61198 87748 07531 29592 39612
81338 64309 45798 42954 95565 02789 83017 82936 67117 17709
58264 60374 32610 17879 96900 68029 06993 84288 35401 56317
77023 46829 21332 77383 15547 29332 77698 89878 20489 71800
29750 59902 78110 59018 87548 10225 15774 70778 56086 08117
08288 38411 69886 64918 29055 87607 37452 38174 31431 46173
93908 94810 22057 94240 89918 16561 92716 66461 22337 64718
06341 25883 42574 80202 57287 95120 69332 19036 43326 98697
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551RANDOM NUMBER TABLE

23240 94741 55622 79479 34606 51079 09476 10695 49618 63037
96370 19171 40441 05002 33165 28693 45027 73791 23047 32976
97050 16194 61095 26533 81738 77032 60551 31605 95212 81078
40833 12169 10712 78345 48236 45086 61654 94929 69169 70561
95676 13582 25664 60838 88071 50052 63188 50346 65618 17517
28030 14185 13226 99566 45483 10079 22945 23903 11695 10694
60202 32586 87466 83357 95516 31258 66309 40615 30572 60842
46530 48755 02308 79508 53422 50805 08896 06963 93922 99423
53151 95839 01745 46462 81463 28669 60179 17880 75875 34562
80272 64398 88249 06792 98424 66842 49129 98939 34173 49883

(Continued)
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This secTion provides, for each chapter, answers to all the MCQs and annotated 
answers to the exercise questions 1, 2 and 4 (where applicable). A full set of annotated 
answers to exercise questions can be found on the online platform. Answers to the 
 discussion questions are included in the book’s online resource for lecturers.

chapter 1

answers to McQs

part a annotated exercise answers

1. Here we apply the BEDMAS rule. 
(a) − × + ÷16 12 4 8 2 = 16 – 48 + 4 = -28
(b) − × + ÷(16 12) (4 8) 2 = (4) × (12) ÷ 2 = 24
(c) − + −9 3(17 5(5 7)) = 9 - 3(17 + 5(-2)) = 9 - 3(17 - 10) = 9 - 21 = -12
(d) + − +8(3(2 4) 2(5 7)) = 8(3(6) - 2(12)) = 8(18 - 24) = -48

answers to part B

1. d

2. c

3. d

4. b

5. b

6. c

7. b

8. d

9. c

10. d

answers to part a

1. d

2. b

3. a

4. b

5. c

6. d

7. d

8. a

552

ansWer secTion
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2. First find the outstanding balance.
Outstanding balance = £4500 - 20% of £4500 = £4500 - £4500 × 20/100 = £3600
Then find the interest on the balance = £3600 × 2.5% = £90
Then find the total balance = £3600 + £90 = £3690
Therefore monthly repayments = £3600 ÷ 24 = £153.75

4. Here we need to use the rules for logarithms and remember Log(x) is base 10 and Lg(x) is base e.
(a) Log(16/x) = Log(16) - Log(x) = 1.2041 - Log(x)
(b) Lg(x3/4) = Lg(x3) - Lg(4) = 3Lg(x) - 0.602
(c) Lg(8x4/5) = Lg(8x4) - Lg(5) = Lg(8) + Lg(x4) - Lg(5)  = Lg(8/5) + 4Lg(x) 

= 0.470 + 4Lg(x)
(d) − −log((4( 5) ))/( [( 1)] ))2 4 3x x x   = Log[4(x - 5)2] - Log[x4(x - 1)2] 

= Log(4) + Log(x - 5)2 - Log(x)4 - Log(x - 1)2 
= Log(4) + 2Log(x - 5) - 4Log(x) - 2Log(x - 1)

part B annotated exercise answers

1. The initial sum is A0 = £1000, the rate of interest r = 3.2%, and the number of years t = 6 years.
(a)  Value of the investment is found by substitution into the formula for simple interest for 

one year and then multiply by 6 = £1000 + £1000 × 0.032 × 6 = £1192
(b) Here we substitute into the formula for compound interest:

6A  = £1000 +






1 3.5

100

6

 = £1000 (1.035)6 = £1229.26

2. We are given the values: A0 = £10 000, t = 5 years.
(a) Here we can just substitute into the formula for compound interest:

5A  = £50 000 +






1 10

100

5

 = £50 000 (1.1)5 = £80 525.5

(b)  Here we need to do the sums three times, once for each of the interest rates and capital 
sums, then add the results together:

 5A  = £10 000 +






1 2

100

5

 = £11 040.80

 5A  = £15 000 +






1 3

100

5

 = £17 389.11

 5A  = £25 000 +






1 5

100

5

 = £31 907.04

 Total value of the investment = £60 336.95
(c)  Since interest is paid every six months we need to halve the interest rate and double the 

power of the bracket, to give:

5A  = £50 000 +
×









×

1 3
2 100

2 5

 = £58 027.04

4. A loss of 16% gives us a factor of 1 - 0.16 = 0.84, and t = 4, so we have:
A4 = 7000(0.84)4 = £3485.0995
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chapter 2

answers to McQs

1. c

2. d

3. a

4. b

5. b

6. a

7. d

8. c

annotated exercise answers

1. In this problem we need to find the cost functions for both the Exone and Fastrack.

Exone
Total cost (Exone £s) = 400 + 20x where x = number of copies in thousands.
By substitution of x values into the above equation, we can produce the table shown below:

x (000s) Total cost (£s)

10 550
20 800
30 1050
40 1300
50 1550

Fastrack
Total cost (Fastrack £s) = 300 + 25x and again by substitution we can produce a similar table:

 When 20 000 copies are being produced the cost levels are the same for both machines. 
We can see that the machine with the lower fixed costs will tend to have the lower total cost at 
low levels of production (the answer will still depend on other costs) and that the machine with 
the lower variable costs (running costs) will tend to have the lower total cost at higher levels of 
production.

x (000s) Total cost (£s)

10 600
20 800
30 1000
40 1200
50 1400
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2. Referring back to Section 2.4, the types of data and levels of measurement are:
Gender: Categorical data and nominal measurement. The numerical codes used to distinguish 
between male and female are only used as labels.
Work status: Categorical data. Here the categories have a defined order, so we have ordinal 
measurement.
Age (in years): Continuous data but as we are recording whole numbers this would be in the 
discrete form. Age, like time, has the property of ratio measurement.
Persons in household: Continuous data but as we are recording whole numbers this would 
be in the discrete form. This has a true zero point, therefore it has the property of ratio 
measurement.
Income: Here the responses have been recorded in defined categories which are ordered. 
Consequently we have categorical data and ordinal measurement.
Area type: Categorical data with labels without any defined measured order. This is 
nominal measurement. The numerical codes used to distinguish between the areas are 
only used as labels. 

4. (a)  Using the additive model we get the totals of 34, 39 and 34 for Products A, B and C 
respectively. On the basis of the results, we would see Product B as the winner and be 
indifferent between A and C. We would be interested in why Product B got the higher 
score and looking back at the table we can see that existing demand is considered the 
most important factor and Product B scores well on this factor (20 out of 20) and scores 
reasonably on all other factors.

(b)   Doubling the scores corresponding to ‘market trends’ would give the new totals of 37, 42 
and 38. In this case, Product B would stay the winner and Product C would become second 
choice. To understand these differences you can again refer back to the scoring table.

(c)   The model could be improved by trying to identify a more complete range of factors, not 
just marketing (e.g. finance and operations). A more systematic approach could be used to 
evaluate the importance of certain factors. Attempts could be made, for example, to model 
future demand and model cash flows.

chapter 3

answers to McQs

1. d

2. a

3. b

4. c

5. d

6. d

7. a

8. c

annotated exercise answers

1. This question is concerned with the process of definition and allows the possibility of a number 
of good answers. What is important is that the definition of the population relates to the 
purpose of the research. If the research is about employees then this would need to include 
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a fair representation of smokers and non-smokers. If the survey were about parking it might 
just be interested in residents but it could have a larger remit and include all those that need 
access to the area. The definition can be geographic, e.g. a defined residential area or in terms 
of specific objects and items, e.g. a particular set of vehicles or components.

2. This question is a test of you and your use of data sources. It is all there – somewhere.  
Try www.ons.gov.uk, it is always a good place to start.

chapter 4

answers to McQs

1. c

2. b

3. a

4. b

5. d

6. c

7. b

8. a

9. d

10. d

annotated exercise answers

1. To do this you would need to be able to identify part-time (PT) students on the sampling 
frame – for a random sample; and then select twice as many from this group (or strata). For a 
quota sample, you would set the quotas to be twice the proportion of PT students. The results, 
in either case, would need to be weighted – see Chapter 5 for weighting of means.

2. In a word – availability; at least this used to be the case. Now it can be available at a cost, but 
may not contain everyone as people can opt out – see Section 4.1.3. Post code sampling maybe 
an attractive alternative.

4. Non-response is obvious in a random sample since the interviewees are named in advance 
(maybe not quite so true if addresses are chosen) and so show up immediately. In quota 
surveys, interviewers keep going until they get enough people. For a street interview, many 
will be ‘refuse to co-operate’ but mostly no record is kept on the number refusing and the 
reasons.

chapter 5

answers to McQs

1. c

2. d

3. d

4. d

5. c
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annotated exercise answers

1. First you need to decide the rows and columns for a table. There are a number of options, the 
one chosen here is:
Columns: Gender sub-divided by year
Rows: Occupations
With information provided the completed table will be:

Table Q1:  Gender by Year by No. in non-manual occupations (Years 2000 and 2010)

Gender & Year

Male Female

Non-manual Occupations 2000 2010 2000 2010 Total 

Professional 450 660 40 50 1200
Administration 1290 1620 780 920 4610
Shop-keepers 500 580 160 190 1430
clerical workers 690 810 1090 1540 4130
Shop assistants 480 570 560 670 2280
Personal Services 310 330 240 1360 2240
Total 3720 4570 3870 4730 16890

You could change the cell frequencies within each column category to column percentages and 
display as a clustered bar chart:

40%

Proportions of male females in non-manual
occupations 2000 & 2010

35%

30%

25%

20%

15%

10%

5%

0%

Professi
onal

Administ
ratio

n

Sh
op-keepers

Cleric
al w

orkers

Sh
op assi

sta
nts

Perso
nal se

rvi
ces

Male 2000
Male 2010
Female 2000
Female 2010
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2. (a) 
Number of new orders (x) Frequency (f)

0 3
1 3
2 4
3 5
4 6
5 3
6 1

25

(b) Number of New Orders

0

1

2

3

4

5

6

7

0 1 2 3 4 5 6

Frequency (f)

(c)  As we can see from the diagram, the most likely number of orders in a day is five, since this 
occurs most often.
The maximum is seven, but six or seven orders in a day are relatively unlikely, but we can 
note that on every day orders are received.

4. This data will need to be represented by a clustered bar chart using row percentages to compare 
the regional differences.  

70%

Proportional regional differences

60%

50%

40%

30%

20%

10%

0%

Prim
ary

Manufactu
rin

g

Transport
Retail

Se
rvi

ce

Daleside
Twendale
Underhill
Perithorp

Primary companies tend to be located in Daleside and Twendale; manufacturing companies 
tend to be located in Twendale and, to a lesser extent, in Underhill; there is no obvious 
differences in the location of transport companies; retail companies tend to be located in 
Perithorp and, to a lesser extent, in Underhill; there is no obvious differences in the location of 
service companies.
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chapter 6

answers to McQs

1. d

2. c

3. c

4. b

5. a

6. c

7. a

8. b

9. a

10. a

annotated exercise answers

1. For this raw data, to work out the arithmetic mean we need to add up all of the values and 
divide by the number of days. The total is 545 and we need to divide by 22 to get:

(545/22) = 24.77, rounded to 25 per day

For the median and quartiles (for the five figure summary), we need to arrange the data as an 
ordered list:

21 22 23 23 23 24 24 24 24 24 24 25 25 25 25 26 26 26 27 27 28 29

For the medium count up to the middle one (here there are 22 numbers, so the middle one is 
(22 + 1)/2 = 11½), i.e. between the values 24 and 25. This gives the answer of 24½.

For the quartiles,     Q1 is at the (22 + 1) × ¼ = 5¾th item
and Q3 is at the (22 × 3 + 1) × ¼ = 16¾th item.

Counting in from the left, gives Q1 = 23.75 and Q3 = 26.
 The mode is the one that occurs most frequently, so we look across the data and see that 
there are more 24s (six of them) than any other number. So the mode is 24.
The five figure summary is:

Minimum Lower Quartile (Q1) Medium Upper Quartile (Q3) Maximum
21 23.75 24.5 26 29

2. The mean can be found by adding up all of the values (here 5872) and dividing by the number 
included (here 40), giving:

Mean = (5872/40) = 146.8

For the median and the quartiles we need to get the data into order – a tedious task by hand! 
Fortunately ExCEL can be used to easily sort columns of data.

119,125,126,128,132,135,135,135,136,138,138,140,140,142,142,144,144,145,145,146,
146,147,147, 148,149,150,150,152,153,154,156,157,158,161,163,164,165,168,173,176

Counting up to the middle two items, since (40 + 1)/2 = 20.5 gives two values of 146. This is 
the median. 
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 The two quartiles, Q1 and Q3, are located at the (40 + 1) × ¼ = 10¼th item and the  
(40 × 3 + 1) × ¼ = 30¼th item respectively. 
Counting in from the left gives Q1 = 138 and Q3 = 154.5
Looking through the data, there are more 135s than any other value, so this is the mode.
The five figure summary is:

Minimum Lower Quartile (Q1) Medium Upper Quartile (Q3) Maximum
119 138 146   154.5 176

Since the mean and the median are almost identical we could conclude that there is little skew 
in the data. However, the upper quartile and maximum values are slightly further away from 
the medium compared to the lower quartile and minimum values. So what skew there is, is a 
slightly right skew. Although the mode differs, its frequency is only one above several other 
values, so the distribution is relatively ‘flat’ with little skew.
 The extra values add up to 2239, making an overall total of 8111 for the 50 numbers. The 
mean is therefore (811/50) = 162.22.
 The extra data means that we are looking for the 25th and 26th values to work out the 
median. Here they are 149 and 150, so the median is (149 + 150)/2 = 149.5.
 For the two quartiles we are looking for the 12¾th item and 37¾th item.

So, Q1 = 140 and Q3 = 167.25

Since none of the new values occurs more than twice, the mode remains at 135. You might 
question if the extra data really describes the same set of circumstances, since all of the values 
are above the existing data.

4. The calculation for the mean weekly pay levels is set out in the table below. In the absence of 
any other information about the company’s pay levels, the width for the open class ‘Less than 
320’ has been assumed to be the same as the proceeding class i.e. 10, and hence the lower 
boundary will be 310 with a mid-point value of 315.

Grimchester mean weekly pay = 240 890/638 = £377.57 per week
Greentown  mean weekly pay = 264 650/724 = £365.54 per week

   Grimchester    Greentown

Weekly pay (£) Mid-point (x) f fx f fx

Less than 320 315 0 0 10 3150
320 and under 330 325 3 975 16 5200
330 and under 340 335 10 3350 33 11055
340 and under  350 345 43 14835 97 33465
350 and under 360 355 69 24495 120 42600
360 and under 370 365 93 33945 136 49640
370 and under 380 375 111 41625 150 56250
380 and under 390 385 129 49665 100 38500
390 and under 400 395 120 47400 42 16590
400 and under 420 410 60 24600 20 8200

Total 638 240890 724 264650
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 To determine the median and quartiles we need the cumulative frequencies as set out in 
the table below:

answers to McQs

1. c

2. c

3. c 

4. b

5. a

6. b

7. d

8. b

9. a

10. d

    Grimchester     Greentown

Weekly pay f Cum. F f Cum. F

Less than 320 0 0 10 10
320 and under 330 3 3 16 26
330 and under 340 10 13 33 59
340 and under  350 43 56 97 156
350 and under 360 69 125 120 276a

360 and under 370 93 218a 136 412b

370 and under 380 111 329b 150 562c

380 and under 390 129 458 100 662
390 and under 400 120 578c 42 704
400 and under 420 60 638 20 724

The position of the medians and quartiles are:
 Grimchester Greentown
Lower quartile position (a) 638 × ¼ = 159½th value 724 × ¼ = 181th value  
Median position (b) 638 × ½ = 319th value 724 × ½ = 362th value
Upper quartile position (c) 638 × ¾ = 478½th value 724 × ¾ = 543th value

These positions are shown on the above cumulative frequency table. Knowing these positions we 
can now calculate the values of the medians and quartiles: 

 Grimchester Greentown

= + × −360 10(638 1/4 125)
931Q  = £363.71 = + × −350 10(724 1/4 156)

1201Q  = £352.08

= + × −370 10(638 1/2 218)
111

Median  = £379.10 = + × −360 10(724 1/2 276)
136

Median  = £366.32

= + × −390 10(638 3/4 458)
1203Q  = £391.71 = + × −370 10(724 3/4 412)

1503Q  = £378.73

For all measures of location the staff at Grimchester have, on average, higher levels of weekly 
pay compared to the Greentown staff. For both distributions the median levels of pay are 
slightly higher than the means, indicating that the distributions have a very slight left skew.  

chapter 7
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annotated exercise answers

1. We used this data in Chapter 6 (Q1) and put it into order:

21  22  23  23  23  24  24  24  24  24  24  25  25  25  25  26  26  26  27  27  28  29
Looking at the data, the lowest value is 21 and the highest is 29, therefore the Range = 8 
The quartiles were:

Q1 = 23.75 and Q3 = 26

We can now find the quartile deviation as (26 - 23.75)/2 = 1.125
 Finding the standard deviation will take a little longer as we need to subtract the mean 
(here 24.77) from each value and square the results. We can do this by hand, or by putting the 
numbers into a spreadsheet. A spreadsheet is shown below:

Data in a spreadsheet to calculate the standard deviation

So the standard deviation is: 

= = =77.8638
22

3.5393 1.88sd

Given that the data is in the spreadsheet, we could use the built-in function to find the 
standard deviation – here it would be = STDEV(A2:A23). This spreadsheet function uses the  
(n - 1) as a division for standard deviation (a result we will need later). To use ‘n’ as the divisor 
we would use = STDEVP(A2:A23).

2. (a)  If we put all of the data into a spreadsheet we can get the statistics by using the built-in 
functions. These could just be the individual functions used one at a time, as shown in 
the spreadsheet below just to the right of the data, or you could calculate them all at once 
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using the Descriptive Statistics option in the Data Analysis pack – note that you must 
have loaded this – Tools menu, Add-Ins, Data Analysis pack, before it can be used. It then 
appears as ‘Data Analysis’ on the Tools menu.

 Results from using the Descriptive Statistics option.
  Note: the Spreadsheet is using (n - 1) as a division for standard deviation (a result we will 

need later).

 

(b)  The ExcEl spreadsheet cannot produce box-plots very easily. You can draw them by hand 
or copy the data from ExcEl direct into SPSS and use the Graphs options as shown in the 
output below.

 Box-plot result using the SPSS Graphs option.

 

180

160

140

120

Miles

Box-plot result using the SPSS graphs option
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The distribution within the box shows a slight right skew but over-all the distribution is 
approaching symmetry.  

4. We need to assume an upper limit.

Mid-Pt f fx fx2 CF 

0.5 16 8 4 16
2 30 60 120 46 
6.5 37 240.5 1563.25 83 

12.5 7 87.5 1093.75 90 
32.5 9 292.5 9506.25 99 

Total 99 688.5 12287.25 

Giving a mean of 6.95 kilometres and a standard deviation of: 

= −






 = − = −

= =

s

s

12287.25
99

688.5
99

124.114 (6.95) 124.114 48.36

75.75 8.70

2
2

The median was 3.66km and we can calculate the quartiles as follows:

= + × − = + =

= + × − = + =

= − = =

1 2 (24.25 16)
30

1 16.5
30

1.55

3 7 (74.25 46)
37

1 197.7.5
37

8.34

8.34 1.55
2

6.79
2

3.395 km

1

3

Q

Q

QD

chapter 8

answers to McQs

1. b

2. a

3. a

4. c

5. c

6. b

7. c

8. c

9. d

10. d
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annotated exercise answers

1. (a)  To answer this question we initially need to note that the index for Year 4 is 125. We now 
make all of the other figures proportional to this by dividing each by 125 and multiplying 
by 100, as below:

 

Year Index Calculation Rebased index

1 100 (100/125) × 100 = 80
2 115 (115/125) × 100 = 92
3 120 (120/125) × 100 = 96
4 125 (125/125) × 100 = 100
5 130 (130/125) × 100 = 104
6 145 (145/125) × 100 = 116

(b)  To find the percentage rise from Year 3 to Year 4 we need to put the Year 4 index over the 
Year 3 index and multiply by 100: (125/120) × 100 = 104.167; and then subtract 100, to 
give: 4.167 per cent.

For Yr 5 to Yr 6 we do the same: ((145/130) × 100 - 100) = 11.54 per cent. 

2. Using a spreadsheet, the following table shows the first two answers:

Year Old Index New Index

1 100 (a)
2 120 52.63
3 160 63.16
4 190 84.21
5 247 100
6 266 130
7 285 140
8 313.5 150

(b) 165

(c)  When indices are ‘restarted’ or rebased the opportunity is often taken to change their 
composition or otherwise alter them, therefore we are not always merging like with like.
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4. Using a spreadsheet we can get:

chapter 9

answers to McQs

1. c

2. c

3. a

4. b

5. b

6. b

7. d

8. a

9. d

10. b

annotated exercise answers

1. We have to assume a fair coin, so P(H) = 0.5, the two events are independent, so we can 
multiply their probabilities:

= = × =(2 ) ( ) 0.5 0.5 0.25P Heads P HH

2. Again we assume a fair coin, so P(H) = 0.5, P(T) = 0.5 The two events are independent and the 
order is specified, so:

= = × =( ) ( ) 0.5 0.5 0.25P Head,then,Tail P HT
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4. With a biased coin we have P(T) = 0.2, giving P(H) = 0.8, so:
(i) P(HH) = 0.8 × 0.8 = 0.64

(ii) P(HT) = 0.8 × 0.2 = 0.16
(iii) P(HTT ) = 0.8 × 0.2 × 0.2 = 0.032

chapter 10

answers to McQs

1. b

2. d

3. a

4. a

5. c

6. a

7. c

8. b

9. a

10. b

annotated exercise answers

1. We will need to find the expectation (the mean) and standard deviation of the two probability 
distributions. The table for the calculation is given below:

(a) Expected profit for investment A, E[X] = ΣxP(x) = £10 000
 Expected profit for investment A, E[X] = ΣxP(x) = £10 000
  Because both investments give the same level of profit then we would be indifferent as to 

which we would invest in. We need more information to make aid are decision.
(b)  This additional information can be found from the standard deviation of the two 

probability distributions:

 For investment A,  Sd[X]  = √(Var[X]) = √(Σ (x2*P(x)) - { E[X] }2) 
= √(10060000 - {10000 }2) = £774.60

Similarly for investment B, Sd[X] = √(10120000 - {10000 }2) = £1095.44
  The standard deviation indicates the volatility (or variability) of the investments and 

indicates how much an investment might increase or decrease. The larger the volatility 
then the greater the investment risk i.e. you could lose more on an investment. The 
decision is therefore based on your attitude to risk – are you a risk taker or risk averse. In 
this example Investment B would be the riskier options.

Investment A  Investment B

x P(x) x P(x) x2 P(x) P(x) x P(x) x2 P(x)

8 000 0.0 0 0 0.1 800 6 400 000
9 000 0.3 2 700 24 300 000 0.2 1 800 16 200 000

10 000 0.4 4 000 40 000 000 0.4 4 000 40 000 000
11 000 0.3 3 300 36 300 000 0.2 2 200 24 200 000
12 000 0.0 0 0 0.1 1 200 14 400 000

Total 10 000 100 600 000 10 000 101 200 000
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2. (a)  The completed profit and loss table would be: 

 

Decision

Accept Reject

Type of risk Good 15 000 -3 000
Bad -6 000 0

(b)  We now add to the table the probabilities for good and bad risk to arrive at two probability 
distributions, one for accepting and the other for rejecting the applicant:

 

Accept Reject

P(x) (x) xP(x) (x) xP(x)

Good 0.3333 15 000 4 999.5 -3 000 -999.9
Bad 0.6667 -6 000 -4 000.2 0 0

Total 999.3 -999.9

 The expected profit if the applicant is accepted, E[X] = ΣxP(x) = £999.30
 The expected profit if the applicant is rejected, E[X] = –£999.90
  Based on the comparisons of the two expectations, the manager could accept the applicant. 
(c)  A similar calculation process is carried out, except the probabilities have now been 

changed. The ratio of bad to good risk is 4 to 1, so:
P(Bad risk) = 0.8 and P(Good risk) = 0.2

The expected profit if the applicant is accepted, E[X] = ΣxP(x) = –£1800
The expected profit if the applicant is rejected, E[X] = –£600
The decision will be reversed. Reject the applicant because a smaller loss is expected.

4. Here we first need to identify the values of n and p; these are n = 4; p = 0.6; so q = 0.4

= =(0) (.4)0 4 4P p q  = 0.0256

 = = ×(1) 4 4 (.6)(.4)1 3 3P p q  = 0.1536

= = ×(2) 6 6 (.6) (.4)2 2 2 2P p q = 0.3456
= = ×(3) 4 4 (.6) (.4)3 3P p q  = 0.3456
= =(4) (.6)4 0 4P p q  = 0.1296

chapter 11

answers to McQs

1. a

2. c

3. d

4. a

5. c

6. c

7. d

8. a

9. a

10. b
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annotated exercise answers

1. First you need to identify that m = 30 and σ = 5; and then apply the formula: 

z = (X - m)/s :

(a) X = 35, so z = (35 - 30)/5 = +1
(b) X = 27, so z = (27 - 30)/5 = -0.6
(c) X = 22.3, so z = (22.3 - 30)/5 = -1.54
(d) X = 40.7, so z = (40.7 - 30)/5 = +2.14
(e) X = 30, so z = (30 - 30)/5 = 0

2. This question is designed to give you practice in using the tables, but also to give you 
experience of the Normal distribution so that you get a feel for where the probabilities lie. 
This should mean that you can more easily recognize if you make mistakes at a later stage. For 
each of these questions it might be useful to draw a quick sketch and shade the area you are 
trying to find.
(a) right of Z = 1, look up figure directly in Appendix C, value is 0.1587
(b) right of Z = 2.85, look up figure directly in Appendix C, value is 0.00219
(c)  left of Z = 2, look up figure and subtract from 1. The figure is 0.02275, so the area is  

1 - 0.02275 = 0.97725
(d)  left of Z = 0.1, look up figure and subtract from 1. The figure is 0.4602, so the area is  

1 - 0.4602 = 0.5398
(e)  left of Z = -1.7, Since the  z value is negative, the area to the left (by symmetry) is the same 

as the area to the right of the same positive value, so we just look up figure directly in 
Appendix C, value is 0.0446

(f) left of Z = -0.3, look up figure directly in Appendix C, and the value is 0.3821
(g)  right of Z = -0.85, look up figure and subtract from 1. The figure is 0.1977, so the area is 

1 - 0.1977 = 0.8023
(h) right of Z = -2.58, look up figure and subtract from 1. The figure is 0.00494,

so the area is 1 - 0.00494 = 0.99506 
(i) area to the right of Z = 1.55 = 0.0606, and area to right of Z = 2.15 = 0.01578

so the area between the two is larger area minus the smaller area (it might be a good idea to 
draw a picture of this), giving 0.0606 - 0.01578 = 0.04482

(j) area to right of Z = 0.25 = 0.4013 area to right of Z = 0.75 = 0.2266
so the area between is larger area minus the smaller area 0.4013 - 0.2266 = 0.1747 

(k) area to left of Z = -1 is 0.1587 and the area to left of Z = -1.96 is 0.025
so the area between is the larger area minus the smaller area which gives us 
0.1587 - 0.025 = 0.1337 

(l)  the area to left of Z = -1.64 is 0.0505 and the area to left of Z = -2.58 is 0.00494 so the area 
between the two values is the larger area minus the smaller area giving 0.0505 - 0.00494 = 
0.04556 

(m)  since Z-scores are on opposite sides of zero, we need to find the area in each tail, add them 
together, and then subtract the result from one.
The area to left of Z = -2.33 is 0.0099 and the area to right of Z = 1.52 is 0.0643 so the total 
area in the tails is 0.0099 + 0.0643 = 0.0742

Subtracting this from 1 gives 0.9258 
(n)  The area in each tail is 0.025, so the total area is 0.05, and therefore the area between the 

two is 0.95

 Note how important this result is.
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4. Given m  = 103.6, s = 8.75
(a) Z-score will be (120.05 - 103.6)/8.75 = 1.88

area to right of this is 0.0301, so multiply by 100 to get the percentage. Conclude that 
approximately 3 per cent of invoices will be over £120.05

(b)  Z-score will be (92.75 - 103.6)/8.75 =  -1.24 area to left of this is 0.1075, multiply by 100
Conclude that just under 11 per cent of invoices are likely to be below £92.75

(c)  Z-scores are X = 83.65, Z = (83.65 - 103.6)/8.75 = -2.28 
X = 117.6, Z = (117.6 - 103.6)/8.75 = 1.6
Area in two tails will be 0.0113 + 0.0548 = 0.0661, so area between is 1 - 0.0661 = 0.9339, 
or approximately 93.4 per cent

(d) Area to right of Z-score is 0.25, this gives Z = +0.67 (approx) the formula was 

Z = (X - m)/s

so X = m + Zs, here this gives X = 103.6 + 0.67 × 8.75 = 109.4625 So approximately 25 per 
cent of invoices are for more than £109.46

(e)  Area to right of Z will be 0.9, so area to left is 0.1, Z-score will be negative, and from tables 
gives Z = -1.28 so X = 103.6 - 1.28 × 8.75 = 92.4
So approximately 90 per cent of all invoices are for more than £92.40

chapter 12

answers to McQs

1. b

2. d

3. c

4. a

5. c

6. d

7. d

8. a

9. b

10. c

11. d

annotated exercise answers

1. m = 80 gm; s  = 5gm; n = 100
(i) Mean of the sampling distribution = m = 80 gm

Standard error = s/√n = 5/√100 = 0.5

(ii) x = 79gm. z = µ
σ

−








( )x

n

 = (79–80)/0.5

<( 79)P x  = 0.02275

2. m = £172; s  = £9 
Sample average = £180; gives z = (180 - 172)/(9/√10) = 8/2.846 = 2.81; area to right of  
z = 2.81 is 0.00248, or about 0.2 per cent
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4. Given the sample average and assumed values for the standard deviation, we can substitute to 
find the 95 per cent confidence intervals:

(i) ± ×

±

£

£ £

1796 1.96
500

50

1796 138.59

(ii) ± ×

±

€

£ £

1796 1.96 1000
50

1796 277.19

(iii) ± ×

±

£

£ £

1796 1.96 2000
50

1796 554.37

The greater variability (as seen with the larger values of the standard deviation) will produce a 
wider confidence interval.

chapter 13

answers to McQs

1. d

2. c

3. b

4. a

5. c

6. b

7. c

8. d

annotated exercise answers

1. You will increasingly find that computer software will provide much of the statistical 
analysis you are looking for. In this case, we only need to see whether the suggested value 
lies within the range produced by the confidence interval. Remember when hypothesis 
testing you should think about significance level. Also just looking at a confidence interval 
to see what is acceptable is no substitute for the proper construction of a hypothesis test.

H0 : m = 159
H1 : m ≠ 159

95 per cent Confidence Interval:
125.50 ± 31.76
93.74 ≤ m ≤ 157.26

In this case we can reject the null hypothesis. 
99 per cent Confidence Interval:

125.50 ± 41.80
83.70 ≤ m ≤ 167.30

In this case we cannot reject the null hypothesis.
The wider interval produced by the 99 per cent confidence interval makes it more likely that 
you will accept the null hypothesis, and is equivalent to using a significance level of 1 per cent.
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2. (a)  Given n = 36, mean = £435, standard deviation = £84, we can construct the following  
two-sided test:

 H0 : m = £400
 H1 : m ≠ £400

Using a significance level of 5 per cent, the critical value is 1.96 or –1.96
Using a significance level of 1 per cent, the critical value is 2.576 or –2.576
The test statistic is:

= − =435 400
84

36
2.50Z

The test statistic is greater than the critical value for the 5 per cent level but less than the 
critical value for the 1 per cent level. Therefore we reject the null hypothesis at the 5 per 
cent level but not at the 1 per cent level. 

(b)  Given n = 36, mean = £435, standard deviation = £84, we can construct the following   
one-sided test:

 H0 : m = £400
 H1 : m > £400

Using a significance level of 5 per cent, the critical value is +1.645
Using a significance level of 1 per cent, the critical value is +2.326
The test statistic remains at Z = 2.50
The test statistic is greater than both critical values and therefore we can reject the null 
hypothesis at the 5 per cent and at the 1 per cent level of significance.
You may have notice that using the same levels of significance, it is easier to reject the null 
hypothesis using a one-sided test.

4. Given n = 150, mean = £828, standard deviation = £183.13, we can construct the following test:
 H0 : m = £828
 H1 : m < £828

Using a significance level of 5 per cent, the one-sided critical value is -1.645 (look at the 
direction of H1).
The test statistic is:

= − = −828 850
183.13/ 150

1.47Z

The z value of -1.47 is less than the critical value of -1.645. We cannot reject H0 at the 5 per cent 
significance level and conclude that the population average earnings are not lower than £828.

chapter 14

answers to McQs

1. d

2. d

3. a

4. c

5. a

6. b

7. d
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annotated exercise answers

1. In this example, we are looking to see if there is a relationship between inspectors and test 
outcome. In this case we calculate the chi-squared statistic (as shown below) and compare with 
the critical value. The expected frequencies are shown in brackets; all are above five, so no need 
to combine adjacent cells.

H0: There is no association between inspectors and test outcome
H1: There is an association between inspectors and test outcome

  Test outcome

Accepted Rejected

Inspector A 75(72.58) 15(17.42)
Inspector B 83(81.45) 19(19.55)
Inspector C 92(87.10) 26(20.90)

250 60

The value of the chi-squared statistic is:

χ 2 = 1.98

Degrees of freedom = (3 - 1)(2 - 1) = 2 and the critical value at the 5 per cent significance 
level is 5.991. In this case, we would retain the null hypothesis, H0, and accept that there is not 
a relationship between the inspectors and the outcome of the tests i.e. the inspectors do not 
differ in the proportions of the items that they reject.

2. In this example, we are looking to see if there is a relationship between insurance group 
(categorical data) and number of claims. It is not unusual to produce a cross-tabulation from 
variables where different levels of measurement have been achieved. We again compare the 
calculated chi-squared statistic with a critical value. The expected frequencies are again all are 
above five, so no need to combine adjacent cells.

H0: There is no association between the two classifications
H1: There is an association between the two classifications

No. claims I II III IV

0 900(786.53)  2800(2769.95) 2100(2086.01) 800(957.51) 6600 
1 200(280.05) 950(986.27) 750(742.75) 450(340.93) 2350 
2 or more 50(83.42) 300(393.78) 200(221.24) 150(101.55) 700

1150 4050 3050 1400 9650

The value of the chi-squared statistic is:

χ 2 = 140.555

Degrees of freedom = (3 - 1)(4 - 1) = 6 and the critical value at the 5 per cent significance level 
is 12.592. On the basis of this result we reject the null hypothesis, H0, and accept that there is 
some relationship between insurance group and number of claims. We would need to do more 
work to try to establish what this relationship is.
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4. If there is no real difference between the lanes we would expect (on average) a uniform 
distribution of 250 cars per lane. The chi-square statistic is calculated by comparing the 
observed and expected frequencies:

Lane Observed (O) Expected (E) (O - E) (O - E)2

(O - E)
E

2

 

1 294 250 44 1936 7.744
2 276 250 26 676 2.704
3 238 250 -12 144 0.576
4 192 250 -58 3364 13.456

Total 24.48

H0 : There is no difference in lane preference
H1 : There is a difference in lane preference

The value of the chi-square statistic is:

χ 2 = 24.48

Degrees of freedom = 4 - 1 = 3 and the critical value at the 5 per cent significance level 
is 7.81.
In this case we can reject the null hypothesis and accept that there is a difference in lane 
preference.

chapter 15

answers to McQs

1. d

2. c

3. b

4. c

5. a

6. d

7. b

8. c

9. a

10. c

11. a

12. d

annotated exercise answers

1. The data is already ranked, so we find the differences and square the differences. The sum of 
squared differences and substitution is shown below:

= − ×
−

= −
×

= − = −1 6 128
8(64 1)

1 768
8 63

1 1.5238 0.5238rs
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This value suggests a relatively weak negative relationship.

2. We would again use Spearman’s coefficient of correlation given the ranked data. Again we can 
find the sum the squared differences.

x y d d 2

1 3 -2 4
2 8 -6 36
3 7 -4 16
4 5 -1 1
5 6 -1 1
6 1 5 25
7 4 3 9
8 2 6 36

128

x y d d 2

1 2 -1 1
4 6 -2 4
8 8 0 0
3 1 2 4
6 5 1 1
2 4 -2 4
5 7 -2 4
7 3 4 16

34

By substitution: 

= − ×
−

= − = − =1 6 34
8(64 1)

1 204
504

1 0.40476 0.59524rs

This value suggests a relatively weak positive relationship. 

4. The plot of y against x does show a very clear, non-liner relationship. We would expect an 
improvement in any measure of fit (we will use the correlation coefficient) if an appropriate 
transformation is made (refer to Figure 15.16).

Plot of y against x
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ExCEL has been used for the transformation and for the calculation of correlation:

x y log y

1 10 1.0000
2 10 1.0000
3 11 1.0414
4 12 1.0792
5 12 1.0792
6 13 1.1139
7 15 1.1761
8 18 1.2553
9 21 1.3222
10 25 1.3979
11 26 1.4150
12 29 1.4624
13 33 1.5185
14 39 1.5911
15 46 1.6628
16 60 1.7782
17 79 1.8976
18 88 1.9445
19 100 2.0000
20 130 2.1139

Correlation of y and x 0.8871
Coefficient of determination of y and x 0.7870
Correlation of log y and x 0.9849
Coefficient of determination of log y and x 0.9701

The expected improvement is shown in the correlation coefficient and the coefficient of 
determination.

chapter 16

answers to McQs

1. a

2. d

3. c

4. b

5. c

annotated exercise answers

1. We will use SPSS to derive the multiple regression model.
(a)  The scatter diagrams and the correlation coefficients for the four variables indicate that X2 

and X3 have a significant linear relationship with Y. It would also appear that none of the 
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577ANSWER SECTION

independent variables are related to each other, so unlikely that we will have a problem 
with multicollinearity.

Correlations

Y X1 X2 X3

Y Pearson Correlation 1 .007 .607* .756**
Sig. (2-tailed) .979 .016 .001

X1 Pearson Correlation .007 1 -.161 .136

Sig. (2-tailed) .979 .566 .630

X2 Pearson Correlation .607* -.161 1 .107

Sig. (2-tailed) .016 .566 .703

X3 Pearson Correlation .756** .136 .107 1

Sig. (2-tailed) .001 .630 .703

*. Correlation is significant at the 0.05 level (2-tailed).

**. Correlation is significant at the 0.01 level (2-tailed).

(b & c) A summary of the seven models is given in the following table:

Y
X

1
X

2
X

3

Y X1 X2 X3

Multiple Scatter diagrams 

Variables in the model R2 Adj-R2 Standard error of regression (Se) Significant Variables

X1 0 0 0.059 NS
X2 0.368 0.320 0.047 Sig.
X3 0.571 0.538 0.039 Sig.

X1, X2 0.380 0.276 0.049 X2

X1, X3 0.580 0.510 0.040 X3

X2, X3 0.851 0.826 0.024 X2, X3

X1, X2, X3 0.851 0.810 0.025 X2, X3
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578 ANSWER SECTION

The non-significance of X1 in all models confirms the lack of association between it and 
the dependent variable found in part (a). Nor does the presence of X1 in any of the multiple 
regression models make any impression on increasing the coefficient of determination or 
decreasing the standard error. The preferred model at this stage would be the X2, X3 model 
which is explaining 82.6 per cent of the variation in the dependent variable; a summary of the 
output is given below:

Model Summaryb

Model R R Square Adjusted R Square Std. Error of the Estimate Durbin-Watson

1 .922 .851 .826 .02379 1.121

Residuals Statisticsa

Minimum Maximum Mean Std. Deviation N

.2755 .4650 .3595 .05258 15
-.04380 .03409 .00000 .02203 15
-1.599 2.006 .000 1.000 15
-1.841 1.433 .000 .926 15

(b) Predictors: (Constant), X3, X2
(c) Dependent Variable: Y

ANOVAb

(a) Dependent Variable: Y

Model Sum of Squares df Mean Square F Sig.

1 Regression .039 2 .019 34.186 .000a

Residual .007 12 .001

Total .045 14

(a) Predictors: (Constant), X3, X2
(b) Dependent Variable: Y

Coefficientsa

Model
Unstandardized 
Coefficients

Standardized 
Coefficients Collinearity Statistics

B Std. Error Beta t Sig. Tolerance VIF

1 (Constant) -.118 .076 -1.556 .146
X2 .004 .001 .532 4.742 .000 .988 1.012
X3 .002 .000 .699 6.226 .000 .988 1.012

(a) Dependent Variable: Y

(a) Predictors: (Constant), X3, X2
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579ANSWER SECTION

The model is:

ŷ = –0.118 + 0.004X2 + 0.002X3

The Durbin-Watson statistic indicates that the test for presence of autocorrelation is 
inconclusive (for two independent variables and n = 15, dL = 0.95 and dU = 1.54. DW is between 
these two values). The Tolerance and associated VIF statistic indicate, as expected, that there is 
no multicollinearity between X2 and X3 (a tolerance of 0.2 (VIF = 5) is cause for concern and a 
value of 0.1 (VIF =10) indicates a serious collinearity problem).
(b) SPSS will, if instructed, provide predicted values of Y and standardized residuals. 

The distribution of the standardized residuals has a mean of zero and fall within two 
standard deviations which suggest that the residuals distribution is Normal.
Investigation of the standardized residuals is shown in the following scatter diagrams:
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Scatter diagrams of standardized residuals

Although we only have a small amount of data, the residual scatter diagrams does appear 
to have a pattern rather than a random scatter of points. This is especially so for the plot 
for the estimates of Y and for X2. In these two cases the standardized residuals decrease 
as the values for estimated Y and X2 increase i.e. the variance in the model decreases 
and indicates the presence of heteroskedasticity. To eliminate it we would need to find 
transformation for either Y or X2 or both.
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580 ANSWER SECTION

2. Looking at the data you will see that X1 is twice the size of X2 (they are not independent 
variables but perfectly correlated). Constructing the correlation matrix gives this result, i.e. 
perfect multicollinearity between X1 and X2:

Y X1 X2 X3

Y 1
X1 0.987182 1
X2 0.987182 1 1
X3 0.971123 0.97944 0.97944 1

Consequently we use either X1 or X2 in the model, but not both. In addition you should 
also notice that there is a very high correlation between X3 and X1 (and X2). However, 
running the model with X2 and X3 you should get something like the following (using 
ExCEL):

Regression statistics 
Multiple R 0.987406
R square 0.97497
Adjusted R square 0.967819
Standard error 36.94648
Observations 10

ANOVA df SS MS F Significance F

Regression 2 372204.7 186102.4 136.3345 2.48E-06
Residual 7 9555.295 1365.042
Total 9 381760

Coefficients Standard error t Stat P-value Lower 95% Upper 95%

Intercept -283.5116 110.7942 -2.558903 0.037612 -545.4982 -21.52513
X2 16.49377 5.522925 2.986419 0.020329 3.434137 29.5534
X3 7.082882 20.1632 0.351278 0.735716 -40.59549 54.76125

This two variable model indicates that X3 is not significant, although the model itself 
is explaining 96.8 per cent of the variability of Y. Running the model with just X2 or X3 
gives, respectively, 97.1 per cent and 93.6 per cent explanation. Given the likelihood of 
multicollinearity between X2 and X3, the model to use would be the one-variable model using 
the independent variable X2.

60193_19_Answer_p552-586.indd   580 12/10/12   6:07 PM



581ANSWER SECTION

4. (a) ExCEL output for this data is:

Regression statistics
Multiple R 0.877079
R square 0.769268
Adjusted R square 0.726006
Standard error 3.537964
Observations 20

ANOVA df SS MS F Significance F

Regression   3 667.725 222.575 17.78155 2.39E-05
Residual 16 200.275 12.51719
Total 19 868

Coefficients St. Error t Stat P-value Lower 95% Upper 95%

Intercept 4.70536   2.590996    1.816044    0.088148 -0.787301 10.19803
Education 1.72757 0.457966 3.772262 0.001668 0.756724 2.698414
In post     1.13302    0.3282    3.452235    0.003278   0.437271    1.828776
Prev jobs     0.98572    0.690694    1.427148    0.172762 -0.478483    2.449927

Therefore the regression equation is:

ŷ = 4.71 + 1.73x1 + 1.13x2 + 0.99x3
Where y = income

x1 = years in post 16 education
x2 = years in post
x3 = number of previous jobs

(b)  There is a significant correlation between the variables (F-test) and fairly strong overall adjusted 
R2 of 72.6 per cent. The t-statistics show that Years of Education and Years in Post are significant 
variables, the intercept passes the t-test at the 10 per cent level, but Number of previous jobs is 
not significant. We can look for multicollinearity by viewing the correlation matrix:

Income         1    
Education  0.741708         1   
In post 0.735556 0.474809        1
Prev jobs  0.223968  0.008835  0.099237  1

This shows no evidence of multicollinearity.
There may well be a specification error, since Number of previous jobs has been included, 
and has a low correlation with Income, but other variables have been excluded. These 
might include, industry sector of employment, age, type of business (e.g. self-employed, 
SME, multinational), etc.

(c)  The model may give a guide to the sort of salary that clients could expect to earn, but does 
not act a substitute for in-depth industry specific knowledge.

(d)  Other variables might include:
•   industry sector of employment
•  age
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582 ANSWER SECTION

•  type of business (e.g. self-employed, SME, multinational)
•  sex
•  region
•  country.

chapter 17

answers to McQs

1. d

2. b

3. d

4. c

5. d

6. a

7. b

8. d

annotated exercise answers

1. (a & b) The graph below shows the shift figures and the three point moving average trend:

Over the three days the output of all three shifts increases. There is a difference between the 
shifts with output on the day shift the highest and on the evening shift the lowest. The table 
below shows the determination of the moving average trend, the seasonal differences using the 
multiplicative model and the extrapolation of the trend. The extrapolation has been determined 
by finding the average rise of the moving average trend over the last three time points (= 23 per 
time point).
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583ANSWER SECTION

Day Shift Time Output 3 point MA A/T Extended trend

1 E 1 22

D 2 70   44 1.591

L 3 40   77 0.519

2 E 4 121 119 1.017

D 5 196 134 1.463

L 6 85 167 0.509

3 E 7 220 209 1.053

D 8 322 224 1.438

L 9 130 247 
( = 224 + 23)

4 E 10 270

D 11 293
L 12 316

The following table has been used to estimate the seasonal effects (Part c). They do not sum to 
three but the difference (3.046) can be considered small.

Day E D L

1 1.591 0.519
2 1.017 1.463 0.509
3 1.053 1.438
Total 2.069 4.491 1.028 Sum
Seasonal effect 1.035 1.497 0.514 3.046

(d)  The predictions for day four takes the projected trend and multiplies this by the seasonal 
component:

Day Shift Projected trend Seasonal Prediction

4 E 270 1.035 279
D 293 1.497 439
L 316 0.514 162

2. (a), (b) & (c)  The graph below shows the quarterly figures (Part a) and the centred four-point 
moving-average trend (Part b).
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584 ANSWER SECTION

The table below shows the determination of the centred moving average trend, the seasonal 
differences using the additive model and the extrapolation of trend.

Year Quarter Time Activity level MA trend A-T Extended trend

1 1 1 105
2 2   99
3 3   90 101.75 -11.75
4 4 110 103.13 6.88

2 1 5 111 104.13 6.88
2 6 104 105.63 -1.63
3 7   93 107.63 -14.63
4 8 119 109.13 9.88

3 1 9 118 110.13 7.88
2 10 109 111.50 -2.50
3 11   96 113.50 -17.50
4 12 127 115.25 11.75

4 1 13 126 116.50 9.50
2 14 115 118.00 -3.00
3 15 100 120.0
4 16 135 121.3

5 1 17 123.2
2 18 125.3
3 19 127.1
4 20 128.7

The following table has been used to estimate the seasonal effects (Part c). They do not add to 0 
but the difference (0.583) can be considered small.

Year Q1 Q2    Q3 Q4

1 -11.75 6.88
2 6.88 -1.63 -14.63 9.88
3 7.88 -2.50 -17.50 11.75
4 9.50 -3.00
Total 24.25 -7.13 -43.88 28.50 Sum
Seasonal effect 8.08 -2.38 -14.63 9.50 0.58

The graph used to get predicted moving average trend:
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585ANSWER SECTION

(d)  The prediction for year five takes the projected trend value and makes a seasonal 
adjustment.
Given the original figures on activity level, we could further round the prediction to the 
nearest whole number.

Year Quarter Projected trend values Seasonal Prediction

5 1 123.2 8.08 131.3
2 125.3 -2.38 122.9
3 127.1 -14.63 112.5
4 128.7 9.50 138.2

(e)  Reservations would always include the extrapolation of trend (how can we know things 
will continue in the same way in year five) and in this case the fact that the additive 
seasonal differences are increasing over time; suggesting that the additive model is not a 
particularly good fit to the data.

4. (a)  The graph is shown below with the addition of the regression line (using trendline from 
the Chart menu in ExCEL).
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(b)  Letting x = 1 for Year 1 and Quarter 1, x = 2 for Year 1 and Quarter 2 and so on, we get the 
regression line:

y = 11.325 + 1.3x

Try getting this result from ExCEL.
(c) & (d) The spreadsheet extract below shows the determination of the seasonal factor and 
prediction. No adjustment was made to the seasonal factors as the sum (3.99) was sufficiently 
close to four.
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Year Qtr Calls x Trend A/T Prediction

1 1 20 1 12.63 1.58
2 10 2 13.93 0.72
3   4 3 15.23 0.26
4 11 4 16.53 0.67

2 1 33 5 17.83 1.85
2 17 6 19.13 0.89
3   9 7 20.43 0.44
4 18 8 21.73 0.83

3 1 45 9 23.03 1.95
2 23 10 24.33 0.95
3 11 11 25.63 0.43
4 25 12 26.93 0.93

4 1 60 13 28.23 2.13
2 30 14 29.53 1.02
3 13 15 30.83 0.42
4 29 16 32.13 0.90

5 1 17 33.43 62.80
2 18 34.73 30.98
3 19 36.03 14.00
4 20 37.33 31.03

6 1 21 38.63 72.57
2 22 39.93 35.62
3 23 41.23 16.02
4 24 42.53 35.35

Year Q1 Q2 Q3 Q4

1 1.58 0.72 0.26 0.67
2 1.85 0.89 0.44 0.83
3 1.95 0.95 0.43 0.93
4 2.13 1.02 0.42 0.90
Total 7.52 3.57 1.55 3.33
Average 1.88 0.89 0.39 0.83 Sum = 3.99
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5Ws and H technique Who, what, where, when, 
why and how -a problem-solving technique

Additive model A model that adds together the 
effects of the included variables

Adjusted R2 Coefficient of determination adjusted 
for the number of explanatory variables in 
a multiple regression model. It provides an 
unbiased estimated of the model’s explained 
variance.

Algebra Uses letters to represent amounts or 
quantities which could be money, weight, 
people or whatever. Algebra allows us to 
develop formulae, or general statements about 
relationships between things

Alternative hypothesis Used in significance 
testing to represent everything but the Null 
Hypothesis

Analytical Solved by analysis typically with the use 
of mathematics

Analysis of   Variance (ANOVA) In its simplest 
form ANOVA generalizes the t-test to test for the 
difference between three or more means

Annual percentage rate (APR) Interest rate per 
year

Annuity Fixed sum to give regular payments
Arithmetic mean Simple average
Arithmetic progression Series where there is a 

common difference between terms
Assumption Things accepted as true for a 

particular problem
Autocorrelation The errors are not independent

Bar chart Chart where bars are equal width and 
length represents frequency 

Base year Starting point for an index number, given 
the value of 100 

Base-weighted index Refers to index series, 
Laspeyres, where base year weights are used 
throughout the calculations 

Basket of goods The items included in an index 
number 

Bayes’ Theorem The probability of a prior event 
given the known outcome of a subsequent 
event 

BEDMAS A mnemonic to help you remember the 
order of doing things – Brackets, Exponentiation, 
Division, Multiplication, Addition, Subtraction 

Bias An outcome which does not represent the 
population. An estimate that is consistently too 
high or too low 

Binomial distribution Probability distribution 
where each event has only two identified 
outcomes and events are independent 

Bivariate relationship Pairs of data values 
Box plot A graphical illustration of the spread of a 

variables data about the median. Also known as a 
box and whisker plot.

Breakeven analysis Making zero profit, where total 
revenue just equals total cost

Cardinal Measured quantities
Categorical data Data which can only be classified or 

put into groups, for example, eye colour or gender 

587

GLOSSARY
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588 GLOSSARY

Cause and effect A proven relationship. Being 
correlated is not sufficient evidence but can be 
suggestive of a relationship 

Census Includes all of the population 
Central Limit Theorem Key concept in sampling 

theory which states that if many samples are 
taken from a distribution the distribution of 
their sample means will tend toward a Normal 
distribution 

Centring Placing an observation opposite the 
centre of the group to which it refers 

Chance A measurable probability that something 
happens 

Chi-squared test A non-parametric significance 
test, much used in questionnaire analysis 

Clustered bar chart A bar chart that represents 
the categories of one variable broken down into 
categories of another variable

Cluster sample Groups which are heterogeneous 
within but homogeneous between themselves 
are identified and one or a small number are 
taken to represent the population 

Coefficient of correlation A measure of 
association that lies between −1 and +1 

Coefficient of determination The squared value of 
correlation. Can be corrected for bias. Gives the 
percentage of explained variation 

Coefficient of skewness  3(mean-
median)/’standard deviation 

Coefficient of variation Standard deviation as a 
percentage of the mean 

Combinations In probability, the number of ways 
of selecting r items from a sample of n items  
nCr 

Component bar chart Bar chart where each bar 
represents two or more sub-divisions of the data 

Compound interest Interest is gained on the lump 
sum plus on previously paid interest 

Conditional probability The probability of one 
event given that another has already happened. 
Represented by P(A|B)

Confidence interval Interval about a sample 
parameter in which we estimate the true 
population parameter to lie with a particular 
probability, typically 95 per cent 

Constant Something which does not change, a 
horizontal line on a graph 

Continuous Takes any value, including fractional 
or proportionate values, for example, 6.0, 6.04. 
6.037

Contribution The difference between selling 
price and variable cost of one item – used in 
determining the breakeven level of production 

Convenience sample Sample selected by ease of 
identification and contact 

Coordinates On a graph the pair of x, y values that 
define a point

Correlation A measure of relationship between 
two variables 

CPI Consumer Price Index, currently the main 
measure of price changes of consumer goods 
and services purchased in the UK 

Critical value The cut-off value in a significance 
test, usually found from tables

Cross-tabulation A table giving the frequency 
counts of one variable against another

Cubic function Equation where one variable is 
raised to the power 3 

Cumulative frequency The number of items with a 
given value of less 

Cyclical factors Longer-term regular fluctuation 
which may take several years to complete

Data Recordings of observations and measurement
Decision tree Graphical representation of probabilities 

and expected values to aid decision-making
Deductive Arguing from theory or logic
Degrees of freedom A factor in significance tests 

which reduces as the number of estimated 
parameters increases

Dependent event In probability, where the outcome 
of one event affects the outcome of another

Dependent variable Variable we are seeking to 
explain by a model

Depreciation Reduction of current value of future 
money receipts

Deterministic Where the outcome of cause and 
effect is known with certainty

Diaries Respondents are asked to record their 
activities or behaviour over a period of time

Discount factor Used in investment appraisal to 
find current time value of money

Discrete Takes whole number (integer) values, for 
example, number of children in a family

Dispersion Measures of variability on the data
Dummy variable A variable where the actual values 

are not being used but rather a representation, 
like 1, 2, 3 for successive years

Durbin-Watson A test for autocorrelation – a 
relationship between the error terms
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Equally likely Things with equal probabilities
Error bar plot A graph representing confidence 

intervals 
Estimator Sample statistic used to estimate 

population parameter 
Event In probability a set of outcomes to which a 

probability is assigned
Expected monetary value (EMV) The average 

amount of money subject to probability 
Expected value (EV) An amount multiplied by its 

probability, a bit like an average or what might 
happen over a long period of time 

Expenditure and Food Survey (EFS) a survey of 
household which, among other things, provided 
data for the weights in the RPI and CPI. The 
survey was replaced in January 2008 by the 
Living Costs and Food Survey (LCF)

Experiment In probability, a process which results 
in an outcome. Also termed a trial

Expectation The mean of a probability distribution
Exponentiation Raising a number, or a letter to 

a power, which could be a whole number or a 
fraction or a negative number. The number is 
called an exponent 

Exploratory Data Analysis (EDA) An approach to 
analyzing data sets using graphics and statistics 
to reveal the main characteristics of the data

Extrapolation Prediction outside the bounds of the 
original data set

Feasibility Can deliver within time and cost 
constraints 

Finite population correction factor Correction 
to calculation when a large proportion of the 
population is included in the sample 

First quartile Data value a quarter of the way 
through the data when data is arranged in order. 
Also known as the lower quartile Q1

Five figure summary The sample statistics 
associated with the maximum, lower quartile, 
medium, upper quartile and maximum values. 
These provide the basis of a box plot

Fixed cost A cost incurred whether or not any 
production takes place, for example, the rent on 
buildings 

Frequency The number of times a value occurs, 
brought together into a frequency table 

Frequency curve A smoothed curve derived by 
joining the mid-points of the class frequencies of 
a histogram

Function An expression of an algebraic relationship 
as an equation

Geometric mean The nth root of the product of n 
numbers 

Geometric progression Series where there is a 
common ratio between terms

Harmonic mean The reciprocal of the arithmetic 
mean of the reciprocals of the data 

Heteroskedasticity Describes an increasing or 
decreasing level of variability within the model 

Histogram Chart where bars may be of varying 
widths and their areas represent the  
frequencies 

Homoskedasticity Describes a constant level of 
variability within a model

Hypotheses Testable ideas or propositions 
Hypothesis test A significance test

Incremental payments Saving and buying 
schemes where amounts are paid on a regular 
basis, e.g. a mortgage 

Independent events Events where the outcome of 
one event has no effect on the probability of the 
other event occurring 

Independent variable Variable thought to be 
responsible for the change in a model

Index number Used to make comparisons back to 
a base year, can be used to amalgamate many 
items into one index, most famous are the 
Consumer Prices Index and the Retail Prices  
Index 

Inductive Collect evidence and draw general 
conclusions 

Inference Taking information from one group of 
interest, usually a survey, and trying to make 
a statement about another group of interest, 
usually the population 

Information Data arranged in a meaningful way 
informs the user 

Intercept The point where a graph cuts the y-axis, 
in a linear function, the value of ‘a’ also used in 
regression 

Internal rate of return Discount rate to give a net 
present value of zero 

Interpolation Prediction within the bounds of the 
original data set 

Interval data An ordered scale where differences 
are meaningful 
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Interval estimate Sample mean plus and minus the 
sampling error 

IWWM In what way might . . .? a problem-solving 
technique

Judgemental sampling Sample selected by the 
researcher to serve a particular purpose

Laspeyres index A base weighted index series 
Linear Straight line 
Linear function A straight line, as in y = a + bx 

Equation where no terms are raised to a power 
Linear regression A mathematical technique to fit 

a straight line through the data 
Living Costs and Food Survey (LCF) collects 

information on spending patterns and the cost 
of living that reflects household budgets across 
the country. The primary uses of the survey are 
to provide information about spending patterns 
for the Consumer Price Indices and Retail Prices 
Indices, and about food consumption  
and nutrition 

Logarithm of a number is the exponent by which 
another fixed value, the base, has to be raised to 
produce that number: if y = b x then logb(y) = x

Longitudinal studies Following a particular group 
of individuals over a very long period, maybe  
50 years 

Lorenz curve Graph used to show equality or 
otherwise of income and wealth distribution

Lower quartile Gives the value one-quarter of the 
way through an ordered set of data. Also known 
as the first quartile Q1

Mann-Whitney U test A non-parametric test for 
differences between two samples 

Matched pairs A significance test where the two 
samples are related in such a way that we may 
pair the observations 

Matrix Rectangular array of numbers 
Mean The mean is calculated by adding the given 

values together and dividing by the number of 
values. Simple average 

Mean error Average error – the averaged difference 
between the actual and forecast values 

Mean squared error The averaged squared error 
(difference between the actual and forecast value) 

Median Value of the middle item when items 
are arranged in ascending or descending order. 
Sometimes termed the second quartile Q2

Methodology An approach to the research 
Mid-point The half way point of a given range 
Modal class The range of values containing the 

mode 
Mode Most frequently occurring value 
Model A representation of a situation 
Moving average An average is calculated for a 

period of time. As data is added, the period 
moves forward by one increment and the 
average is again calculated 

Multicollinearity In regression analysis refers to 
how independent variables are related together 
(interrelatedness) 

Multiple regression The use of two or more 
predictor (x ) variables 

Multiplicative model A model that multiples 
together the effects of the included variables 

Multistage design Sampling using a series of 
stages 

Mutually exclusive events Events which cannot 
occur together

Naïve forecast We predict no change – the figures 
achieved this period provide the forecast for the 
next

Net Present Value (NPV) Method of finding current 
value of a projected series of future cash flows 
to evaluate a project and hence choose between 
competing projects

Nominal Taken at face value
Nominal data Data put into classifications or 

categories
Non-linear function A curved line, as in y = a + bx2. 

An equation where terms are raised to a power
Non-mutually exclusive events Events which can 

occur together
Non-parametric test A significance test where  

the pattern rather than a parameter is tested.  
No need to calculate a parameter like the  
mean

Non-participant observation Watching and 
recording data without interacting with the 
participants

Non-probability methods A sample where 
individuals have no calculable chance of selection 
and usually the final selection is left to the 
interviewer, or people volunteer

Non-response Failure or non-inclusion in the survey
Normal distribution Probability distribution where 

individual outcomes are affected by many factors, 
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none of which dominates. A key distribution in 
sampling theory

Null hypothesis A statement assumed true while a 
significance test is carried out

Observation Watching and recording behaviour 
Ogive A graph of cumulative frequency 
On average In probability the long run outcome
Online questionnaire A questionnaire 

administrated via the internet 
Online survey A survey conducted via the internet
One-sided test A significance test where the 

direction of difference from the parameter is 
predicted 

Open-ended question The respondent is allowed 
to say anything they wish 

Operational definition Definition of terms, to be 
used during the conduct of a survey 

Ordinal data When it is possible to rank order the 
data or categories

Origin Represents the point where both X and Y 
are zero on a graph and is where the two (or 
more) axes cross 

p-value Used in significance testing. It provides the 
probability of obtaining a test statistic at least as 
extreme as the one determined for the test. If it 
is equal to or less than the significance level then 
we can reject the null hypothesis

Paasche Index A current weighted index series 
Panel survey Asking the same group questions on 

a series of occasions 
Parameter(s) Value fixed for the particular problem 
Parametric Tests A group of statistical significance 

tests where a sample statistic is obtained 
to estimate the population parameter. The 
estimation process involves a sample, a sampling 
distribution, and a population. 

Participant observation Watching and recording 
data through participating fully in the lives and 
activities of the research subjects. The observer 
thus becomes a member of the subjects’ group 
or organization

Payback Amount of time it takes to recoup the 
initial investment 

Percentage A value that is expressed as ‘out of 100’
Percentage change Looking at the increase, or 

decrease from some starting point expressed 
as a percentage; they are the basis for index 
numbers, but are also used in comparing sets of 

data, especially if the units of measurement in 
the two sets are different 

Percentile Data value a given percentage of the way 
through the data when data is arranged in order

Pictogram Diagram where a relevant picture or 
cartoon is used to represent the size of the data

Pie chart A circle divided in proportion to amounts 
of data

Pilot survey A small-scale survey to test the 
sample design and the questionnaire

Point estimate Sample statistic as estimate of 
population parameter

Poisson distribution Probability distribution based 
on a known average with (usually) long tail on 
right

Polynomial In mathematics an expression (or 
function) of a finite number of terms whose 
variables are raised to non-negative powers, as in 
3 + 2x + x 2. In general terms it can be expressed 
as a0 + a1x + a2x 2 + …. + anx n where a0, a1 . . . an are 
constant coefficients

Population All persons, items or organizations of 
interest (that meet the criteria for the survey)

Population parameter A quantity or statistical 
measure that, for a given population, is fixed

Postal survey The collection of data using postal 
methods

Post-stratification The retrospective use of 
information to classify sample structure

Powers Tell us how many times the number is 
multiplied together, also known as exponentiation

Pre-coded questions The acceptable answers are 
specified with the question and the respondent 
chooses one of these

Present value Current value of a future sum
Primary data Data collected for the first time to 

meet the needs of the user
Probability The chance of an event
Probabilistic Relating to, or based on probability
Probability distribution The function that 

describes the probability of a random variable 
taking certain values. The function can be used 
to form a graph, such as the graph of the Normal 
probability distribution.

Probability sampling A survey where everyone 
has a calculable chance of selection

Probability tree Graphical representation of a set 
of probability relationships

Purposive sample Sample selected by the 
researcher to serve a particular purpose
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Quadratic function Equation where one variable is 
raised to the power two 

Qualitative An approach to research that uses 
observations and cases but is not numeric

Quantitative An approach to research using numbers 
Quartile deviation Average difference of quartiles 

from the median 
Questionnaire A list of questions to ask an 

interviewee 
Quota sample Groups identified in the population 

are represented in their correct proportions in the 
sample design

Random The outcome cannot be predetermined 
can only be described in terms of probability 

Random factors Events or effects that cannot be 
predicted with certainty but can impact on the 
data 

Random sample Every member of the relevant 
population has a known chance of selection

Range The difference between the largest and 
smallest values 

Rank correlation The association between 
variables given in the range –1 to +1 where 
ranking rather than higher level measurement  
is used 

Ranking Ordering by value. Also referred to as rank 
order

Rating scale A set of ordered numbered categories 
designed to elicit information about an attribute 
or item. A common examples is the Likert scale 
in which a person selects the number which is 
considered to reflect the perceived quality of a 
product

Ratio data Interval data with a meaningful zero 
Raw data The data as it is collected and before any 

manipulation 
Real Gives actual purchasing power 
Real roots The values that satisfy an equation (or 

function) such that f (x) = 0. Graphically, if the 
graph of the function does not cross the x  -axis 
then the function has no real roots

Rebased Moving the base year of an index series, 
often to time align two or more series for 
comparative purposes 

Regression A predictive mathematical relationship 
between pairs of data 

Relative frequency definition In probability, 
conducting an experiment to determine a 
probability 

Reliability Can the results be repeated 
Residual error The difference between an actual 

value and an estimate (or prediction) of that 
value

Roots The values of x where a function crosses the 
x  -axis – a quadratic has two roots, a cubic three 
roots and so on 

RPI Retail Prices Index formally the main measure 
of prices changes in the UK 

Runs test A non-parametric significance test for 
randomness

Sample A selection from the population
Sample space A list of all possible mutually 

exclusive outcomes from an experiment or trial 
Sample statistic A value derived from a sample 

that is used for estimating a population 
parameter

Sample with replacement Where each one 
selected for the sample from the population is put 
back before the next sample member is selected 

Sample without replacement Where each one 
selected for the sample from the population is 
not put back before the next sample member is 
selected 

Sampling distribution A distribution, or probability 
distribution, obtained from a large number of 
random samples taken from a population

Sampling error Small interval added and 
subtracted from the mean to get interval 
estimate 

Sampling frame List of relevant population from 
which to draw a sample 

Sampling theory A body of theory that applies 
probability and mathematics to sampling 
techniques

Scatter diagram Graphical representation of 
showing one variable (y) plotted against another 
(x). Also referred to as a scatter plot or scatter-gram

Scoring model A framework where various options 
are given values (scores) and these are combined 
to give a total which is then used for option 
comparison 

Seasonal adjustment Changing the time series 
data to reflect the know seasonal pattern 

Seasonal factors Variations in a time series 
associated with a particular period of time, say a 
quarter, or a month 

Secondary data Data collected for another purpose 
which also finds application in the current research 
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Selection bias Systematic error due to a non-
random sample of a population, causing some 
members of the population to be less likely to be 
included than others, resulting in a biased sample  

Sequence A patterned list 
Sequential sample A process of continuing to 

select until requirements are met 
Series A list of numbers following a particular rule 

or law 
Significance Cannot be explained by chance (at a 

given level of probability) 
Significance level The chance that you will reject 

the null hypothesis when it is correct, often set at 
5 per cent or 1 per cent 

Significance test Statistical test of an hypothesis 
Simple event A single outcome from an 

experiment or trial
Simple interest The same interest is paid each 

year on the same sum 
Simple random sample A sample where everyone 

has an equal chance of selection 
Simple regression model A regression model 

based on only one independent variable
Simulation A modelling of a situation that typically 

allows experimentation 
Simulation models Frameworks to imitate situations 

of interest. Typically involve the use of equations 
and experimentation to study how things work 

Simultaneous equations Two or more equation 
which are true at the same time, and usually 
you need to find the values of x and y where 
this happens, often needed in solving linear 
programming problems 

Sinking fund A savings fund 
Slope The value of ‘b’ in a linear function, also used 

in regression 
Smoothing constant The value of a from the 

exponential series 
Snowball sampling Sample built up by tracking 

and tracing potential respondents 
Specification The selection of appropriate 

variables 
Spurious correlation A mathematical association 

with no meaning in reality. High correlation by 
chance 

Standard deviation Square root of the average 
difference of values from the mean. Used with 
the mean 

Standard error Standard deviation of the sampling 
distribution 

Standard error of the regression The estimate of 
the standard deviation of the regression model’s 
residual error

Standard Normal distribution A Normal 
Distribution where the mean is zero and the 
standard deviation is one. Forms the basis for all 
Normal distribution tables of areas 

Statistic A descriptive number derived from a 
sample

Statistical inference An objective way of 
generalizing from a survey to the population 

Status variable One that defines the model, e.g. 
type of industry 

Stem-and-leaf Structure built up using the most 
significant digits, used in Exploratory Data 
Analysis 

Stochastic model Where probability affects the 
outcome and so we cannot be certain of the 
result of an event 

Stratification A sampling method where different 
heterogeneous groups are identified before the 
sample is selected and each is sampled 

Subjective probabilities Probabilities found  
by questioning people, rather than by  
calculation

Systematic sample The selection of a sample by 
an interval method

Tabulation Organizing the raw data into tables 
t-distribution A probability distribution used with 

small samples 
Telephone interview An interview where a 

respondent gives answers to questions over the 
telephone

Test statistic A value derived from a hypothesis 
test and used to test a hypothesis 

Third quartile Data value three quarters of the way 
through the data when data is arranged in order. 
Also called the upper quartile Q

3

Time series Data collected over time, usually at 
specific intervals and shown graphically as a plot 
against time 

Time value of money Current value of future 
money receipts 

Tolerance In regression analysis a statistical 
measure to assess mulicollinearity. It is related to 
the Variance Inflation Factor (VIF) and equals  
1/VIF

Total cost All costs incurred by the firm, usually 
seen as fixed cost plus variable cost 
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Total revenue All of the income to a company, in 
a simple case, just price times the number of 
items sold 

Tracking coefficient The value of a from the 
exponential series 

Trend The general movement or direction in the 
data 

Turning point Value of X where a function changes 
direction 

Two-sided test A significance test where the 
direction of difference from the parameter is not 
predicted 

Type I error Rejecting the Null Hypothesis when it 
is true

Type II error Failure to reject the Null Hypothesis 
when it is false

Uniform distribution Probability distribution where 
all outcomes are equally likely 

Upper quartile Gives the value three-quarters of 
the way through an ordered set of data. Also 
known as the third quartile Q3

Validity In sampling, are the results representative 
of the population. In measurement, does the 
chosen variable measure what we want to 
measure

Variable A quantity or characteristic within the 
problem context that can change

Variable cost Costs which are incurred as a result 
of production and which change with the level 
of production, for example, the cost of raw 
materials

Variance Average difference of values from the 
mean. Square of standard deviation. Used in 
sampling theory

Variance Inflation Factor (VIF) In regression 
analysis a statistical measure of multicollinearity

Venn diagram A diagram, usually overlapping 
circles, that show how different classes (or sets) 
of things relate to each other

Weight Measure of relative importance 
Wilcoxon test A non-parametric significance test 

for matched pairs

X on Y Regression line for predicting X values

Y on X Regression line for predicting Y values 
Yield Alternative name for internal rate of return

Z-score A value from the X axis of a Standard 
Normal Distribution. Also known as a Z-value
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Measures of Spread (Chapter 7)
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Index Numbers (Chapter 8)
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P
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0
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P
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Σ
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P
nAverage price relative index 1 100
0
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Probability (Chapter 9 – 11)

Mutually exclusive events:
P (A or B) = P (A) + P (B)

P (A and B) = 0

Non mutually exclusive events:
P (A or B) = P (A) + P (B) − P (A and B)

Independent events:
P (A and B) = P (A) × P (B)

Conditional events:
P (A and B) = P (A) × P(B|A)

Bayes’ probability:

P A X P X A P A
P X A P A

i
i i

i ii

i n∑
=

=

=( | ) ( | ) ( )
( | ) ( )

1

Expected outcome:

E[X] = S (x P(x)
and Sd[X] = √( Σ(x2*P(x)) − {E[ X }2)
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Combinations: 
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Binomial probability: P(X = r) = nCr p r q(n − r)

Poisson probability: P(X = x) = (λxe −λ/x!)

Standardised Normal variate:
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σ

= −

Samples, Estimation and Confidence Intervals (Chapter 12)

Unbiased point estimate of the mean:
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Unbiased point estimate of the st.deviation:
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Significance Tests (Chapters 13 – 14)
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Degrees of freedom for contingency tables:
υ = (r − 1) × (c − 1)

MannWhitneyU test T S n n= − +- : ( 1)
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Wilcoxon test:
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Correlation and Regression Analysis (Chapters 15)
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addition 3
additive model 509–10, 587
adjusted R2 472–3, 587
algebra 9–14, 587
alternative hypothesis 371, 587
Analysis of Variance (ANOVA) 392, 587
analytical 78, 587
annual percentage rate (APR) 50–2, 587
annuity 47–9, 587
area between two Z values 311–12
area in a tail 311
arithmetic mean 175, 587
arithmetic progression 16–17, 587
association 402–10
assumption 11, 75, 587
autocorrelation 480, 486–7, 587
average 193–4
average price relatives index 230–1
average propensity to consume (APC) 458
axioms of probability 257

bar charts 147–50, 587
base year 224, 587
base-weighted index 231–2, 587
basket of goods 225, 587
Bayes’ theorem 274–6
BEDMAS 5, 587
bias 91, 99, 587

selection 113–14
binomial 286–90, 411–14
binomial distribution 286–301, 587
binomial model statistical evaluation 

295–6
bivariate relationships 437, 587
box plot 210–12, 587
brackets 5

breakeven analysis 11, 587
building cycle 513
business cycle 513
business significance 218

cardinal 587
Carroll imitations 251, 264, 271, 277, 294, 

297, 314, 315–16
categorical data 79, 137–8, 147–56, 587
cause and effect 436, 437–9, 588
census 92, 98–9, 588
central limit theorem 335–7, 588
centring 503, 588
chance 253, 588
chi-square distribution 320
chi-squared tests 402–16, 588
cluster sampling 112, 588
clustered bar chart 148, 588
clustering algorithms 216
coefficient 20
coefficient of correlation 440, 588
coefficient of determination 445–6, 588
coefficient of skewness 214, 588
coefficient of variation 213–14, 588
combination 290–3, 588
combination of variables 314–16
component bar chart 148, 588
compound interest 33, 34–5, 588
computer software 138
computer-based modelling 77–8
conditional probability 263–4, 588
confidence interval 340–4, 361–2, 588

difference of means 351
difference of percentages 351–2
population percentage 347–8
significance testing 368–70
tabulated survey data 343–4

constant 20, 588
Consumer Price Index (CPI) 66, 223, 

236–41, 588
consumer risk 382
continuous 80, 588
continuous data 138

correlation 442–5
continuous distribution 283
contribution 12–13, 588
convenience sampling 116, 588
coordinates 19, 588
correlation 432, 433, 435–7, 462, 588

cause and effect relationships 437–40
coefficient 440
continuous data 442–5
rank 441–2
significance 446–7
spurious 438–9

country 519
critical value 371, 588
cross-tabulation 146–7, 588
cubic function 31, 588
cumulative binomial probabilities 533
cumulative frequencies 167, 588
cumulative poisson probabilities 534
current cost accounting (CCA) 241
cyclical factors 498, 513–14, 588

data 59–60, 79, 84, 588
description 135–8
lack of 482, 487
points 451

data management 90–4, 101–2
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internet sources 96–7
market research 100–1
published sources 94–6
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data presentation 139–40, 168
categorical data 147–56
continuous data 156–61
graphical representation 161–8
raw data 140–1
tabulation 141–7

decimals 6–7
decision tree 271–3, 588
declining balance method 37–8
deductive 72, 588
degrees of freedom 356–8, 404–10, 588
denominator 7
dependent event 263, 588
dependent variable 166, 477–8, 588
depreciation 36–8, 588
descriptive statistics 138
deterministic 75, 76, 436, 588
diaries 119, 588
directory 97
discount factors 39, 588
discounted cash flow 41
discrete data 80, 588
discrete probability distributions 282–302
dispersion 200, 588

displaying 210–12
relative measures 213–15

division 4
domain of the function 20
dummy variable 505, 588
Durbin-Watson test 480, 548–9, 588

equally likely 77, 258, 589
equilibrium point 21–2
error

measures of 520–1
types of 383–5

error bar plot 370, 589
estimation 339–40
estimator 340, 589
event 257, 589
EXCEL 86, 138, 140, 144, 168, 195, 277, 

303, 362, 397, 403, 456–7, 463, 
491, 526

expectation 283–4, 589
expected monetary value (EMV) 

269–71, 589
expected value (EV) 405–7, 589
Expenditure and Food Survey (EFS) 

238, 589
experiment 256, 589
explanation of behaviour 495, 496
exploratory data analysis (EDA) 136, 589
exponential functions 31–2
exponentiation 8–9, 589
extrapolation 456, 589

F distribution 320
fair representation 91
false consensus 360

feasibility 85, 589
feasible 71
Financial Times Stock Exchange (FTSE) 

236
finite population correction factor 

353–5, 589
first quartile 178, 589
five figure summary 182, 589
fixed cost 11, 589
forecast 461–2

exponentially weighted moving 
averages 522–5

naïve 521–2
short-term 519–25
simple average 522

fractions 6–7
Freakonomics 376–7
frequency 141–4, 589
frequency curve 158, 589
functions 10–11, 19, 589

constant 20
cubic 31
domain 20
exponential 31–2
linear 20–5
quadratic 26–31

gap 68
geometric mean 192, 589
geometric progression 17–18, 589
goodness-of-fit 409–16
graph

axes and points 19
regression line 450–1

graphical representation 161
actual and percentage increase 164–5
Lorenz curve 167–8
plotting against time 161–4
relationship graphs 166

graphics 137
grouped data 206–9

Happy Planet Index (HPI) 84–5
harmonic mean 192, 589
heteroskedasticity 481–2, 487, 589
histogram 156–8, 589
historic cost accounting 241
homoskedasticity 482, 589
how question 93, 100
hypotheses 368, 589
hypothesis testing 370–7, 589

reservations 395–6
small samples 388–9
two large samples 385–8

idea generation 69
In what ways might . . . (IWWM) 68, 590
incremental payments 45–6, 589
independent 263

independent events 266–9, 589
independent samples 350–6
independent variable 166, 589
index numbers 138, 223, 242, 589

base year changes 224–6
construction 229–35
CPI and RPI 236–41
interpretation 223–9
percentage changes 223–4
weighting 235–6

inductive 72, 589
inference 91, 99, 329, 331, 589

population 339–40
inflation 236

personal calculator 240–1
information 90–1, 589

required 67
search for 68–9

intercept 21, 450, 589
interest rate 35
internal rate of return (IRR) 43–4, 589

graphical method 44–5
Internet 96–7
interpolation 456, 589
interpretation 457–8
interval data 80, 589
interval estimate 340–1, 590
interviews 117–18

judgemental sampling 116, 590

keyword 519
Kondratieff Long Wave 513
Kuznets Long Wave 513

Laspeyres index 231–2, 590
linear 440, 590
linear association 440–7
linear function 20–5, 590
linear regression 456, 590
linear regression trend 504–8
linear trend 517
Living Costs and Food Survey (LCF) 

238, 590
logarithms 14–15, 590
longitudinal studies 121, 590
Lorenz curve 167–8, 590
lower quartile 178, 590

major and minor cycle 513
Mann-Whitney U test 416–17, 542–4, 590

larger sample 418–19
small sample 417–18

market research 100–1
matched pairs 392–5, 590
matrix 478, 590
mean 175, 177, 181, 185, 590

tests for a difference of 386–7
mean error (ME) 520–1, 590
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mean squared error (MSE) 521, 590
measurement 79–85
measures of dispersion 199–200

grouped data 206–13
raw data 200–4
relative 213–15
tabulated data 204–6
variability in sample data 216–17

measures of location 174–6
other measures 191–3
raw data 177–80
relationship between averages 193–4
tabulated (grouped) continuous data 

184–91
tabulated (ungrouped) discrete data 

181–4
media 177–8
median 175, 182, 186, 590

calculation 187
graphical method 186

methodology 106, 590
mid-point 184, 590
modal class 189–90, 590
mode 175, 178–80, 182, 189–90, 590
models 66, 73, 590

abstraction 74–5
analogue 75
benefits 73–4
computer-based 76–7
physical 74
schematic 74
scoring 81–5
simulation 78
symbolic or mathematical 75
uncertainty 76–7

mortgages 49–50
moving average 501–4, 590
moving average trend 518
multicollinearity 478–9, 486, 590
multiple equation models 483
multiple regression 470–1, 590

adding variables 472–6
analysis 484–9
assumptions 471, 476–83
using 489–90

multiple regression model 471
multiplication 4
multiplicative model 498–9, 

511–12, 590
multiplicative ranking (or scoring)  

model 83–5
multistage design 112, 590
mutually exclusive events 257, 262, 590

naïve forecast 521–2, 590
net present value (NPV) 39, 42, 590
nominal 79, 227, 590
non-independent 263–4
non-linear function 436, 590

non-linear relationships 458–60
non-mutually exclusive events 262–3, 590
non-normal distributed populations 335
non-parametric tests 367, 401–2, 

424–5, 590
chi-squared 402–16
Mann-Whitney U test 416–19
runs test 423–4
Wilcoxon test 419–22

non-participant observation 122, 590
non-probability methods 116, 590
non-probability sampling 113–16
non-response 108, 128, 590

those away for period of survey 129
those out at time of call 129
those who have moved 129
those who refuse to co-operate 129
unsuitable for interview 129

normal approximations 317
binomial 317–19
Poisson 319–20

normal distributed populations 333–5
normal distribution 307, 414–15, 590–1

areas in right-hand tail 535–6
characteristics 307–8
standard 308–14

null hypothesis 368, 591
numerator 7

observation 117, 122, 591
Office for National Statistics (ON) 94–6
ogive 186, 591
on average 256, 591
one-sided tests 377–8, 591

population mean 378–80
population percentage 380–2

online questionnaires 119, 591
online surveys 119, 591
open-ended question 124, 591
operational definitions 106, 591
Order of Operations rule 5
ordinal data 79, 591
Organization for Economic Co-operation 

and Development (OECD) 519
origin 20, 591
over-confidence 360

p-values 371, 392, 591
Paasche index 232–4, 591
panel surveys 120–1, 591
parameters 75, 591
parametric tests 367, 591
participant observation 122–3, 591
payback 591
percentage change 225, 591
percentages 6–7, 591

change 7–8
comparisons 7
fractions and decimals 6–7

percentiles 178, 187–8, 591
pictograms 153–4, 591
pie chart 151–3, 591
pilot survey 123, 591
point estimator 340, 591
Poisson approximation to the binomial 

301–2
Poisson distribution 297–301, 411–14, 591
polynomial function 31
pooled standard error 357–8
population 92

census 98
mean 373–4, 378–80
parameters 331
percentage 374–6, 380–2, 387–8

post-stratification 111
postal surveys 119
powers 8

combining 8–9
precedence rules 5
precoded questions 125
predictions 451–6, 495, 496, 516

linear trend 517
moving average trend 518

present value 38–41
present value factors 540–1
present value tables 35–6
primary data 93
probabilistic 75, 76
probability 66, 250, 253–4

axioms of 257
basic concepts 254–6
Bayes’ theorem 274–6
decision trees 271–4
definitions 256–61
distributions 283–4
expected values 269–71
relationships 261–5

probability sampling 108–13, 591
probability trees 266–9, 591
problem owner 68
problem solving 85

acceptance and implementation 70
idea generation 69
problem definition 68
problem description or redefinition 69
search for information 68–9
solution finding 70
structured approach 67–70

producer risk 382
proposition 403
purposive sampling 116, 591

quadratic function 26–31, 592
qualitative approach 65, 592
quantitative approach 63–4, 65–6, 

85–6, 592
measurement 79–85
methodology 71–2
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models 73–8
problem solving 66–70

quartile deviation 200, 205–6, 209, 592
quartiles 175, 178, 182, 187–8
question

coding 125
how 93, 100
structure 123–5
what 100
where 93
why 93, 100
wording 126–8

questionnaire 116, 592
design 123–9
interviewer administered 117–18
online 119
self-administered 118–19

quota sampling 114–15, 592

radar chart 155
random 108, 592
random factor 498, 514–16, 592
random number table 550–1
random sampling 108–10, 592
range 200, 205, 209, 592
rank correlation 441–2, 592
rank order 80
ranking 160–1, 592
rating scale 80, 592
ratio data 80, 592
raw data 140–1, 177–80, 191, 

200–4, 592
real 227, 592
real roots 27, 592
rebased 241, 592
records of events 495, 496
regression 432, 435, 445, 592
regression analysis 447–8

EXCEL 456–7
regression line 448–50

graph 450–1
predictions 451–6

relationship graphs 166
relative frequency definition 

258–9, 592
reliability 71, 85, 93, 592
research 71–2
residual error 448, 592
residual factor 514–16
residuals 479–80
residuals’ distribution 480, 486
Retail Price Index (RPI) 223, 

236–41, 592
risk 250

consumer 382
producer 382

roots 27, 592
by factorizing 27–8
by formula 28–9

rule 5
runs test 423–4, 546–7, 592

sample 92, 98–9, 330–1, 592
data variability 216–17
hypothesis testing with small  

samples 388–9
single sample 389
size 99
two samples 390–2

sample size
for a mean 344–6
for a percentage 349–50

sample space 257, 592
sample statistics 331, 592
sample with replacement 109, 592
sample without replacement 109, 592
sampling distribution 332–3, 592

of the mean 332
of proportions 337–8

sampling error 592
sampling frame 108, 592
sampling theory 331, 592
saved queries 519
scatter diagram 166, 435–7, 592
scoring models 81–5, 592
search engine 97
seasonal adjustment 66, 513, 592
seasonal factors 498, 508–12
secondary data 93, 592
selection bias 113–14, 593
self-administered questionnaires 118–19
sequence 15, 593
sequential sampling 350, 593
series 15, 593
short-term forecasts 519

exponentially weighted moving 
averages 522–5

measures of error 520–1
naïve forecast 521–2
simple average forecast 522

significance 446–7, 593
significance level 371, 593
significance test 367, 424–5, 593
simple aggregate price index 230
simple average forecast 522
simple event 257, 593
simple interest 33, 34, 593
simple linear regression 448–50
simple price index 229
simple random sample 108, 593
simple regression model 448–50, 593
simulation models 78, 593
simultaneous equations 23, 593
sinking funds 47, 593
skew data 215
slope 21, 593
smoothing constant 524, 593
snowball sampling 116, 593

specification 483, 488, 593
spider chart 155
SPSS 86, 138, 140, 168, 195, 397, 403, 407, 

417, 423, 463, 491
spurious correlation 438–9, 593
square roots 9
standard deviation 199, 593

grouped data 206–9
raw data 200–2
tabulated data 204–5

standard error 335, 593
standard error of the regression 452, 593
standard normal distribution 308–14, 593
statistic 60, 593
statistical inference 66, 325–9, 331, 593
statistical significance 218
statistics 66
status variable 593
stem-and-leaf 159–60, 593
stochastic model 76, 593
stratification 111, 593
subjective probabilities 593
substitution 75–6
subtraction 3–4
survey design 117

interviewer administered 
questionnaires or checklists 
117–18

miscellaneous methods 120–3
self-administered questionnaires 

118–19
survey methods 105–7, 130

miscellaneous 120–3
non-probability sampling 113–16
non-response 128–9
probability sampling 108–13
questionnaires 117–19, 123–8

symmetry 312–13
systematic sampling 112, 593

t critical points 537
t-distribution 320, 339, 355–61, 593
tabulated data 204–5
tabulated (grouped) continuous data 138, 

184–91
tabulated (ungrouped) discrete data 

181–4
tabulation 140–4, 593
telephone interviews 118, 593
test statistic 371, 593

population mean 373–4
population percentage 374–6

theme 519
third quartile 178, 593
time 35
time and cost constraints 482–3, 487–8
time series 433, 495–6, 593

cyclical factors 513–14
models 496–9
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time series (Continued)
predictions 516–19
residual or random factor 514–16
seasonal factors 508–13
short-term forecasts 519–25
trend 499–508

time value of money 41, 593
tolerance 486, 593
total cost 11, 593
total revenue 11, 594
tracking coefficient 524, 594
trend 498, 499–500, 594

by eye 500–1
linear regression 504–8

turning point 26, 594
two-sided test 594
Type I error 383, 594
Type II error 383, 594

uncertainty 76–7, 249–52
under-identification 483, 488
uniform distribution 285, 410–11, 594
untabulated data 138
upper quartile 178, 594

validity 71, 85, 93, 594
value 37
variability

highly skew data 215
sample data 216–17

variable 2, 75, 594
combination 314–16

variable cost 11–12, 594
variance 201, 212, 594
variance inflation factor (VIF) 486, 594
Venn diagram 261–2, 594

websites 97
weight 111, 235–6, 594
weighted mean 192–3
what question 100
where question 93
why question 93, 100
Wilcoxon test 419–20, 545, 594

larger sample 421–2
small sample 420–1

write off 37

X on Y 594
x2 critical values 538–9

yield 43, 594

z-score (or z-values) 310, 311–12, 594
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